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Abstract—Data scarcity is a major stumbling block in relation
extraction. We propose an unsupervised pre-training method
for extracting relational information from a huge amount of
unlabeled data prior to supervised learning in the situation where
hard to make golden labeled data. An objective function not
requiring any labeled data is adopted during the pre-training
phase, with an attempt to predict clue words crucial for inferring
semantic relation types between two entities in a given sentence.
The experimental result on public datasets shows that our
approach achieves similar performance by using only 70% of
data in a data-scarce setting.

Index Terms—relation extraction, pre-training, unsupervised
learning, dependency parsing, sentence embedding, pcnn

I. INTRODUCTION

While deep neural models have proven their power for
various tasks, they usually require a large amount of training
data. As such, data scarcity has emerged as a major stumbling
block in some domains that require expensive golden labels
for training data, resulting in some detouring strategies such
as transfer learning [5], [23] and data synthesis methods [6],
[16]. However, as these methods are not universally applicable,
they have to be differently applied to reflect the inherent
characteristics of each task and data source.

Automatic detection of a relation is a key step towards var-
ious applications including information extraction (IE), ques-
tion answering (QA), and summarization. Relation extraction
(RE) is a process of finding a semantic relationship between
two entities in a given sentence, which are marked beforehand.
A relation extraction or classification task requires a set of
relation-labeled training instances. Building such training data
is a big challenge as it requires expert annotators who can
understand the semantics of text and assign a proper relation
between a pair of entities. In this paper, we address this data
scarcity problem and propose a novel approach to handling it
with pre-training.

In order to construct a huge amount of training examples
without human annotators, the distant supervision method was
proposed to leverage an external knowledge base (KB), such as
Freebase, by [19]. Given a relation triplet (h, r, t) in a KB, all
sentences where the two entities, h and t, appear together are
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Fig. 1. The relation extraction process with a pre-training step trained on an
alternative prediction task.

assumed to be training instances for relation r. However, this
method is not easily applicable when the KB does not contain
the specific relational facts at hand, particularly problematic
for specialized domains such as medicine.

To overcome this drawback, [13] proposed a pre-training
method exploiting unlabeled data, prior to a supervised learn-
ing with a limited number of relation-labeled training in-
stances, like Figure 1. They pre-train the sentence encoder with
an alternative objective function that attempts to reconstruct
an input sequence based on the sentence embedding as in
Autoencoder [12]. However, the proposed pre-training method
captures general sentence features that are not necessarily
tuned to relational features.

We propose a novel pre-training method that attempts to
predict clue words containing relational information in a given
sentence so that we can build more relation-oriented sentence
embeddings. This is based on our observation that clue words
play a key role in inferring a semantic relationship in a
sentence. For example, in Figure 1, the underlined entities and
from are essential to inferring the Cause-Effect relationship
that the sentence expresses.

Assuming that sentences containing the same relationship
would share similar clue words, we attempt to capture re-
lational information in sentence embeddings by making the
model predict assumed clue words. Section II-B explains
two different ways of approximating clue word. Since clue
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Fig. 2. The results of dependency parsing from each sentence. In a dependency parsing tree without considering the direction of dependency, the words lying
on the shortest path between two entities are regarded as clue words in SDP method.

words are not equally important in indicating a relationship,
in addition, we apply an attention mechanism to focus on
critical words. Experimental result on two public datasets for
relation extraction task shows that the proposed unsupervised
pre-training helps improve the performance especially when
there isn’t sufficient training data. The codes for proposed
methods are shared publicly.1

II. METHOD

In this section, we describe our method composed of
unsupervised pre-training for a clue word prediction task and
supervised training for a relation extraction task as illustrated
in Figure 1. Since our focus is on pre-training, we employ
a known state-of-the-art relation extraction method for rela-
tion extraction, as described in Section II-A. The parameter
values of the sentence embedding model pre-trained with the
proposed method (with two variations) are used as the initial
values for the relation extraction task. The sentence embedding
model starts with a meaningful initialization instead of a
random one and would therefore produce a better sentence
representation that helps the relation extraction especially in
the situation using a small amount of training data.

A. Relation Extraction Model

We chose PCNN model because it is considered as the state-
of-the-art sentence embedding model for relation extraction
[26]. In this model, an input sentence is first transformed to a
sequence of vectors by mapping each word to a corresponding
word embedding and a position embedding. Then a convolu-
tion layer and a piece-wise max pooling layer are applied in
order to generate a sentence embedding. Based on the sentence
embedding, a soft-max classifier determines a relation for
the sentence by multi-class logistic regression. Since the end
task needs a relation label, this model has to be trained with
relation-labeled data, which may not be sufficiently available.

B. Unsupervised Pre-training

We are inspired by the Skip-gram model that constructs
word embeddings by training the model to predict the context
words from a target word [17]. Our method pre-trains the

1https://github.com/swbliss/relation extraction

sentence encoder by making a constructed sentence embedding
useful for clue word prediction. Clue words are supposed to
play a crucial role in extracting a relation from a sentence.
We propose and compare two pre-training methods based on
Shortest Dependency Path (SDP) and Context Words (CW)
that approximate clue words.

The pre-training loss function Lu is defined with the proba-
bility of predicting a clue word wc from a sentence embedding
h(x):

Lu =
∑
x∈X

∑
wc∈Cx

− log p(wc|h(x)) (1)

where X is the set of training input sentences, and Cx is the
set of clue words in a sentence x. The prediction probability
p(wc|h(x)) is defined with negative sampling as follows:

log σ(wch(x)) +

N∑
i=1

IEwi∼Pn(w) [log σ(−wih(x))] (2)

where Pn(w) is the noise word distribution, wi is the corre-
sponding embedding of a noise word wi and N is the number
of negative samples. Pn(w) is the unigram distribution raised
to the power of 3/4 from Wikipedia document data. Note that,
the dimension of word and sentence embeddings should be the
same.

a) Shortest Dependency Path Method: The words that
appear in the shortest path between two entity words in a
dependency parsing result are deemed important for relation
extraction, as shown in Figure 2. Such a path usually includes
a predicate revealing the relation between the entities, which
often serve as the subject and object, respectively. In this work,
therefore, clue words are assumed to be the words lying on the
shortest path between two entities in an undirected dependency
parse tree, as in [3]. Cx in equation (1) is the set of those words
on the shortest path including two entities.

b) Context Words Method: In this method, we define clue
words as the two entities and context words around them,
which are used as features in [28]. The context words generally
contain clue words, such as predicates or preposition, that
express a relation. We examined different context window
sizes to find that using two words before and after an entity
gave the best result.



TABLE I
PARAMETERS USED FOR BUILDING OUR MODEL.

Word
dimension

Position
demension

Sentence
length

Filter
size

Feature
maps

Batch
size

Negative
samples

dv = 300 dp = 5 s = 80 l = 3 n = 100 bs = 50 N = 10

(a) SemEval-2010 Task 8 (b) ACE 2004 & 2005

Fig. 3. Averaged micro-F1 scores shown with the increasing numbers of training batches (a) on SemEval-2010 Task 8 and (b) on ACE 2004 & 2005. The
vertical line shows standard deviation over five experiments.

Ten clue words are not always useful in expression relations.
In order to focus more on informative words, we adopt an
attention mechanim. We merge context words surrounding
each entity as one vector aehx and aetx with different atten-
tion, where ehx and etx indicate the head and tail entities in
the sentence x, respectively. This method was derived after
testing several methods for computing attention; a relational
expression usually has at least one important word around
each entity. Denoting context words set for head entity as
Aehx

= {w1
s ,w

2
s ,w

3
s ,w

4
s}, attentively merged context word

vectors are calculated as follows:

aehx =

4∑
i=1

aiw
i
s,

ai =
exp(wi

sh(x))∑4
j=1 exp(w

j
sh(x))

(3)

where ai is the attention value of surrounding word wi
s. The

same calculation is done for the tail entity. With this attentively
merged context word embedding, the loss function of equation
(1) is redefined as follows:

Lu =
∑
x∈X

(
∑

e∈{ehx,etx}

− log p(e|h(x))

− log p(me|h(x)))
(4)

where me means the merged context word whose embedding
is ae.

III. EXPERIMENTS

A. Setup

For Unsupervised Pre-training, we use the FIGER corpus
[8] with the assumption that entities existing in the same

sentence would have a relationship. As a result, we exploit
3,886,998 relation mentions presented in 1,004,831 sentences.
To construct dependency a parse tree of a sentence, we
utilize the Stanford neural network dependency parser [4]. For
supervised training, we use two different datasets, SemEval-
2010 Task 8 and ACE datasets in reACE [10], [11]. The
parameters used in our experiment is detailedly summarized
in Table I.

As in Figure 3, we compare our pre-training methods with
two other methods proposed in the recent past: NONE means
the PCNN model without any pre-training and SEQ2SEQ pre-
training model proposed by Li et al. (2016). SDP and CW
represent our proposed methods of using two different types
of clue words whereas the ATT postfix means an application
of the attention mechanism.

B. Results and Analysis

To compare the performance of the models in the settings
with different amounts of training data, we plot the averaged
micro-F1 scores with the increasing numbers of used training
batches. As a result, in both datasets, the models pre-trained
with the proposed methods outperform the baselines with
a meaningful gaps as illustrated in Figure 3. Especially in
data-scarce setting, the gap between the proposed models and
the baselines are more significant. The proposed model pre-
trained with the CW method achieves a micro-F1 score almost
similar to that of NONE using twice as much training data
as CW in a data-scarce setting of the SemEval task. The
attention mechanism increases the performance of the CW
method slightly, making CW ATT perform the best although
the gap is not clearly noticeable in the graph.

The efficacy of the pre-training methods is more prominent
in the SemEval dataset than the ACE dataset, which consists



Fig. 4. The distribution of sentence embeddings constructed with each method, before supervised learning, on the SemEval training set. The color of a marker
represents a relation label of a sentence.

of the newswire documents that have a significantly different
sentence structure and expressions compared to the Wikipedia
documents used for pre-training. The difference of data source
between pre-training and supervised training causes difficulty
in transferring the knowledge learned during pre-training, as
shown in the result. Different from the result in SemEval,
SDP model shows better performance than CW model in the
ACE dataset. This indicates leveraging dependency structures
during pre-training is useful when the characteristics of data
used for pre-training and supervised training are different. In
other words, SDP method is more robust to different sentence
characteristics, as the set of clue words upon SDP is less
dependent on the data source.

We compare distribution of the pre-trained sentence embed-
ding with the one constructed with randomly initialized model
to examine the efficacy of pre-training in depth. For ease of
comparisons, we reduce the dimension of sentence embedding
with T-SNE [15]. With the model pre-trained with the CW
method, embeddings of the sentence having the same relation
are positioned closely and form rough clusters even before
supervised learning. This result supports our assumption that
pre-training would help initializing the sentence encoder at the
start of supervised learning.

IV. RELATED WORK

There have been multidirectional approaches handling rela-
tion extraction. Unsupervised methods, including Open Infor-
mation Extraction (OpenIE) and bootstrapping method, exploit
syntactic patterns for relation extraction [1], [29]. These meth-
ods can benefit from considering tons of relations, but they also
extract many noisy relations and need additional effort to map
extracted relation phrases to semantic relations [18], [20]. On
the contrary, supervised approaches are dealing with relation
extraction as supervised classification task [3], [25].

Supervised relation classification is the major and general
approach, but gathering training data is a heavy burden in
relation extraction. To mitigate the burden, [19] suggested
distant supervision method, aligning unlabeled text to Freebase
heuristically. Recently, a lot of deep models adopting distant

supervision method are proposed. [24] developed utilized neu-
ral network (RNN) aligned with parsing tree and [27] adopted
convolutional neural network (CNN) for better representation.
Also, [26] combined multi-instance learning to CNN model
and [14] applied selective attention mechanism to deal with
noisy data problem of distant supervision method.

Meanwhile, transfer learning that leverages knowledge
learned from different source task or domain to target task
and domain has been extensively studied. Transfer learning
is invaluable in such a case where training data in a target
setting is not sufficient, or data can be easily outdated [2],
[22]. Especially, pre-training which is one of the inductive
transfer learning methods [21] is widely used for feature
representation transfer as it helps a deep models to achieve
the best performance [9]. For instance, it is common to pre-
train neural network on a massive dataset, like ImageNet [7].
Nevertheless, depending on the type of target task, providing
adequate task and data during pre-training is crucial to take
advantage of pre-training method, especially when pre-training
is conducted in unsupervised fashion.

V. CONCLUSION

In this paper, we propose two unsupervised pre-training
methods to improve the performance of relation extraction
in a data-scarce environment. Before supervised learning, the
relation extraction model is pre-trained with novel objective
function, inducing the model to predict some clue words that
contain most relational information from sentence embedding.
The experimental result on two public datasets shows that the
proposed pre-training methods improve the performance of the
extraction model when training data is not sufficient because
pre-trained sentence encoder creates better sentence embed-
dings for relation classification than randomly initialized ones.
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