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Abstract—Inspired by the notion of a curriculum that allows
human learners to acquire knowledge from easy to difficult mate-
rials, curriculum learning (CL) has been applied to many areas
including Natural Language Processing (NLP). Most previous
CL methods in NLP learn texts according to their lengths. We
posit, however, that learning semantically similar texts is more
effective than simply relying on superficial easiness such as text
lengths. As such, we propose a new CL method that considers
semantic dissimilarity as the complexity measure and a tree-
structured curriculum as the organization method. The proposed
CL method shows better performance than previous CL methods
on a sentiment analysis task in an experiment.

Index Terms—Natural language processing, Curriculum learn-
ing, Hierarchical clustering, Sentiment analysis

I. INTRODUCTION

Curriculum learning (CL), proposed by [1] in the machine
learning (ML) context, is a training strategy that introduces
concepts or training instances to an ML model not in a random
order, but in a geared order, from the easy to the complicated.
The model obtains improved performance if trained with a
dataset from which harder data is gradually added during the
entire training process. CL has proven itself in some key
areas, such as Natural Language Processing and Computer
Vision [2], [3].

In NLP, [1] introduced CL with language modeling, predict-
ing the next word given a context of words. Word frequencies
are used to determine the complexity of training data in the
work. While syntax of text is often investigated, semantics
is rarely explored in CL [4] although it plays a critical role
in many NLP tasks such as sentiment analysis, text summa-
rization and learning embeddings of texts. In this paper, we
propose a novel CL method that considers semantic similarities
for constructing and utilizing a curriculum. We assume that it
would be easier to learn concepts that are co-related among
each other than unrelated. Also assumed is that the concepts
related to those that have been recently learned are easier to
learn than entirely new ones.

In order to illustrate the motivation for our method, let
us assume, for example, that a set of concepts {A,B,C,D}
to be learned at the end can be grouped into either
{{A,B} , {C,D}} or {{{A,B} , C} , D} based on similarity.
We propose a scheme where the most similar concept pairs are
learned first. In the former case, {A,B} is learned first and
then {C,D} is learned. At last, the entire list {A,B,C,D} is

learned together. If we assume that all concepts are sequen-
tially ordered by easiness, however, the traditional total order
curriculum [5] always forms a group as in the latter example
{{{A,B} , C} , D}. In other words, all possible semantic
structures among data cannot be handled by the total order
curriculum.

We address this issue and propose a novel tree-structured
curriculum learning method based on semantic similarity of
text (TCL-SS) by defining a tree-structured curriculum (tree-
curriculum). To construct a tree-curriculum, our method forms
subsets of training data that are semantically related. We also
propose a novel strategy of using a constructed tree-curriculum
as an extension to the existing strategies. To evaluate our
method, we apply it to sentiment analysis task [6] on Stanford
Sentiment Treebank dataset (SST) [7] with a Long Short-Term
Memory (LSTM) based model.

The main contributions of our work are:
• to propose a method using semantics for CL,
• to propose a tree-curriculum that provides a freedom in

organizing the concepts to be learned and altering the
sequence, and

• to validate the new method in sentiment analysis task.

II. CURRICULUM LEARNING

The concept of a curriculum, or a sequential curriculum as
opposed to the newly proposed concept of a tree-structured
curriculum, was originally defined by [1] to cover any kind of
curricula for machine learning. A curriculum, described as a
distribution on training data, dynamically changes through an
entire training process, and training data is sampled from the
distribution.

In our work, we narrow down the broad definition of a
curriculum to a multi-stage curriculum [1] where a stage refers
to successive epochs using the same subset in the training
process. The training subset used in each stage is selected in
a binary fashion (selected or not). Without loss of generality,
we define curriculum used in a simple multi-stage curriculum
strategy as follows:

Definition 1 (Curriculum): For a training set Dtrain, a
sequence of subsets of training set C = {Ds}Ss=1 is called a
curriculum, or multi-stage sequential curriculum, if

1. Di ⊂ Dj ,V(Di) < V(Dj) ∀i < j, where V(·) is the
variability measure for the subset;
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2. DS = Dtrain.
In Definition 1, s is a stage with which a curriculum is used,
and the training proceeds through stages s = 1, ..., S. How
to use a curriculum while training is called a strategy. Note,
however, that there exist some empirically-motivated learning
methods that do not follow Definition 1 exactly, for example,
by sorting the whole dataset according to the complexity of
an individual data instance within an epoch [8].

In developing an effective sequential CL method that fol-
lows Definition 1, the variability measure plays an important
role [1]. In other words, the order of data subsets accumulated
to cover the entire training data should be carefully designed
so as to gradually increase the complexity of each subset.
Consider, for example, the length or the number of words of
a text segment as a measure for complexity. The complexity
of each subset in a curriculum grows gradually as the data
accumulates in the order of increasing text lengths. As a
strategy, early stopping on held-out dataset is often used to
decide when to stop the current stage s and move to the new
stage s+ 1 in a multi-stage CL [8].

III. PROPOSED METHOD

We propose a new curriculum learning (CL) method to
consider semantic similarity of text segments. A key benefit
of a tree-curriculum is its flexibility in supporting a variety of
data grouping methods that depend on the interpretations of
the semantic relationships imposed in the structure. The tree-
structure enables different ways of ordering the data instances
depending on the traversal methods. As in the pipeline of
Fig. 1, the whole process can be divided into two-steps: 1)
construct a tree-curriculum in which each node has a training
subset and 2) train a model with a strategy by using the
constructed tree-curriculum.

Fig. 1. The pipeline of TCL-SS to train an ML model.

A. Tree-curriculum Construction

To generate a tree-curriculum based on semantic similarity
between text units, Ward’s method [9] is used, which is a
hierarchical clustering algorithm on vector represented data.
This method is an agglomerative alogirhtms that iteratively
selects a pair of clusters or instances1 to be merged at each

1A pair of a cluster and an instance is also possible.

step following an objective function. The iterations continue
until only one cluster is formed. The objective function of
Ward’s method is to minimize the total within-cluster sum of
the squared errors (total SSE):

min
∑
i

∑
j

||Xij − Ci||2 (1)

where Ci is a centroid, the average of vector instances, of
a cluster i. Xij is a vector representation of jth instance in
cluster i. After the algorithm finishes, a full-binary tree is
created with all the instances assigned to the leaf nodes.

We introduce k, the number of leaf nodes as a parameter,
to construct a tree where non-overlapping subsets of data are
assigned to the k leaf nodes. We trace back k − 1 merging
steps of the algorithm to find k subsets while keeping the tree
structure among the subsets (including subsets for intermediate
nodes). Finally, the tree becomes a tree-curriculum with k leaf
nodes. A case for k = 4 is shown in Fig. 2.

Fig. 2. An example of a tree-curriculum. A dark colored marker represents a
data instance contained in the cluster. Different shapes are used to distinguish
the instances in a leaf node from those in others. Numbers indicate a post-
order traversal of the tree.

As an input of Ward’s method, a vector representation of
each data instance is required. For each text data instance, a
sequence of words, we follow the steps: 1) filter out non-letter
words and stop words defined in the NLTK toolkit [10], and
2) take an average of embeddings of remaining words. As a
result, we obtain vector representations of texts (i.e. sentences).
The Euclidean distance between the features is considered as
a semantic dissimilarity [11].

The reason why we choose Ward’s method in this study
is that it makes every node easiest when it is formed in the
clustering process so that the resulting tree is the easiest among
all the possible trees with the same number k of leaf clusters.
From Definition 2, easy subsets have less variability than hard
subsets. If we assume a SSE inside a subset as a variability,
then the easiest configuration among possible trees is always
created by Ward’s method because of the objective function,
which is to minimize the total SSE.
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B. Definition of a Tree-structured Curriculum

Definition 2 (Tree-structured curriculum): A tree-
structured curriculum T = {N} is a tree where each node
N has a subset of training data Dtrain such that

1. DN =
⋃
N ′∈N .childrenDN

′ ∀N ∈ T ;
2. V(DN ′) < V(DN )
∀N ′ ∈ N .children, ∀N ∈ T where V(·) is the
variability measure for the subset;

3. ∅ = DN ∩ DN ′ ∀N ,N ′ ∈ T .leaves where N 6= N ′;
4. DNroot = Dtrain,

where Nroot is the root node of the tree T , DN is a subset
of training data with respect to a node N , N .children is the
set of children nodes of a node N , and T .leaves is a set of
leaf nodes, which have no children.

The first condition in Definition 2 means that the data
subset for an intermediate node is a union of the subsets
corresponding to its children. As a result, the variability of
a subset should increase from the bottom to the top in a tree-
curriculum, as in the second condition. An example of a tree-
curriculum that follows Definition 2 is visualized in Fig. 2.

Note that the complexity increases following the path from
a leaf node to the root. The size of the data subsets along
the path to the root keeps increasing with a subset-superset
relation while the sizes of others are independent each other.
This condition dictates an order of learning from the leaf nodes
of the tree to the root, which contains the entire target training
set Dtrain. A major difference of a tree-curriculum compared
to a sequential curriculum is that some of the subsets may be
independent from each other in a subsequent stages, without
enforcing a complete order among the subsets. This difference
makes a tree-curriculum more natural and flexible, leaving the
order of some subsets undecided, if necessary, with the tree
shape and determining the stages at a later step for different
strategies.

C. Strategy: How to use Tree-curriculum

Curriculum learning requires a strategy that involves gen-
erating a series of subsets from a tree-curriculum, which is
fed into the neural networks for training. The main difference
between tree-CL and sequential CL lies in the strategies: the
former generates a sequence using a tree traversal algorithm
of different kinds whereas the latter generates a single prede-
termined sequence.

A tree-curriculum explicitly enforces the order of learning
from bottom to top along the edge of the tree, but the order
of siblings is determined only with a particular traversal
method. Viewing the tree-curriculum as a directed acyclic
graph (DAG), we can apply all topological ordering within
the bounds of the dependency among the subsets on a path.
In this work, we generate a sequence with a simple post-order
traversal, among other possibilities, on a tree-curriculum. The
sequence generated by the post-order traversal has the property
that the neural networks can learn a subset that is most relevant
to the subset learned recently.

Intuitively, humans can easily learn concepts related to
concepts learned more recently than concepts related to what
they learned long ago, and the post-order traversal has been
devised based on this intuition. By using both the proposed
tree-curriculum and the post-order traversal algorithm on it,
neural networks can benefit from 1) learning related concepts
together and 2) learning the concepts learned recently by NNs.

A training starts with the first subset in the generated
sequence of subsets and continues to move to the next subset
until reaching to the last stage. As an extension to the early
stopping method [8] where a training with a subset stops when
the accuracy on the held-out set does not get any better for p
epochs, where p is called patience parameter, we introduce a
rolling-back method. If a training stops for a subset by early
stopping, then we set the weight parameters of the model
to the states of p epochs before, which was the best score
on the held-out set until the current point. We combine the
proposed method with another method that sorts the whole
dataset according to a measure of easiness of individual data
instances within an epoch [8]. The overall procedure is in
Algorithm 1.

Algorithm 1: TCL-SS
1 Procedure TCL_SS(M , Dtrain, Ddev , k, p)
2 Dtrain

preproc = preproc(Dtrain)
3 Dtrain

avg emb = avg_emb(Dtrain)
4 T = tree_curriculum(Dtrain

avg emb, Dtrain, k)
5 {Ds} = post_order(T ) where s = {1, · · · , S}
6 foreach s ∈ {1, · · · , S} do
7 Ds′ = sort_by_len(Ds)
8 while eval(M , Ddev) not improved for p epoches

do
9 train(M , Ds′)

10 rolling_back(M , p)

IV. EXPERIMENTS AND ANALYSIS ON OVERALL TCL-SS

A. Model for Evaluation

In order to evaluate our CL method, we employ LSTM
networks that perform sentence-level sentiment analysis, a
kind of multi-class classification task. We use the cross-
entropy loss.
Embedding layer: The embedding layer receives a word
wt, t-th word in a given text segment, and returns an d(e)-
dimensional vector xt, where d(e) is an embedding dimension.
LSTM layer: Given xt as the input at time step t, update
equations of LSTM are as follows [12]:

it = σ(W (i)xt + U (i)ht−1 + b(i)),

ft = σ(W (f)xt + U (f)ht−1 + b(f)),

ot = σ(W (o)xt + U (o)ht−1 + b(o)),

ut = tanh(W (u)xt + U (u)ht−1 + b(u)),

ct = it � ut + ft � ct−1,
ht = ot � tanh(ct) (2)
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where it, ft and ot are binary gating vectors that control
the input, forget and output gates, respectively. ut, ct, ht
and all aforementioned vectors are in d-dimensions, and d is
called the hidden dimension of the LSTM. σ and � indicate
the logistic sigmoid function and element-wise multiplication,
respectively.
Softmax layer: For each time step t, the softmax layer receives
a hidden representation ht from the LSTM layer and predicts
a label ŷt as one of the possible classes:

p̂(y|ht) = softmax(W (s)ht + b(s)),

ŷt = argmax
y

p̂(y|ht). (3)

B. Data and Task Settings

Our experiment is based on a sentiment analysis task on
the Stanford Sentiment Treebank dataset (SST). The dataset
is for a 5-class classification of sentences in the movie review
dataset. Sentiment labels exist in phrases of a constituency
parse tree of each sentence in the dataset, and the entire spans
corresponding to the labeled nodes are used as annotations
to train the model according to [12]. The model predicts a
sentiment of a sentence with the final LSTM hidden state. We
use the standard train/dev/test splits of 8544/1101/2210. Note
that our evaluation objective is to show the efficacy of the
proposed CL method in comparison with the baselines that
implement existing CL methods, not to beat the state-of-the
art performance on the SST dataset.

C. Neural Networks Training Settings

We implemented the model using theano library [13].
We use a single layer LSTM with 168 hidden dimensions
following the previous work [12]. The word embeddings are
initialized with 300-dimensional GloVe vectors [14]. The
word embeddings are fine-tuned during training. The param-
eters of the model are updated iteratively for each datum via
Adam [15] with a learning rate of 0.00002. The patience pa-
rameter p for early stoppings is set to 10. We use Dropout [16]
to regularize the model. A dropout ratio and k of a leaf subset
are tuned using the development set in ranges of [0, 0.25, 0.5]
and [5, 7, 10, 15], respectively.

D. Comparisons against Baselines

We describe the baseline learning strategies against which
we compare the proposed method: No-CL, Sorted, One-pass,
and Baby Steps, all of which were applied to the LSTM model
in [8]. Except for No-CL, other strategies are designed under
the assumption that the shorter sequences are easier to learn.
For all the baselines, early-stoppings were used with the same
patience parameter p = 10.
No-CL: This baseline does not use a curriculum learning (CL)
method at all. The entire training data is used with a random
shuffling in each epoch.
Sorted: This method also uses all the training data in each
epoch but after sorting the data in an increasing order of
sentence lengths. Note that it does not follow Definition 1

because training instances are not partitioned into subsets and
are not accumulated based on the complexity.
One-Pass: This learning strategy exploits a sequence of sub-
sets with no duplication of instances among them, without
following Definition 1. The number of subsets in the sequence
is determined by possible lengths of sentences in the training
data. Each training data instance is assigned to only one subset
based on its length. The sequence is sorted by lengths in an
increasing order and early-stoppings are used.
Baby Steps: This baseline follows Definition 1 exactly. After
a sequence of subsets is generated following One-Pass, subsets
with a shorter length is added to every subset with a longer
length. For example, a subset with a length 3 should be added
to lengths 4, 5, ..., but not to length 1 and 2. Early-stoppings
are also used.

As in TABLE I, our method shows the best test score in
comparison with the baselines. For the baselines, we report our
implementations instead of the ones in the literature because
the former gave higher scores than the latter. The reason for
the higher scores seems that the training settings such as
the optimizer, the learning rate and the mini-batch size are
different. In our implementation, Baby Steps shows a slightly
better result than Sorted, though the reference reports a reverse
result. It may be caused by the merge option. 2

TABLE I
COMPARISONS BETWEEN OUR METHOD AND THE BASELINES FOR A

SENTIMENT ANALYSIS TASK ON THE SST DATASET.

Method Accuracy
No-CL [12] 47.56
Sorted [8] 48.51
One-pass [8] 46.61
Baby Steps [8] 48.55
TCL-SS 49.19

E. Effects on Learning Each Data Subset

We investigate how the entire learning process in TCL-
SS affects the learning with each subset. The goal of this
experiment is to compare TCL-SS (learning all subsets in tree-
curriculum following the traversal order) with learning specific
subset only. For this, we divide the development and test sets
into k(= 7) subsets, respectively, depending on how similar
they are to each leaf subset of the training set. A measure of
the similarity is the Euclidean distance between the centroid
of each leaf subset and the mean word embeddings contained
in each instance of the development and test sets. Accuracy
changes for the number k of partitions in each of two non-
training datasets during the learning process are shown in
Fig. 4. Scores are marked at the end of each stage, that is, when
an early stopping occurs. We visualize the tree-curriculum
constructed with k = 7 in Fig. 3.

We begin to observe an accuracy of a subset at the stage
of the training process where the matching leaf subset of the
training data is first introduced. Except for the accuracies on
the development subset 5, others show better performance

2Subsets are merged to match with the number k of leaf subsets.
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Fig. 3. A visualized tree-curriculum generated by our method with k = 7. 2D-
embeddings are obtained by t-Stochastic Neighbor Embedding (t-SNE) [17]
on an average of word embeddings. All the instances are in grey whereas
those included in a subset are in black. Numbers in circles generated by a
post-order tree traversal indicate stages that use the subset.
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Fig. 4. Accuracy of 7 different non-training subsets at the 13 training stages.
The numbers in the legend represent the subsets of non-training datasets
semantically closest to the numbered leaf subsets of the training data shown
in Fig. 3.

when the entire training process is completed than at the first
marked stages. This means that the model shows improved
generalization over both the overall data and leaf nodes
when the model is trained through all the subset sequences,
rather than only semantically related part of training data (i.e.
represented by initially marked stages).

V. ANALYSIS ON THE EFFECT OF TCL-SS COMPONENTS

A. Tree-curriculum Construction

Use of Semantics: To see the value of a semantically oriented
curriculum, we created a case (”Unrelated”) where each subset
in TCL-SS is replaced by the same number of randomly
selected instances. The net result is that the clustered subsets
are much less semantically coherent. As in TABLE II, the
performance of TCL-SS is degraded with Unrelated.
Tree-curriculum: In order to see the effect of the curriculum
organized as a tree, we compared TCL-SS against a sequential
CL (CL-SS) where the leaf subsets are the same as those in
TCL-SS, but the method for merging the subsets is different.
We iteratively merge a pair of subsets following the same
objective function of Ward’s method, to minimize the total
SSE, but with an additional constraint that a subset is merged
only with the subset merged at the previous step. That is, a leaf

TABLE II
A COMPARISON OF ACCURACIES AMONG TCL-SS, UNRELATED AND

ACCUMULATED (CL-SS).

Accuracy
Method Dev Test
TCL-SS 49.50 49.19
Unrelated 46.59 46.52
Accumulated (CL-SS) 47.68 48.64

node is accumulated sequentially following the constrained
objective function and is pushed to the sequence repeatedly.
This process continues until all the leaf subsets are merged.
The performance difference between TCL-SS and CL-SS as in
TABLE II strongly indicates that a tree-curriculum is a useful
structure when CL is used with semantic similarities.

We observe that since more semantically related subsets are
merged and used at each stage in tree-curriculum learning than
with simple sequential arragements, the complexity of each
subset in a sequence increases more gradually in TCL-SS than
CL-SS as shown in Fig. 5.

Fig. 5. SSE values following stages of TCL-SS and Accumulated method.

B. Tree-traversal methods

Post-order Traversal: We analyze why the selected order is
superior to another possibility so that we can provide an insight
as to how a CL method is designed. We chose a method that
does not rely on the hypothesis of the post-order traversal
but applies topological sorting based on the SSE values of
each subset from the smallest SSE to the largest SSE. In
this order highly co-related subsets are first learned. As in
TABLE III, this method gave a poorer result, indicating that
relatedness between the subsets in two subsequent stages is
more important than semantic similarities among the instances
in a particular subset. This conjecture is further supported by
Fig. 6.

TABLE III
COMPARISONS OF ACCURACIES BETWEEN TCL-SS AND THE

ALTERNATIVE TREE-TRAVERSAL ALGORITHM.

Accuracy
Method Dev Test
TCL-SS (Post-order traversal) 49.50 49.19
Topological-SSE 47.59 47.87

975



Fig. 6. SSE values (on the left) and cumulative ∆SSE values (on the
right) at different stages among different tree traversal algorithms. ∆SSEDs

means a degree of dissimilarity between two consequent subsets, Ds−1 and
Ds, and is defined as ∆SSEDs = SSEDs−1∪Ds−SSEDs−1−SSEDs .
∆SSEDs is represented in a cumulative manner.

VI. RELATED WORK

Recurrent Neural Networks (RNN) is shown to benefit a
synthetic grammar task if training data is presented from a
simple to complex order [18]. The work in [1] shows that CL
results in better generalization with language modeling tasks.
After this work, many approaches applying CL to various NLP
tasks have been studied such as image caption generation [19]
and embedding learning [4].

As a measure for easiness of text data, lengths have been
used widely in NLP after the work of [2] for unsupervised
grammar induction. Recent studies show that usage of addi-
tional factor is helpful for designing better curriculum. The
application on code execution task [20] shows that # of
bracket can be considered as factor for determining difficulty
of data instance. [4] suggests a curriculum be learned based on
three categorized hand-crafted features (semantic, linguistic,
syntactic) for word representation learning. They also show
the possibility that a learning strategy can benefit from the
use of groups of coherent data. But the semantic features are
hand-crafted and the coherency-based method is dependent on
Wikipedia, a specific dataset for which predefined groups of
instances exist. To the best of our knowledge, our method is the
first one to exploit semantic similarity among data instances
based on a vector representation only.

VII. CONCLUSION

We presented a novel method (TCL-SS) for CL, which
takes into account a semantic criterion for organizing training
subsets into a tree form. While a tree-curriculum provides
flexibility, allowing for order-independent subsets, our method
determines the learning sequence based on post-order traver-
sal. This strategy mimics the learning process of covering
different sub-topics from the leaf nodes of a tree to their
parents for wider scopes until the entire training instances take
part in the learning process.

Our experiments with the sentence-level sentiment analysis
task based on LSTM confirmed that the proposed method
outperforms several baselines, variants of the existing CL
methods as well as a method without CL. More importantly,
we also demonstrated the importance of using semantics and
the tree shape in organizing subsets. A further analysis on
accuracies of subsets of data shows that the idea of learning
semantically similar training instances, progressively from the

leaf nodes to the root with the traversal, leads to improved
generalization for each subset as well as the entire data.

ACKNOWLEDGMENT

This work was supported by Institute for Information &
communications Technology Promotion (IITP) grant funded
by the Korea government (MSIT) (No. 2013-0-00179, Devel-
opment of Core Technology for Context-aware Deep-Symbolic
Hybrid Learning and Construction of Language Resources)

REFERENCES

[1] Y. Bengio, J. Louradour, R. Collobert, and J. Weston, “Curriculum
learning,” in ICML, 2009.

[2] V. I. Spitkovsky, H. Alshawi, and D. Jurafsky, “From baby steps to
leapfrog: How less is more in unsupervised dependency parsing,” in
HLT-NAACL, 2010.

[3] Y. J. Lee and K. Grauman, “Learning the easy things first: Self-paced
visual category discovery,” in CVPR, 2011.

[4] Y. Tsvetkov, M. Faruqui, W. Ling, B. MacWhinney, and C. Dyer,
“Learning the curriculum with bayesian optimization for task-specific
word representation learning,” in ACL, 2016.

[5] L. Jiang, D. Meng, Q. Zhao, S. Shan, and A. G. Hauptmann, “Self-paced
curriculum learning,” in AAAI, 2015.

[6] B. Pang and L. Lee, “Opinion mining and sentiment analysis,” Founda-
tions and Trends in Information Retrieval, vol. 2, no. 1–2, pp. 1–135,
2008.

[7] R. Socher, A. Perelygin, J. Y. Wu, J. Chuang, C. D. Manning, A. Y. Ng,
and C. Potts, “Recursive deep models for semantic compositionality over
a sentiment treebank,” in EMNLP, 2013.

[8] V. Cirik, E. Hovy, and L.-P. Morency, “Visualizing and understand-
ing curriculum learning for long short-term memory networks,” arXiv
preprint arXiv:1611.06204, 2016.

[9] J. H. Ward Jr, “Hierarchical grouping to optimize an objective function,”
Journal of the American statistical association, pp. 236–244, 1963.

[10] S. Bird, E. Klein, and E. Loper, Natural language processing with
Python: analyzing text with the natural language toolkit. O’Reilly
Media, Inc., 2009.

[11] M. Kusner, Y. Sun, N. Kolkin, and K. Q. Weinberger, “From word
embeddings to document distances,” in ICML, 2015.

[12] S. K. Tai, R. Socher, and D. C. Manning, “Improved semantic represen-
tations from tree-structured long short-term memory networks,” in ACL,
2015.

[13] T. D. Team, “Theano: A python framework for fast computation of
mathematical expressions,” arXiv preprint arXiv:1605.02688, 2016.

[14] J. Pennington, R. Socher, and C. D. Manning, “Glove: Global vectors
for word representation.” in EMNLP, 2014.

[15] D. Kingma and J. Ba, “Adam: A method for stochastic optimization,”
arXiv preprint arXiv:1412.6980, 2014.

[16] N. Srivastava, G. E. Hinton, A. Krizhevsky, I. Sutskever, and
R. Salakhutdinov, “Dropout: a simple way to prevent neural networks
from overfitting.” JMLR, vol. 15, no. 1, pp. 1929–1958, 2014.

[17] L. v. d. Maaten and G. Hinton, “Visualizing data using t-sne,” JMLR,
vol. 9, no. Nov, pp. 2579–2605, 2008.

[18] J. L. Elman, “Learning and development in neural networks: The
importance of starting small,” Cognition, pp. 71–99, 1993.

[19] S. Bengio, O. Vinyals, N. Jaitly, and N. Shazeer, “Scheduled sampling
for sequence prediction with recurrent neural networks,” in NIPS, 2015.

[20] W. Zaremba and I. Sutskever, “Learning to execute,” arXiv preprint
arXiv:1410.4615, 2014.

976


