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Abstract—Early detection and dissemination of food hazard 
information plays a key role in food hazard prevention and control. 
However, people in general cannot place enough time and effort for 
discovering food related hazards. In this paper, we introduce a food 
hazard monitoring system that can automatically collect online 
news and social media, extract events related to food hazards, and 
then organize the data in a structured format for easy consumption. 
We define an information template for food hazard event based on 
data from the Korean Ministry of Food and Drug Safety (MFDS), 
and use the template to aggregate informative keywords from 
government reports, news and social media. We explain our work 
process, considerations, as well as our future work to improve our 
system. 
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I.  INTRODUCTION 
Early detection and dissemination of food hazard 

information plays a key role in food hazard prevention and 
control. For example, a recent case in Korea involves 
distribution of illegal herbs. Cynanchum wilfordii, called 
"baeksuoh" in Korean, is a medical herb that has enjoyed 
popularity among the middle-aged in the recent years. When 
health products from well-known biotech companies were found 
to contain cynanchum auriculatum, a toxic ingredient with 
similar appearance to the baeksuoh, the incident was already 
responsible for over 17% of the total reported health product-
related adverse side effects in the same year.    

Furthermore, detecting food hazard events is not trivial, 
especially when the hazard is not composed of a physical agent. 
The public is vulnerable to such threats, and an intake of 
chemical or biological agents will likely cause serious side 
effects. However, the public cannot place enough time and effort 
for discovering food related hazards, and they must rummage 
through many sources of information, each with their own 
limitations. For example, social media may be the optimal 
medium for both elicitation of attention and dissemination of 
information, but it is difficult to find credible information from 
such media. Reports published by government organizations that 
specialize in the field of food safety, on the other hand, are 
detailed and accurate. Conversely, their main drawback is the 
slow rate at which the information is processed and validated. 
While such high-level precision and time delay may be adequate 
for government reports and announcements, the short cycles and 
the large coverage of food distribution and consumption often 

render the utility of such information less useful. News media 
outlets show a balance between the two, but often prioritize fast 
delivery of information about hot topics. Such constraints may 
cause exaggerated or inappropriate coverage of the issues. 
Clearly, there is a need for a novel system that can mitigate the 
discrepancies among the sources.  

In this paper, we introduce a food hazard monitoring system 
that can provide the public with faster and more trustworthy 
information about food hazard events. The system automatically 
collects online news and social media, extracts events related to 
food hazards, and then organizes the data in a structured format 
for easy consumption. The goal of the system is to maximize the 
credibility and minimize the latency of the information by fusing 
data aggregated from different sources.  

Our contribution is as follows. First, we devise a general 
information template for food hazard events, which is applicable 
to data aggregated from multiple sources. Second, we construct 
an information extraction system that automatically extracts and 
aggregates food hazard information. Third, we provide a 
demonstration of the food hazard monitoring system using the 
output from the information extraction phase. 

In contemplation of the system requirements and design, we 
first identify informative features from food hazard events found 
in the official reports in the Korean Ministry of Food and Drug 
Safety (MDFS) dataset, and construct a template to provide 
structure and guidance for food hazard information. Next, based 
on the information template, we build a Multi-Source Food 
Hazard Event Extraction System that extracts constituent 
information about food hazard events and distributes the 
extracted information to other data products or reporting systems 
such as smartphone alarms or disaster management platforms. 

The rest of the paper is organized as follows. In the next 
section, we introduce other systems that are related to our work. 
In Section III, we describe the overall structure and components 
of our system. We explain in Section IV about the data collection 
process, and continue to describe the food hazard event template 
in Section V. In the same section, we also address our method 
for building food hazard classifier and describe the visual output 
of the extracted data. Lastly in Section VI, we give concluding 
remarks and show the vision for our next steps. 
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II. RELATED WORK  
There are few systems developed for disaster relief and crisis 

management. One of the most well-known open source platform 
is Ushahidi [1], which was first launched during Kenya’s post-
election violence in 2007, with the goal of collecting the reports 
of violence through the eyes of the public in the forms of text 
messages and email. The locations, magnitudes, and types of the 
incidents are visualized using Open Street Map [2]. Another 
well-known system is Sahana [3], also an open source platform 
for disaster and emergency management. A team of Sri Lankan 
developers began the project when earthquake and tsunami hit 
Indian Ocean back in 2004. The software was designed to meet 
the humanitarian needs of the disaster victims, such as searching 
for missing people, managing aids and volunteers, tracking 
victims, and more.   

In comparison with the above systems, however, we focus 
on collecting and analyzing food hazard events from news press 
and the general public in order to construct a fully automated 
system. This raises a number of challenges for the system that 
aims to filter out unrelated data. Furthermore, our input is 
unstructured and requires several more layers of data analysis 
and processing.    

Perhaps the system that is closest to ours is FoodSIS [4], 
which is designed to collect articles related to food hazard from 
the Web. The system attempts to reduce human efforts for 
gathering and monitoring food hazard issues. It makes use of 
machine learning techniques and human feedback to rank 
retrieved documents by their relevancy. Despite the similarity in 
the goal of our system, it is essentially different because our 
system has an additional step of automatically extracting 
relevant information and converting it into a structured form.  

III. SYSTEM OVERVIEW  

Fig. 1 shows the overall architecture of the proposed system. As 
a first step, our system gathers textual data from MFDS web 
pages, news articles, and SNS posts. Then, the system filters out 
irrelevant data from the collection. Given the humongous 
amount of textual data across many different subjects, it is 
crucial to identify discriminative features that can help 
distinguish the food hazard-related event information from other 
topics. The system extracts constituent information about food 
hazard events with a pre-defined event template and, finally,  

 
Fig. 1. Multi-source Food Hazard Event Extraction System 

distributes extracted food hazard events to various data 
consumption endpoints such as smartphone alerts, REST APIs, 
and monitoring platforms.  

IV. DATA COLLECTION  

We collected three distinct sets of data to examine their 
characteristics in detail. The first dataset we use is the manually 
generated textual data from the Korean MFDS website. We will 
refer to this dataset as MFDS dataset in the rest of this paper. 
The second dataset consists of news articles gathered from 
Korean news streams. The last dataset is the SNS data gathered 
from Twitter streams. 

A. MFDS Dataset 
We constructed a web scraper to target and download data 

from the MFDS website. The semi-structured nature of the data 
makes it possible for more robust scraping process. The dataset 
contains 6,076 official reports containing food hazard event 
information that took place in Korea from January of 2004 to 
December of 2016. Table I shows the detailed statistics. 

B. News Dataset 
Table II shows the statistics of the news corpus. The total 

number of the collected news articles is 5,068,762. The start 
date and the total number of published articles vary significantly 
depending on the press companies, because each news agency 
has their own policy for distributing news through other media 
such as Naver News.  
 

TABLE I. STATISTICS OF THE CRAWLED REPORTS 
 

Board Name # of reports Timestamp Range 
(YYYY.MM) 

Press release 1,908 2011.11 ~ 2016.12 
Information and explanation 535 2009.01 ~ 2016.12 
Recall (industrial products) 414 2013.01 ~ 2016.12 

Disqualified products 840 2016.01 ~ 2016.12 
International food hazard events 2,357 2004.10 ~ 2016.12 
Recall (farm/marine products) 22 2015.06 ~ 2016.10 

Total 6,076  
 

TABLE II. STATISTICS OF THE COLLECTED NEWS ARTICLES 
 

Newspaper # of Articles Timestamp Range 
(YYYY.MM) 

Kyunghyang Shinmun 795,252 2002.11 ~ 2016.12 
Kookmin Ilbo 820,386 2000.05 ~ 2016.12 
Dong-a Ilbo 1,033,712 2000.04 ~ 2016.12 

Maeil Gyeongje 109,757 2011.07 ~ 2016.12 
Munhwa Ilbo 495,451 2002.09 ~ 2016.12 

Seoul Shinmun 444,449 2004.05 ~ 2016.12 
Segye Ilbo 739,917 2001.01 ~ 2016.12 

JoongAng Ilbo 141,581 2016.10 ~ 2016.12 
Hankyoreh 248,969 2008.07 ~ 2016.12 

Hankook Ilbo 239,288 2014.07 ~ 2016.12 
Total 5,068,762  
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We chose to scrape news data from Naver News, a news 
media platform of the largest web portal in Korea. More than 
120 online news companies are accessible through Naver as of 
January, 2017. We targeted a handpicked list of the most 
recognizable news agencies in South Korea. We then applied 
document filtering method on the dataset using the procedure 
described in Section V.  

C. SNS Dataset 
Instead of collecting a stream of tweets that are randomly 

sampled, we used Twitter Search API to retrieve tweets referring 
to food hazard events extracted from the MFDS dataset and 
Naver News. To find such tweets, we used the URL of 
documents containing event information as a search query. 
Using the raw URL address (e.g. http://www.mfds.go.kr/index. 
do?mid=675&pageNo=1&seq=35054) may deteriorate recall 
due to string mismatch, thus we first split the URL into 
keywords and then concatenate them together to make a single 
query (e.g. mfds go kr seq 35054). After fetching Twitter 
documents using the query, we went through an additional 
filtering step to remove irrelevant tweets. This searching method 
is the recommended way by the official Twitter API 
documentation 1 . Using this method, we can efficiently find 
tweets that are related to food hazard events found from other 
media sources. 

V. MULTI-SOURCE FOOD HAZARD EVENT EXTRACTION  
A. Document Filtering 

For more prompt and accurate detection of information 
related to food hazards, the data must be filtered prior to 
processing. This is in a sense a classification task that aims to 
find only the documents that contain useful information. There 
are problems, however, when we apply the usual "keyword 
search" method for filtering documents from multiple sources. 
First, the lexicon used to extract keywords constantly need to be 
updated. Second, due to the dramatic difference in the linguistic 
properties and style between datasets, there may be a need for 
separate sets of lexicon that correspond to each dataset collected 
from various sources.  

The issues mentioned above arise because keyword search is 
a "surface level" information retrieval method that is sensitive to 
noise and variations in the data. In an endeavor to capture the 
abstract representation behind the visible aspect of text, we 
utilize representation learning. Specifically, we use 
representation learning capabilities of the deep learning models 
to obtain the distributed representation of words, or simply word 
embeddings [5], which is a mapping between words and real 
number vectors that can be used to represent context information 
of the words in a corpus. By using this technique, we can learn 
the representation that best describes the food hazard 
information and use it as the underlying input to distinguish and 
filter out documents that do not contain food hazard-related 
information. One advantage of using this method for filtering 
documents is that there is no need to manually update the 
keywords for document retrieval, and another merit is that the 

                                           
1 https://dev.twitter.com/streaming/overview/request-
parameters 

data-centric aspect of the method makes it possible to be 
deployed onto dataset gathered from any source media.  

B. Food Hazard Event Templates  

Initially, we arranged a product-centric template for food 
hazard events based on the MFDS data. Our assumption was that 
there exists a set of common properties of food hazard events 
which can be obtained from careful analyses of the collected 
dataset. Since the fields were overly detailed, however, such 
information is highly unlikely to appear in the news or the social 
media. For this reason, we shifted towards a more general 
template for food hazard events, which can be applied to the 
government reports, news, and SNS altogether, as seen in Table 
III. Also, we observed that the SNS dataset hardly contained new 
or more detailed information on food hazard events. In 
accordance with our findings, we use social media data only to 
extract information about the level of public interest and opinion 
on the subject, rather than to use it for extracting hard facts.  

C. Rule-based Food Hazard Event Information Extraction   

With the food hazard event template fields to fill in, we 
employed the rule-based method, which is still heavily used in 
web data extraction [6], which has the benefit of high accuracy 
and low cost for generating training data, to identify important 
food hazard-related keywords from each of the dataset. The rule-
based method shows promising results partly because the text in 
the news articles exhibit common patterns that can be exploited 
to construct more robust rules for keyword extraction.  

We took different approaches in accordance with the 
properties of the information. For example, for more important 
and less error-tolerant fields such as types of threats (Threat : 
Chemical, Threat : Biological), we used strict match rules, 
which prevents partial or imperfect matches. 

For fields that require relatively less precision and higher 
recall, e.g. food product and city names (Food : Commercial 
Products, Location : Cities and Provinces), we used dictionaries, 
gazetteers, and food hazard reports to build a lexicon of words.  

TABLE III. A GENERAL TEMPLATE FOR FOOD HAZARD EVENTS 
 

Field Category Field 

Time and Location 

Location : Cities and Provinces 
Location : Counties and Boroughs 

Location : Geocodes 
Time : Created Time 
Time : Expression  

Food Information 
Food : Ingredients 

Food : Commercial Products 
Food : Dish Names 

Threat Information 
Threat : Chemical 
Threat : Biological 

Social Indicators 
Social : Interest Level 

Social : Sentiment Level 
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The other fields target information that are difficult to 
capture using only a set list of keywords, time expression and 
dish names (Time : Expression, Food : Dish Names) for instance, 
are collected using regular expressions and exception lists. 
Before we apply the rules, natural language processing 
techniques such as POS tagging and lemmatization is applied for 
normalization of the data.  

We sampled 100 SNS posts per search results using general 
food hazard event keywords (e.g. "food poisoning" and 
"norovirus") as queries, and concluded that SNS posts mostly 
contain subjective opinions on food hazard events and not the 
details of the events. Therefore, we analyzed people’s collective 
sentiment expressed on food hazard events to use them as 
subjective information. In detail, we analyzed each collected 
tweet’s polarity using a lexicon-based sentiment analysis 
method. We used Korean sentiment lexicon which is embedded 
in KOSAC (Korean Sentiment Analysis Corpus) [7] and 
classified tweets’ sentiment polarities by counting sentiment 
words within each tweet. Furthermore, we also logged the 
volume of tweets to use them as indicators of attention on food 
hazard events.  

D. Event Visualization  

Lastly, for visualization of the extracted information, we 
used Ushahidi, an Open Street Map based open-source platform. 
Although we currently rely on the data generated from general 
audience, integration into such a platform allows utilization of 
features such as bidirectional messaging between the system and 
users. Users will be able to report suspected cases of food hazard 
events, while receiving alarms and notifications based on user 
preference. Fig. 2 shows the demonstration of our system.  

VI. CONCLUSION AND FUTURE WORK  
In light of the difficulties of early, accurate detection of food 

hazard events, we proposed a novel food hazard warning system. 
The system comprises a general information template and an 
information extraction module that takes inputs from multiple 
sources, automatically filters and extracts information related to 
food hazard events, and distribute the extracted information for 
consumption. We also demonstrate how effectively one can take 
the structured output from the system to visualize food hazard 
information on an interactive map. Such a system can capture 
both the credibility and reduced latency of information by 
aggregating data from multiple sources.  

The proposed system can be used as a warning platform 
since the structured, visual interface should significantly 
decrease the burden of information access for the general public. 
Other applications of our system include a monitoring platform 
of government organizations or food manufactures whose 
interest is in locating anomalies and potential threats. It can 
boost the manual food hazard issue collection and analysis 
process for the field experts and extend the scope beyond official 
reports.  

We also discovered en route to our goal that a more general 
template better serves data from multiple sources. This is due to 
the fact that various media sources provide information in 
different granularities. Another lesson is that it is important to 
have an adequate anchor point to bind other sources of data, or  

 
Fig. 2. A Demonstration of the food hazard monitoring system 

integration of data will bring unwanted challenges. In our case, 
news articles served as the mainstay of the data aggregation.  

While there is still room for improvement in many areas of 
the system, we plan to extend our work to text written in various 
languages such as English and Chinese. Such extensions allow 
the system to provide a global-level context-sensitive warnings 
for international food supply networks. In the near future where 
IoT technology is more accessible, early warnings can surely put 
out embers before they become wildfires.  

ACKNOWLEDGEMENT 
This work was supported by Institute for Information & 
communications Technology Promotion(IITP) grant funded by 
the Korea government (MSIP) (No. R0126-16-1002, 
Development of agro-livestock cloud and application service for 
balanced production, transparent distribution and safe 
consumption based on GS1) 

REFERENCES 
[1] Okolloh, Ory. "Ushahidi, or ‘testimony’: Web 2.0 tools for crowdsourcing 
crisis information." Participatory learning and action 59.1 (2009): 65-70. 

[2] Haklay, Mordechai, and Patrick Weber. "Openstreetmap: User-generated 
street maps." IEEE Pervasive Computing 7.4 (2008): 12-18. 

[3] Prutsalis, Mark. "Developing a Service Industry to Support the Sahana 
Disaster Management System." Open Source Business Resource December 
(2010). 

[4] K. Kate, S. Chaudhari, A. Prapanca, and J. Kalagnanam, “FoodSIS: a text 
mining system to improve the state of food safety in singapore,” in Proceedings 
of the 20th ACM SIGKDD international conference on Knowledge discovery and 
data mining, 2014, pp. 1709–1718. 

[5] Yoshua Bengio, Re jean Ducharme, Pascal Vincent, and Christian Janvin. 
A neural probabilistic language model. The Journal of Machine Learning 
Research, 3:1137–1155, 2003. 

[6] E. Ferrara, P. De Meo, G. Fiumara, and R. Baumgartner, “Web data 
extraction, applications and techniques: A survey,” Knowledge-Based Syst., vol. 
70, pp. 301–323, 2014. 

[7] Munhyong Kim, Ha-Yeon Jang, Yu-Mi Jo, Hyopil Shin. "KOSAC: Korean 
Sentiment Analysis Corpus." Proceddings of Korea Computer Congress, 650-
652, 2013. 

417


