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ABSTRACT 

The usefulness of user-generated online reviews is hampered by 

fake reviews, often produced by clandestinely sponsored reviewers. 

Detecting fake reviews is a difficult task even for laypeople, and 

this has also been the case for previous automatic detection ap-

proaches, which have only had a limited success. Earlier studies 

showed that people who tell lies or write deceptive reviews tend to 

select words unnaturally. We propose a novel approach to detecting 

fake reviews by applying a topic modeling method based on Latent 

Dirichlet Allocation (LDA). A unique contribution of this paper is 

to explicate some latent aspects of fake and truthful reviews by 

means of “topics” that are not necessarily subject areas but related 

to the word choice patterns reflecting behavioral and linguistic 

characteristics of the fake review writers. We constructed a labeled 

dataset based on Yelp and demonstrated that the proposed approach 

helps identifying unique aspects of fake and truthful reviews, which 

has a potential to improving the performance of the fake review 

detection task. The experimental result shows that our proposed 

method yields better performance than that of state-of-the-art meth-

ods for small size categories in our dataset.   
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1 The e-tailing group and PowerReviews, 2011 

1. INTRODUCTION 
According to one survey1, online customer reviews are the most 

influential factor on the buying behaviors of online shoppers. Given 

this situation, businesses like hotels or restaurants have attempted 

to hire people to generate deceptive reviews (also referred to as fake 

reviews or deceptive opinion spams) to boost the appeal of their 

products and services. 

In this paper, we define a fake review as a factitious one written by 

a person with no or little experience in the project or service, who 

has been asked to lavishly praise it and, possibly, to devalue others 

in the same category. A well-known example of fake reviews is a 

case in which a staff member of the Belkin Company hired people 

through Amazon Mechanical Turk (AMT) to generate product re-

views in favor of the company he works for. 

The fake review detection problem can be solved with various tac-

tics such as checking the location of the reviewers and the number 

of reviews generated by a single person etc. This paper, however, 

concentrates on the text content of online reviews, which is much 

harder to use in analysis than the behavior features mentioned 

above. Since no single property or a feature of a review can lead to 

a successful detection, it is imperative to improve on the individual 

techniques developed for using different types of features. 

Many fake reviews look so truthful on the surface that it is difficult 

for a layperson to detect them without a careful perusal. Most stud-

ies for detecting fake review or deceptive writing using textual in-

formation have mainly focused on lexical features such as n-grams, 

keywords, punctuations, etc. [8, 15–17]. Li et al. [11] proposed a 

classifier based on word counts of truthful and fake word sets cho-

sen manually from LDA. Mukherjee et al. [16] demonstrated that 

classifiers using word based features (e.g. n-grams etc.) are not ef-

fective for real online reviews labeled by the Yelp filtering system, 

which is known to rely mostly on the behavioral features of the re-

viewers. This line of work using surface-level word features for 

classification indicates that research on fake review detection is at 

an early stage while it serves as a good baseline. 

Instead of relying on surface-level lexical features, our approach 

attempts to distinguish between real and fake reviews by under-

standing the potentially different states of mind that writers might 

be in while creating their reviews. We posit that such states can be 

reflected in word clusters rather than individual words. Moreover, 

individual words can be used in both truthful and fake reviews. For 

example, ‘nice’ can be used as a general covering-up comment by 

Permission to make digital or hard copies of all or part of this 

work for personal or classroom use is granted without fee pro-

vided that copies are not made or distributed for profit or com-

mercial advantage and that copies bear this notice and the full ci-

tation on the first page. To copy otherwise, to republish, to post 

on servers or to redistribute to lists, requires prior specific permis-

sion and/or a fee. 

WIMS '16, June 13 - 15, 2016, Nîmes, France  

Copyright is held by the owner/author(s). Publication rights li-

censed to ACM. 

ACM 978-1-4503-4056-4/16/06$15.00  

DOI: http://dx.doi.org/10.1145/2912845.2912868 



an inexperienced fake reviewer, while it could be also used to right-

eously give appropriate information by a genuine reviewer. 

In this paper, we attempt to capture the latent differences (i.e. topics) 

among text contents using Latent Dirichlet Allocation (LDA) [2], 

which identifies topics and topic words from text in a probabilistic 

framework. It allows us to identify five types of “topics” to distin-

guish between truthful and fake reviews, which in turn are used as 

a basis for our fake review detection method. We show that the pro-

posed model is more effective than simply utilizing topic distribu-

tions for the purpose of classifying reviews in a supervised manner. 

The experimental work was conducted based on the dataset we con-

structed from Yelp, mainly because the existing review data was 

not big enough to apply LDA and obtain reasonable experimental 

results.  

2. CHARACTERIZING FAKE REVIEWS 

2.1 Unnatural Word Choice 
Shozo [18] argues that liars tend to show three behavioral charac-

teristics: self-awareness that their utterance is different from the 

fact, intention to deceive the listeners, and a specific purpose of 

telling a lie. We assume that the language of fake review writers 

would reveal the same characteristics as follows.  

Self-awareness: Fake reviewers know that what they are writing is 

likely to be different from fact. 

Design to deceive: There is an intention to convince people that the 

material is truthful, and so plausible expressions are used. 

Specific aim: Fake review writers would have a specific purpose 

in making their review look convincingly positive or negative. 

Telling a lie verbally is subject to an uncomfortable word choice 

process that results in various non-verbal or para-linguistic behav-

ioral features, such as awkward hand movements and speech rate, 

as by-products [14]. We assume analogously that it is highly prob-

able that fake reviewers would go through a process of choosing 

words that are different from those used to write truthful reviews. 

The main thrust of our work is to model the process by means of 

the generative process of LDA and use the resulting “topics” as dif-

ferentiator between truthful and fake reviews. In other words, we 

expect that the unnatural words used by fake review writers would 

be grouped into “topics” that are different from those from truthful 

reviews.  

                                                                 

2 While many applications of LDA assume subject areas as topics, 

there is no restriction in the framework that the latent structures 

need to correspond to subject areas. In our work, we assume 

that LDA would capture some structures, such as word choice 

characteristics, that may be useful in differentiating fake from 

truthful reviews. 

2.2 Word Choice and Topics 
Our research is based on a conjecture as to the existence of an un-

natural process of selecting words when people write fake reviews. 

It is supported by the theory that word choice in linguistics is a post-

process referred to as conceptualization [10]. Speakers organize 

and arrange their content through this process. The word choice 

process when producing text is captured well as a generative pro-

cess in a computational model like LDA. 

In LDA, writing a review is assumed to follow the generative pro-

cess, as shown in Figure 1. After probabilistic assumptions, there 

are two steps for the choice of words: (1) choosing a topic, (2) 

choosing a word from the topic. It should be noted that even if the 

same words are selected, they can be from different topics. Because 

writers of fake and truthful reviews would choose different “topics” 

that may be related to the aforementioned three characteristics and 

choose words accordingly, we hypothesize:  

 The “topics”2 from which words are drawn in fake and 

truthful reviews are likely to be different from each other 

and hence captured accordingly. 

3. DATASET FOR VALIDATION 
We developed our own dataset that includes seven business do-

mains and a large number of reviews. It is based on reviews on the 

Yelp site, which is the only commercial review site, to our best 

knowledge, that includes the labeling of fake reviews. These labels 

have been generated by Yelp’s own filtering method and have ac-

cumulated since 2005 [20]. There is no guarantee that Yelp’s filter-

ing method is error-free, but it is known to have utilized a variety 

of large-scale data and behavioral meta-features, including the pro-

files of reviewers, for classification of fake and truthful reviews [6]. 

The labels in the dataset were judged to be accurate in several sets 

of tests [1].  

To ensure that the dataset we developed reflects the real world, we 

first crawled all the existing reviews3 belonging to the seven do-

main categories in the Chicago area from Yelp and then filtered out 

those not satisfying the following requirements: 

 Reviews without five stars as their scores or with fewer than 

150 characters were eliminated. The first constraint was im-

posed because fake reviews usually have highly positive and 

people rarely write a fake positive review while giving low 

scores. The size constraint was to filter out insignificant re-

views. 

 Reviews from a domain with fewer than 15 reviews were 

eliminated because there might be too small a number of re-

views for statistical analysis for the domain. 

It should be noted that the dataset tend to contain only positive-

looking reviews because of the star scores being high regardless of 

whether they are truthful or fake. That is, the linguistic characters 

were delineated from positive-looking text4.  

3 May, 2014 

4 Negative reviews can be candidate of fake reviews, too. For a 

comparison with the past work, however, we only used five-star 

reviews. 

Generative process of LDA 

1. Choose N ~ Poisson(ξ). 

2. Choose θ ~ Dir(α). 

3. For each of the N words 

A.   Choose a topic 𝑧𝑛 ~ Multinomial(θ). 

B.   Choose a word 𝑤𝑛 from 𝑝 𝑤𝑛 𝑧𝑛, 𝛃 , a multi-

nomial probability conditioned on the topic 𝑧𝑛. 

Figure 1: The generative process of LDA 



The result of crawled data5 is shown in Table 1. With this data, we 

also employed under-sampling as in past work for fair comparisons 

[16, 17]. We randomly under-sampled the data to make a class-bal-

anced corpus and balanced the numbers of truthful and fake reviews 

for each business category. It is also known that imbalanced data 

may result in worse results [4], and under-sampling help making 

good model for imbalanced data [5]. In all the experiments in this 

paper, we used under-sampling to make the number of reviews of 

a larger class similar to that of smaller classes. In addition, we sam-

pled the same number of fake and truthful reviews from a business6. 

Stop words were retained for training because they may help 

characterizing deceptive reviewers.  

4. T/F TENDENCY OF TOPIC TYPES 
The traits of truthful and fake reviews can be captured by interpret-

ing “topics” rather than by looking at individual words of reviews. 

To verify the initial conjecture that the LDA “topics” can reveal the 

unique word-choice characteristics of fake and truthful review writ-

ers, three human analysts7 were asked to read and interpret the “top-

ics” that were derived from applying LDA. By trying to understand 

and characterize what kind of “topics” manifested themselves in 

truthful and fake reviews separately, some salient features of the 

reviews categories can be identified in the form of “topics”, and 

hence the “topics” can be regarded as representing difference as-

pects of the two different types of reviews.  

We utilized the Mallet toolkit [12] to generate an LDA model for 

each business category. To prevent topics from appearing in too 

few reviews and also to prevent reviews from including only one 

major “topic”, we set ∑ αi
K
1 = K  to guarantee that each topic was 

dispersed. K is the number of topics, which we fixed at 100. The 

parameter β in LDA was set at 0.01, as in other research. We vali-

dated the parameter setup in preliminary experiments, including 

α and β and the number of topics, as they can affect the result to 

some degree.  

4.1 Five Topic Types 
 To grasp the traits of “topics” for truthful and fake reviews, we 

attempted to group the extracted “topics” into types, each of which 

tend to appear in either fake or truthful reviews although they may 

appear in both. That way, the identified types can serve as differen-

                                                                 

5 This dataset is publicly available from the first author upon re-

quest or from https://goo.gl/GcnjmK 

6 This policy was not applicable to some of the categories with a 

small number of review documents. 

tiators between the two types of reviews. Emerged from our analy-

sis are five topic types that are considered helpful in distinguishing 

truthful and fake reviews.  

 Concrete Experience (CE): Topics in this group mainly 

contain verbs. 

 Detailed Information (DI): Topics of this type are usu-

ally composed of specific nouns and adjectives.  

 General Comments (GC): Topics in this class include 

words describing abstract evaluations. 

 Comparative Assessment (CA): Topics of this nature 

usually include comparative words.  

 Recommendation and Reference (RR): Topics of this 

type tend to include words like “recommend”, “refer”, etc.  

Our initial conjecture based on the review analysis was that the CE 

and DI types would appear often in truthful reviews because they 

require actual experiences with the products or services. GC, on the 

other hand, can be derived from a lack of experiences (e.g. “overall 

great shop”) and hence are likely to be used for fake reviews. CA 

and RR were considered to appear more likely in fake reviews be-

cause the authors would want to explicate the intention of writing 

positive reviews on purpose.  

For initial validation of the conjecture, a few human analysts were 

hired to analyze the reviews for detecting the different types by fol-

lowing precise guidelines of marking words for different types. Fig-

ure 2 shows two example reviews that contain words of the five 

topic types. The truthful review is dominated by the CE (blue) 

7 First, second authors and Jiwon Jasmine Seo who majored in 

English language and literature in Sung Kyun Kwan University 

(SKKU). 

A truthful review                          A fake review 

Figure 2: Examples of a truthful and a fake review. The Color 

of words denotes type of topic which the word is included in: 

CE (blue), DI (green), GC (yellow), CA (red) and RR (orange). 

I try to go here to find great
deals on work clothes. I try to
buy all my pants for work here,
but then have always found
some other great finds. … I could
never pay full price for … I would
recommend this place to anyone
who like to savemoney

Great place to find unique
outfits to go out and work...
Prices are also lower than other
stores in the Wickerpark area
and the quality is surprisingly
better than Zara, Guess ... I
came in one day because a dress
caught my eye and I was
wearing winter boots that day :(

A truthful review A fake review

Table 1: The numbers of reviews in the data crawled from Yelp 

 After filtering 

Category # of business # of truthful # of fake % of fake # of truthful # of fake 

Electronics 34 1,027 973 48.7% 220 220 

Fashion 394 12,920 5,370 29.4% 1,345 1,345 

Hospital 27 884 652 42.4% 100 100 

Hotel 136 6,433 2,757 30.0% 550 550 

Insurance 5 129 142 52.4% 65 65 

Music venue 94 5,463 4,040 42.5% 595 595 

Restaurant 996 418,430 60,757 12.7% 37,980 37,980 

 



words although there are some GC (yellow) words and a RR (or-

ange) word. It is less obvious but the fake review has more CA and 

GC words than CE or DI words. With the color codes of the types 

of the words, we can see that blue dominates the truthful review 

whereas the fake review has more reds. 

4.2 Tendency of Topic Types 
As a preparatory step, we first generated 100 topics by applying 

LDA to a collection of reviews corresponding to each of the seven 

business categories. Every topic was then classified into one of the 

five topic types or set aside as belonging to the “none of the above” 

category. Human judges classified each of them first, and then the 

supervising judge inspected it for accuracy. If a disagreement arose 

for a topic, it was left to the “none of the above” category. As a 

result, each topic has been assigned a topic type class or a vector 

consisting of six elements, only one of which is 1. This result, i.e. 

the words and their probabilities corresponding to a topic is used as 

the training data for topic type classifier to be used for individual 

reviews. In other words, a classifier was built using the classified 

topics.  

To see the tendency of topic types with respect to truthful and fake 

reviews, we utilized LIBSVM [3], a library of linear Support Vec-

tor Machine (SVM). The SVM classifier was trained with the train-

ing data mentioned above, and used to classify individual reviews. 

The elements of a vector resulting from the SVM classifier with a 

linear kernel have an indication for each class about relevance and 

direction [7, 17]. By taking an average of the weight vectors for all 

the truthful reviews and fake reviews, respectively, we can gain the 

tendency of individual topic types in either fake or truthful review 

sets; the positive or negative sign of the average weights denote the 

direction, where the topic types appear more truthful (+) or fake (-). 

The magnitude of average weights indicates the relevance of the 

topic type. The bigger the value, the more confident in relating it 

with truthful or fake reviews.  

Considering that all vectors are normalized to unit vectors, we 

found that the average weight of each topic type learned by SVM 

(Table 2) was in good agreement with our hypothesis. The topic 

types predicted to be truthful has positive weights with a meaning-

ful magnitude and topic types predicted to be fake has minus 

weights with a meaningful magnitude. 

Table 3 shows an example of the topic types and actual words in 

the topics belong to them, together with the descriptive labels of the 

topics. T- and F-types represent truthful and fake types, respec-

tively.  

We note, however, that a few topic types appearing in individual 

reviews were different from our expectations. For example, a CE 

(concrete experience) topic type was found in negative weights. 

When the topic types that tend to be found in truthful reviews (i.e. 

T-types) are assigned negative weights, they usually consist of 

complimentary or abstract words such as “get” and “experience” 

rather than concrete words like “retrofit” or “refurbish” often found 

truthful reviews. On the other hand, when the topic types that tend 

to be found in fake reviews (i.e. F-Types) have positive weights, 

they often contain concrete words related to price (e.g. cheaper, 

budget, spend, etc.). 

5. FAKE REVIEW DETECTION METHOD 
Having demonstrated that there are five lopsided types of topics, 

we propose an automatic fake review classification method. 

Weighted topic distribution (Weighted TD, henceforth) utilizes 

weighted probabilities of topics as features rather than word entities 

itself. The rationale is that although topic types can serve as a good 

separator between truthful and fake reviews, they are not easily de-

tectable by humans, and that the manual effort to label topics as 

truthful or fake would be too costly. To utilize the topics biased 

towards one of the two groups of types, T-Type and F-Type, we 

devise the notion of relative global topic distributions of truthful 

and fake reviews, 𝚯𝑇 and 𝚯𝐹, which are computed from the LDA 

results for the entire training document collection, consisting of two 

sub-collections, 𝑫𝑇 and 𝑫𝐹.  
 

 𝐬 = ∑ 𝜽𝑑𝑑∈𝑫𝑇∪𝑫𝐹
 

𝚯𝑋 = (∑ 𝜽𝑑𝑑∈𝑫𝑋
) 𝐬⁄   

Table 3: An example of five topic types with topic words 

 Topic Type Label  Descriptive Label Topic Words 

T-types 
CE Purchase of computer laptop, computer, buy, brought, refurbish, … 

DI Repair service equipment, gear, instrument, preamp, design, retrofit, … 

F-types 

GC Overall good place very, good, perfect, place, overall, atmosphere, … 

CA Fabulous shop shop, fabulous, more, superb, friendliest, competitive … 

RR Recommendation recommend, great, highly, satisfied, refer, ... 

 

Table 2: Average feature weights trained by SVM-TD for five topic types. The topic types with positive weights  

and those with negative weights correspond to the manual characterization of the topic types 

Predicted to be Truthful by Humans Predicted to be Fake by Humans 

Type of topic Avg. Weight Type of topic Avg. Weight 

Concrete Experience (CE) 0.068 
General Comment (GC) - 0.148 

Comparative Assessment (CA) - 0.204 

Detailed Information (DI) 0.142 
Recommendation and Reference (RR) - 0.054 

 



 

where  𝑋 = {𝑇, 𝐹} and / is the element-wise division. 

The factors  𝑤𝑇
𝑖  and 𝑤𝐹

𝑖  are weights of the i-th topics in 𝑫𝑇 and 𝑫𝐹, 

respectively.  The weights reflect how widely a topic is spread 

across the reviews in either sub-collection. 
 

w𝑋
i = log

|{d ∈ 𝑫𝑋: θd
i > 𝜏}| + 1

|{d ∈ 𝑫𝑌: θd
i > 𝜏}| + 1

 

 

where  𝑋, 𝑌 =  𝑇, 𝐹  or  𝐹, 𝑇  and 𝜏 = 1 𝐾⁄ .  

Finally, we combine the two factors for the final score:  

ScoreX r = ∑ θr
i × (ΘX

i + σ × wX
i )K   where 𝑋 = {𝑇, 𝐹}. 

𝛉𝑟 is topic distribution of test review r, which is the result of the 

inference in LDA. The topics are the same as those in the training 

reviews. We consider that the global trend of topics would be more 

important and therefore 𝑤𝑇
𝑖  and 𝑤𝐹

𝑖  is multiplied by σ (0.2) in the 

current implementation.  

The decision of whether or not r belongs to the fake review cate-

gory is determined by comparing its scores for fake and truthful 

reviews: 

𝑠𝑐𝑜𝑟𝑒𝐹 𝑟 >  𝑠𝑐𝑜𝑟𝑒𝑇 𝑟  

 

6. EXPERIMENTS AND ANALYSIS 

6.1 Human Performance 
Our goal in human participation study was three-fold: 1) to find out 

whether learning would change the performance, 2) to confirm the 

difficulty humans have in detecting fake reviews, and 3) to make a 

fair comparison between the results of human participants and 

those of automatic methods. To the best of our knowledge, no pre-

vious work investigated whether giving an opportunity for learning 

would have any impact on the evaluation results. We recruited a 

total of 16 participants very carefully: six undergraduate and ten 

graduate students who have been either educated in courses where 

English is the instruction language or in the academic program to 

                                                                 

8All reviews are randomly sampled and class balanced. We did 

not inform the participants about the class distribution. 

9 Participants were instructed to develop their own criteria for 

fake reviews during this learning process. 

produce English instructors. Two participants were excluded be-

cause they consumed an unrealistic amount of time for the task. 

Consequently 14 participants fluent in English were asked to do the 

following:  

1) Classification: 84 review documents8 in seven categories or 12 

reviews for each category (1 out of 5) 

2) Learning9: 336 labeled reviews (4 out of 5) 

3) Classification: 84 additional reviews10 (1 out of 5) 

4) Interview: Questionnaire 

 

The learning opportunity for humans had a negative effect on over-

all human classifiers. The average accuracy values in Table 4, 49.8% 

and 48.2%, corresponding to the performance before and after 

learning, are similar to those of past lie detection studies [13, 19]. 

It is not clear why the learning has different effects for different 

categories, but it is fairly certain that people have some difficulty 

in grasping factors for fake reviews even from labeled examples.  

Eight people who thought the training was helpful ended up having 

an improvement of 2.7%, while the others, three who found the 

training useless and three who were indifferent to it, showed de-

creased performances of -10.1% and -12.1%, respectively (Table 

5). This is an indication that fake review detection is quite difficult 

for people, even after showing some classified examples. However, 

some humans can learn to grasp the patterns of fake reviews from 

examples and apply the experience to new cases for more accurate 

detection. It is interesting to note that the performance differences 

caused by the learning vary widely from category to category, 

ranging from 21.3%, a big increase in the Hotel category to a -

15.1%, a significant decrease, in Electronics (Table 4). 

6.2 Classification Results and Discussion 
 We compared our topic distribution based methods with the n-

gram feature SVM approaches with unigram (SVM-U) and  

unigram and bigram (SVM-UB) as well as with the performance of 

human judges as a reference. In the literature, the SVM-UB method 

showed the best performance11 among the automatic fake review 

classifiers [17]. 

For performance comparison of our proposed method against the 

approach of using topics to perform classification, we employed the 

SVM classifier based on the topic distribution feature (SVM-TD). 

The “Weighted TD” refers to the algorithm proposed in this paper. 

A 5-fold nested cross-validation was adopted for the classification 

task with the test set comprised of unseen reviews from unseen 

businesses. The results were analyzed by grouping the domains into 

10 To avoid the effect of previous decisions on human judges, we 

sampled additional 84 reviews from our crawled dataset. 

11 SVM-UB+LIWC outperformed SVM-UB by 0.2% [17]. How-

ever, those had exactly the same results for Yelp data [16]. 

Table 5: Accuracy of participant groups that had  

different feedback 
Answer for 

“Was training 

helpful?” 

Before  

learning 

After  

learning 

Rate of 

change 

“Helpful.” 49.6% 50.9% 2.7% 

“So so.” 49.2% 43.2% -12.1% 

“Not helpful.” 51.2% 46.0% -10.1% 

Avg. 49.8% 48.2% -3.2% 

 

Table 4: Performance of the human participants 

Category 

Accuracy 

before  

learning 

Accuracy 

after  

learning 

Rate of 

change 

Electronics 55.4% 47.0% -15.1% 

Fashion 54.8% 51.2% -6.5% 

Hotel 44.6% 54.2% 21.3% 

Hospital 51.8% 52.4% 1.1% 

Insurance 53.6% 46.4% -13.3% 

Music venue 40.5% 39.9% -1.5% 

Restaurant 48.2% 46.4% -3.7% 

Average 49.8% 48.2% -3.2% 

 



two: one with small number of reviews (i.e. small size domains) 

and the other with a relatively larger number of reviews (i.e. large 

size domains). The rationale behind this is to see the effect of the 

number of training data for individual cases being compared. 

Tables 6 and 7 show the performance of the classifiers for the small 

and large size domains, respectively. The main result is that the 

proposed method yields better performance (+10.9%) on average 

than that of the SVM-UB model, the state-of-art, for small size do-

mains although the trend is not consistent with some domains. 

However, the result is reversed for larger size domains. A general 

conclusion is that the proposed method has an advantage when the 

training data is small whereas the word-based method works well 

when there is a sufficient amount of training data that includes most 

of the word features in either truthful or fake reviews. An interest-

ing phenomenon is that in both cases, the automated methods based 

on machine learning outperform the humans, indicating that unless 

a model for fake reviews is built over many training instances, even 

humans have a difficulty in detecting them.  

The SVM-TD model, a SVM classifier using the topics as features, 

showed slightly better performance (+1.7%) than the SVM-UB 

model but lower accuracy (-8.3%) than the Weighted TD method 

for small size domains. This result can be seen as showing the po-

tential of using topics as features and a specially designed classifi-

cation algorithm that utilizes relative importance of global topic 

distributions and weight functions. Given that it is difficult to gain 

labeled fake reviews to construct training dataset in the real world, 

the proposed approach may endure this situation.  

As can be seen in the results of Tables 6 and 7, it is highly probable 

that the effect of the contextual information of the bigram was in-

significant (+0.6%). In contrast to the n-gram approaches, the topic 

based approach has the advantage of being able to distinguish the 

contexts of words. For example, the word “area” is a negligible 

feature of n-gram method because the numbers of times “area” oc-

curs in truthful and fake reviews are similar. But that is a distinct 

feature in the topic based method in that the word has a positive 

weight when it used for CE (e.g. just happened to be in the area) 

but has a negative weight when it used for CA (e.g. Prices are also 

lower than other stores in the Wicker park area).  

The n-gram based models show improved performance when the 

size of the data is sufficiently increased. Nonetheless, the proposed 

method is still considered valuable even for this case because of the 

difficulty of collecting a large number of labeled truthful and fake 

reviews for training required for word-based classification.  

7. CONCLUSION AND FUTURE WORK 
 We explored the task of fake review detection and proposed a topic 

model based approach (‘Weighted TD’) where the topics are used 

as features and a specialized classification algorithm was devised. 

We constructed a dataset of seven domains from Yelp because of 

the lack of labeled data collections of a reasonable size. We identi-

fied five types of topics that have some correlations with truthful 

and fake reviews, respectively, and showed that they can be used to 

differentiate the two types of reviews. The tendency that they ap-

pear separately in truthful and fake reviews was the foundation for 

the development of the new detection method. The topic based 

model, which can differentiate the contexts of words, shows good 

performance, especially in a real-life environment setting with a 

small number of training data (small size domains).  

Our results motivate us toward further work on combinations of 

topic models and word based approaches. There is much room for 

improvement in the area of tuning the parameters in the topic mod-

eling part. For instance, though the number of topics is fixed at 100 

(and up to 50 words per topic) in the current implementation, we 

feel that we can perhaps make a better correspondence between top-

ics and different aspects of truthful and fake reviews by tuning the 

number of topics and the other parameters, especially for the do-

mains containing a large number of words. A small number of top-

ics would produce abstract topics [9] that would be too gross to 

discern the differences between fake and truthful reviews whereas 

a large number would make topics so specific that they would be 

close to the case of using words as features. 
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