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ABSTRACT 

We propose a method for automatically discovering new 

knowledge from a knowledge base consisting of entity-relation-

entity triples, constructed automatically from the Web. This 

method infers new relations between entity pairs by exploiting the 

structure of massive graphs, which can be obtained by linking 

existing entity-relation-entity triples. After identifying an unlinked 

entity pair likely to have a strong association from the graphs and 

a connected component around it, the method learns a new relation 

name from a similar structure. More precisely, it retrieves other 

connected components containing a similar structure and finds a 

new relation between the entities. The process can be considered a 

simple form of analogical reasoning, followed by identifying an 

additional relation in the searched connected component in the 

knowledge base. We used two datasets to evaluate the 

performance of this method. The ReVerb dataset, a large-scale 

knowledge base constructed from an Open Information Extraction 

method, was used to demonstrate its scalability and accuracy in 

comparison with SHERLOCK and other baselines. Our evaluation 

with the YAGO dataset showed the proposed method is applicable 

to other types of knowledge bases that are not from the Open 

Information Extraction paradigm.  

CCS Concepts 

• Computing methodologies ➝ Probabilistic reasoning 

Keywords 

Open Knowledge Acquisition, Knowledge base expansion, Open 

Information Extraction, Implicit relation Inference 

 

1. INTRODUCTION 
A knowledge base (KB) is a technology used to store complex 

structured and unstructured information used by a computer 

system.1 A KB consisting of facts and rules has been utilized for 
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an expert system solving domain-specific problems and, more 

recently, for a question answering system. Contemporary 

knowledge bases have been constructed in various forms ranging 

from traditional databases to YAGO[10], Freebase[3], NELL[4] 

and triples from Open Information Extraction. 

 

Knowledge Acquisition is an activity or a process of building or 

extracting knowledge from other sources for a KB, and can be 

done either manually or automatically. With the former, 

knowledge is created and organized by human experts of a 

particular domain. While not common, the method is still in use 

especially when the amount of knowledge is not humongous, like 

building a top-level ontology. With the latter, automatic 

acquisition, knowledge is extracted or reformulated from a 

particular resource. While a knowledge base constructed from 

manual acquisition is of higher quality and less error-prone than 

automatically constructed one, it is too laborious and costly to be 

scalable unless a method for collective intelligence is used. With 

the help of human-generated knowledge, such as Wikipedia, or 

user-generated contents such as blogs, a much more scalable KB 

can be constructed automatically. A contemporary KB typically 

consists of triples, each of which has two entities, with 

distinguished IDs such as a URI, and the relation between them. 

Information Extraction (IE), an automatic knowledge acquisition 

method, aims at extracting structured information from 

unstructured textual data and helping the machine to automatically 

acquire knowledge. In particular, the Open Information Extraction 

(OIE) paradigm attempts to extract meaningful information from a 

large corpus in the form of entity-relation-entity triples, without 

any limitation to a domain. After the initially proposed system, 

TextRunner [1], a series of other OIE systems have been 

proposed: WoE [22], ReVerb [11], OLLIE [19], and ClusIE[6] 

A KB constructed from an IE system can be augmented by the 

following methods. 

• Pour new triples into the KB 

- Gather additional original documents and feed them to the 

IE system. 

- Improve the existing IE technique to extract a new 

knowledge in the same resource. 

• Refine the existing entities and relations or correct errors 

- Improve the existing IE technique to extract a more accurate 

                                                                                                           

 

 



result from the same resource and replace the original 

knowledge having the same meaning. 

- Devise a method to evaluate the reliability of information in 

the KB and remove or change some unreliable information. 

• Add new relations by linking existing entities 

- Devise a method for discovering relationships between pairs 

of existing entities in the KB. 

Our focus is on the third method of augmenting an existing KB, 

which is to increase the ‘density’ of the KB by adding more 

relations. Our work was first motivated by the observation that the 

graph constructed by linking the same entities of the existing 

triples is very sparse. While there are about 400,000 unique 

entities in our KB constructed from OIE, the number of relations 

between pairs of entities is approximately 1.05 million, which is 

only 0.0013% of the maximum number of possible relations. 

Given that OIE usually extracts triples from within individual 

sentences only, it is natural that the number of relations extracted 

by the method would be extremely low in the KB. This is a strong 

indication that there should be a method by which new relations 

should be discovered and the KB extended. Figure 1 shows an 

interface for KB search and illustrates that the OIE-generated KB 

is quite incomplete in the sense that many obvious relations such 

as ‘located in” between ‘Han river’ (a major river running through 

Seoul) and ‘Korea’ is not in the KB although it is a very well-

known fact and should have been captured in the KB for useful 

applications. 

 

Figure 1. Example showing the KB is incomplete 

(http://openie.allenai.org) 

In this paper, we propose a method of finding a relation between 

two entities in the KB that has not been explicated by the OIE 

system. Such a newly discovered relation should hold true for the 

two entities but does not appear in the KB. The proposed method 

establishes a new link between two entities and infers its relation 

based on the topology of the graph constructed by merging the 

same entities in the KB of entity-relation-entity triples. 

 

1.1 THE PROBLEM  
The problem we try to tackle in this paper is defined as follows: 

Infer new semantically plausible relationships between pairs of 

entities that are not linked yet in the existing KB. 

Our methodology assumes a KB consisting of triples that are 

constructed from existing resources such as Wikipedia using a 

technique like Open Information Extraction although it can be 

applied to any KB that is deemed incomplete. Our aim is to 

maximize the number of new relations while ensuring they hold 

true as much as possible. A triple t in this paper is defined as 

follows: 

 t = <ei, rij, ej> 

The entities ei and ej refer to named entities, and the relation rij is a 

phrase that describes the relationship between the two entities. 

This study aims at determining whether two unlinked entities ei 

and ej  from two different triples need to be linked and finding the 

most appropriate relation rij between them. When <Sahara, 

located_in, Africa> (meaning ‘Sahara is located in Africa’) exists 

in the KB but not a link between ‘Gobi’ and ‘Asia’, for example, 

the method creates a new triple <Gobi, located_in, Asia> with the 

existing relation ‘located_in’ in the KB. 

We name this problem as ‘Open Knowledge Augmentation’. Most 

previous research in knowledge augmentation focused on adding 

new facts as instances of relations in a pre-defined set, allowing 

for developing a model for each relation that can be used to test 

whether a new relation instance can be generated. This approach, 

however, cannot be easily applied to a situation where a KB 

contains a large number of relation names, which can increase 

freely as additional resources are processed. While the name ‘open’ 

is related to the fact that the proposed method was intended to 

augment the KB constructed from OIE, it also refers to the fact 

that we attempt to discover all possible new relations that are 

missing in the existing KB like the OIE paradigm that attempts to 

find all possible relations from sentences in a large-scale 

collection of documents. 

1.2 THE APPROACH 
The main intuition of the proposed approach is that a relation can 

be discovered for an unlinked entity pair if it already exists in 

other triples where the entities are semantically similar to the 

corresponding entities being considered for linking. For example, 

to find the appropriate relation for the unlinked entities, 'Air 

France' and 'France', we may utilize the triple {Korean Air, is the 

national airline of, Korea}, which already exists in the KB. For 

this case, a new link can be established with the same relation if 

the similarity between 'Air France' and 'Korean Air' and that of 

'France' and 'Korea' are sufficiently high. We compare the 

similarity between two sets of entities by utilizing the connected 

components (CC) of the graph. that is constructed from a KB of 

triples. If every vertex is reachable from every other vertex in a 

graph, it is called as connected component structure. 

We first convert the set of triples in the KB into a graph where the 

nodes are the entities and the edges the relations in the original 

triples. We then identify the unlinked pairs of nodes using a link 

prediction algorithm as the candidates for discovering relations. In 

order to choose an appropriate relation for the candidate pair of 

entities (source entities), we investigate how the two entities are 

connected in their vicinity and search for other entity pairs (target 

entity pairs) with a similar sub-graph structure, hoping that one of 

the relations in the target structure can be used as a new relation 

for the target entities. 

In order to understand how the source entities are indirectly related, 

we first find the shortest path between them in the graph to form a 

CC (source CC) and retrieve a target CC containing the same 

shortest path in the KB. The main idea is that we look for target 

sub-graph structures that contain entities and relations that are 

sufficiently similar to those in the source CC, with a hope that the 

target CC would contain additional relations that were not 

available in the source CC.  

In this process, we need to apply some constraints to eliminate 

fruitless candidates. They are matching in the directions of the 

edges in the two CCs and the similarity between the classes of the 

corresponding entities in the two CC’s. After eliminating some 

CCs, we select the candidate relational phrases in the remaining 

CCs.  

http://openie.allenai.org/


Finally, we rank the candidate relational phrases by a ranking 

function and assign the top ranked one as the relation label of the 

edge between the two entities. The ranking function plays a 

critical role in the performance of the proposed method and 

consists of the following four factors, the details of which will be 

explained in Section 3: 

•  Cohesion. This factor measures the extent to which the 

candidate relational phrase r co-occurs with the entity pair (ei, 

ej) in terms of a language model. We calculate each 

probability p(w|e) of a relational word w that appears in the 

relational phrase set given each entity e. The Cohesion value 

is calculated based on the probability and Inverse Document 

Frequency of w, which is widely used in computing a term 

weight in information retrieval.  

• Commonality of a Relation. This factor measures the degree 

to which the relational phrase r appears with a variety of 

entities in the triples. If r has a low commonality value, it 

means r is likely to be very specific to a particular entity pairs 

and thus shouldn’t be used with entities of different types.  

•  Connected Components (CCs) Similarity. This factor 

measures the similarity between the source CC and the target 

CC that includes a candidate relation phrase r.  

• Salience of a Relation. This factor measures the similarity 

between an individual candidate relational phrase r and a 

candidate relational phrase set R. We choose the relation that 

has the highest similarity with R as it is considered most 

representative.  

 

2. RELATED WORK 

2.1 Knowledge Base & Open IE 
YAGO [10] has knowledge of more than 10 million entities (such 

as persons, organizations, cities, etc.) and contains more than 120 

million facts about these entities. YAGO includes the Is-A 

hierarchy as well as non-taxonomic relations between entities 

(such as ‘hasWonPrize’). The facts have been automatically 

extracted from Wikipedia and unified with WordNet, using rule-

based and heuristic methods. Freebase [3] contains more than 2 

billion facts on 47 million topics. All entities and relations have an 

individual ID and thus users can easily distinguish each unique 

item. NELL [4] tackled the problem of building a never-ending 

language learner, and used a semi-supervised multitask learning 

algorithm. An inference method in Google Knowledge Vault [15] 

utilizes NELL as knowledge base, but they use the targeted 

relation, not the all possible relations. Wikidata [21] aims to 

provide well-maintained, high-quality data. The important 

difference from other KBs is that it contains inconsistent and 

contradictory facts, in order to represent the diversity of 

knowledge about a given entity. These KBs have a very small 

number of unique relations, which is not adequate with the open 

knowledge acquisition paradigm. However, we experimented 

using the YAGO dataset to verify that our method can be 

applicable to non-OIE KBs. 

TextRunner [1] first introduced Open Information Extraction, a 

new extraction paradigm where the system makes a single data-

driven pass over its corpus and extracts a large set of relational 

tuples without requiring any human input. WOE [22] used self-

supervised learning for open extractors using heuristic matches 

between Wikipedia infobox attribute values and corresponding 

sentences to construct training data to overcome the limitation of 

training data. ReVerb [11] extracted assertions from massive 

corpora without requiring a pre-specified vocabulary. To 

overcome the problem of previous state-of-the-art Open IE 

systems, which are rife with uninformative and incoherent 

extractions, ReVerb introduced two simple syntactic and lexical 

constraints on binary relations expressed by verbs. OLLIE [19] 

tackled two important weaknesses of WOE and ReVerb, and they 

achieved triples by extracting relations mediated by nouns, 

adjectives, and more. ClusIE [6] exploited linguistic knowledge 

about the grammar of the English language to first detect clauses 

in an input sentence and to subsequently identify the type of each 

clause according to the grammatical function of its constituents. In 

short, some OIE systems focus on efficiency for dealing with 

Web-scale data, whereas other systems utilize a deep NLP 

technique such as dependency parsing to obtain more accurate 

results despite its low performance. However, all of them are 

aimed at extracting already written information in the sentence and 

dataset. In this paper, we mainly use the dataset from ReVerb. 

2.2 Knowledge Acquisition & Link Prediction 
SHERLOCK [20] tackled the problem of uncovering many 

implicit answers by utilizing inference rules. They investigated 

ways of learning inference rules from Web text in an unsupervised 

and domain-independent manner. The SHERLOCK system was a 

first-order learner that acquires over 30,000 Horn clauses from 

Web text. Since it inferred their rules from the ReVerb data, it is 

considered an important benchmarking system for evaluation of 

the proposed method. Berant [2] proposed an algorithm that 

utilizes transitivity constraints to learn a globally-optimal set of 

entailment rules for typed predicates. They modeled the task as a 

graph learning problem and applied the algorithm over a large 

dataset of extracted predicate instances from the SHERLOCK 

dataset. PATTY[16] is a large resource for textual patterns that 

denote binary relations between entities. It systematically compiles 

relational patterns from a corpus, and imposes a semantically 

typed structure on them. They aimed at building a WordNet-style 

taxonomy of binary relations.  

Saeger and Torisawa[18] proposed a semi-supervised relation 

acquisition method that does not rely on extraction patterns, but 

instead learns a combination of indirect evidence for the target 

relation:  semantic word classes and partial patterns. Chen and 

Wang [5] presented ProbKB, a probabilistic knowledge base 

designed to infer missing facts in a scalable, probabilistic, and 

principled manner using a relational DBMS. They presented a 

formal definition and a relational model for probabilistic 

knowledge bases, which allows an efficient SQL-based inference 

algorithm for knowledge expansion that applies inference rules in 

batches. More recently, Google launched a new knowledge base 

named Knowledge Vault in place of their Knowledge Graph[9]. 

Knowledge Vault is a Web-scale probabilistic knowledge base that 

combines extractions from Web content with prior knowledge 

derived from existing knowledge repositories. They employed 

supervised machine learning methods to fuse these distinct 

information sources. Knowledge Vault includes a link prediction 

module to expand knowledge automatically, a method based on 

Mitchell’s study[15]. They showed that a soft inference procedure 

based on a combination of constrained, weighted, random walks 

through the knowledge base graph can be used to reliably infer 

new beliefs for the KB. 

Link Prediction is the most popular methodology to find new 

edges or relations between existing entities in a network. Common 



Neighbors (CN) is the most popular method to predict a missing 

link. Two nodes are likely to have a link if they have many 

common neighbors. Kossinets and Watts [12] utilized CN to find 

future friends in a large-scale social network. Resource Allocation 

(RA) Index [23] is another method that was motivated by the 

resource allocation dynamics on complex networks. With a pair of 

nodes, x 



Table 1. Definition of the Symbols 

Notation Explanation Notation Explanation 

T Set of all  triples E Set of  unique entities of the triples in T 

t A triple in the form of <ei,r,ej> E1 Set of unique entities on the left hand side of the triples in T 

ei The left entity of t E2 Set of unique entities on the right hand side of the triples in T 

ej The right entity of t R Set of unique relational phrases  of the triples in T 

r The relational phrase of t cn A common neighbor node in a shortest path from ei to ej in the graph 

|e| Frequency of e |E| The number of unique entities in the set 

 
and y, which are not directly connected, the node x can send some 

resource to y, with their common neighbors playing the role of 

transmitters. CNGF [7] attempted to overcome some drawbacks of 

the previous link prediction algorithms by computing the 

similarity between two entities. In this work, the similarity 

between two nodes can be represented by the sum of each node’s 

guidance capability, which can be derived from a subgraph 

consisting of nodes x and y. We use this CNGF algorithm to find 

the entity pairs that do not have any relations between them in the 

KB but have a potential to have a meaningful relation. 

 

2.3 Uniqueness of the Proposed Approach 
We define the problem of Open Knowledge Acquisition as a new 

problem unlike the existing link prediction problem most past 

research has focused on, where the task is to find additional 

instances for a pre-defined set of relations. While the methods 

developed for the traditional problem is useful for a KB where a 

relatively small set of relation is used, such as NELL, Freebase, 

etc., they are rather limited in dealing with a KB constructed by 

OIE because the relations are diverse and open-ended. As 

introduced already, the role of Open Knowledge Acquisition is to 

augment the existing KB while allowing for dynamic introduction 

of new relations as extracted by the OIE method. 

The proposed approach is novel not only because it is applicable 

to Open Knowledge Acquisition but also because it attempts to 

make use of the graph structure for the purpose of assigning new 

relations to the predicted links between pairs of entities. The 

method can also be used for the traditional link prediction problem 

where a fixed set of relations is assumed. 

 

3. THE METHOD 

3.1 Preprocessing 
Our method works on the triples generated from OIE and 

presupposes the graph structure constructed from them. To aid the 

graph construction process and subsequent processes of creating 

new relations, we need to go through preprocessing steps. They 

are necessary particularly because the entity and relations names 

used in the triples are obtained directly from the text in the OIE 

process with minimal normalization. In order to facilitate the 

merging of triples for graph construction, further normalization is 

essential. After the preprocessing on the ReVerb test dataset, 

176,660 unique entities (94.4%) and 203,877 unique relations 

(64%) were retained. 

Relational Name Normalization. We removed the meaningless 

parts of the relation phrases to collapse the relation names without 

losing their semantic content. We utilized the Stanford NLP Core 

Library[14] to analyze relational phrases and applied 

lemmatization for each word after removing words with tag 'MD 

(Modal)' and 'DT (Determiner)' in the phrases. Furthermore, 

twenty-nine English stopwords selected manually were also 

filtered out as they were deemed to carry little meaning. For the 

same reason, special characters were also removed from the 

phrases. As a result, approximately 36% of unique relation names 

were collapsed in our dataset (e.g. ‘is located in’ and ’was located 

in’ were converted to ‘located in’). 

Entity Merging. We eliminated articles such as ‘a’ and ‘the’ in 

each entity name for merging of the same entities having the same 

meaning, ensuring that the modified entity names are collapsed 

into the ones that already exist in the KB. About 5.6% of unique 

entities were merged. Unlike the case of relation names, we did 

not apply the preprocessing extensively since the entities are 

usually named entities such as a product or company name, where 

the original names should be preserved (e.g. ‘C++’  should not be 

converted to ‘C’). 

Entity Categorization. This preprocessing step assigns the most 

appropriate semantic class for each entity. For example, the 

'COUNTRY' class is assigned to 'France' and 'Korea’. The 

purpose of this step is to add semantics to the entity names 

extracted from text by OIE so that when entities are compared for 

assigning a relation name to a link between entities, they serve as 

additional constraints. Given that semantic type classification of 

an entity is a major research topic by itself, however, we use a 

simple heuristic method for this task. If the entity name is present 

in WordNet, we assign the first word of the immediate hypernym 

synset of the given entity. For example, the class of an entity 

'Hungarian' is determined as <EUROPEAN>. Searching for the 

class in WordNet is straightforward and well defined, but the 

method can handle only a small number of entities because we did 

an exact matching of a word and found the category only within in 

the first synsets.  

To increase the coverage, we also determine the class of an entity 

ei, or ej based on the relation phrase rij representing the meaning of 

the entity in <ei, rij, ej>. A pattern-based heuristic is that when rij 

includes the pattern of [be_verb, noun phrase] in <ei, rij, ej>, we 

assign the head noun of the noun phrase as the class of ei. For 

example, the class of an entity 'Korean Air' is determined to be as 

the class <AIRLINE> because it has the most frequent relational 

phrase ‘is the national airline of'’. Additional heuristics come into 

play: (1) The class is not assigned when the pattern contains 



negative words such as ‘not’; (2) When the relational phrase 

represents a meronym relationship such as ‘is a member of', 'is a 

part of', e2 is used as the class of e1; (3) A class to which only one 

instance is assigned is eliminated as it is likely to be a noise.  

The proposed method assigns classes to 28.3% of the unique 

entities. Approximately 10.7% of the assigned classes came from 

the WordNet-based method whereas the others were obtained via 

the pattern-based approach. Table 2 shows the number of entity 

instances for major classes. 

Table 2. Example of Entity Classes 

Classes #Instances Classes #Instances 

Town 1,187 Municipality 310 

City 1,137 University 287 

Capital 388 Newspaper 273 

 

3.2 Building an Entity Graph 
We convert the set of normalized triples into a graph by merging 

identical entities in different triples. The open source graph library 

JUNG [17] is used to construct the graph consisting of entity 

nodes and relation edges, as well as computing the shortest path 

between nodes  at a later step. In this paper, we define Entity 

Graph G as a directed graph: 

G = (V, E) 

where V(G) is a set of ei and ej in the triple set T and E(G) is a set 

of r in the triple set T. The direction of edge (e1, e2) is represented 

as (e1 →  e2) in a triple t. Edge weights are computed with 

Pointwise Mutual Information (PMI):  

𝑊𝑒𝑖𝑔ℎ𝑡(𝑒1, 𝑒2) = PMI(𝑒1, 𝑒2) = 𝐿𝑜𝑔(
𝑝(𝑒1,  𝑒2)

𝑝(𝑒1) ∗ 𝑝(𝑒2)
) 

and used to represent closeness of two entities and calculated with 

the of entity pairs. The probabilities are calculated as follows: 

𝑝(𝑒1, 𝑒2) =
|𝑡 𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑖𝑛𝑔 (𝑒1, 𝑒2) 𝑖𝑛 𝑇|

|𝑇|
 

 𝑝(𝑒) =
|𝑒|

|𝑇|
 

Our method filters out inappropriate entity pairs in the next step. A 

negative PMI value means the edge is not useful, and hence we 

convert it to 0 for ease of calculation. 

3.3 Discovering Entity Pairs to be Linked 
Some entities may be totally unrelated and don’t have to be 

considered for a new relation. The purpose of this step is to look 

for unlinked entity pairs and rank them by the degree of 

association. This task is the same as Link Prediction, which aims 

at finding the missing edge in a network. We compared the 

performance of some state-of-the-art link prediction algorithms 

stated in 2.2, and observed that the CNGF [8] algorithm performed 

best in terms of accuracy and speed of extraction. We therefore 

use the CNGF algorithm to discover the entity pairs to be linked. 

The CNGF algorithm can be summarized as follows. 

SimilarityCNGF (𝑒𝑖 , 𝑒𝑗) = ∑
degree(𝑧𝑠𝑢𝑏)

log (𝑑𝑒𝑔𝑟𝑒𝑒(𝑧𝑒𝑛𝑡𝑖𝑟𝑒) )𝑧 ∈ 𝛤(𝑒𝑖)∩𝛤(𝑒𝑗)  

- z: a common neighboring node between ei and ej  

- degree(𝑧𝑠𝑢𝑏) : the degree of node z in the extracted 

subgraph  

- degree(𝑧𝑒𝑛𝑡𝑖𝑟𝑒) : the degree of node z in the entire graph 

CNGF makes a sub-graph including only edges connected to 

nodes ei, z, and ej. The authors claim that as the topology of a sub-

graph becomes more similar to the topology of the original graph, 

ei and ej accordingly become more relevant.  

 

Figure 2. An example of the entire graph (left) and the sub-

graph (right) 

 

In our dataset, approximately 7.87 million new related entity pairs 

were discovered from about 176,660 unique entities,  and we use 

top-ranked 0.1 million pairs in the next step. Clearly our method 

cannot label appropriate relations to all of the 7.87 million entity 

pairs, but the number shows that there are potentially many 

undiscovered relations between entities that can be added to the 

existing KB. Since the meaning of CNGF value is relatedness of 

two entities, we use this value to calculate a similarity of entities 

in 3.4.1. 

Table 3.  Examples of Newly Linked Entity Pairs 

e1 e2 CNGF Value 

the us. united states 61.88 

united states america 50.00 

Europe european union 43.41 

3.4 Assigning Relations to Newly Created 

Links 
Having identified an entity pair to be linked, the next step is to 

assign a proper relation to the link. The overall approach is to find 

a sub-graph structure in the existing KB that resembles a sub-

graph structure containing the source entity pair. To this end, the 

proposed method finds the shortest path between the two source 

entities and identifies a connected component (CC) containing the 

entity pair. The triples, especially the relations, in this CC serve as 

a query to search for similar CC’s in the graph representing the 

KB. A similar CC means the types of the entities and the semantic 

of relations are similar to those of the source CC. Since we aim to 

find as many candidate CCs as possible at this stage, we don’t 

consider the meaning of the relations. But the similarity measures 

in the next step filters out inappropriate CCs. 



 

Figure 3. The Process of Connected Components Matching 

Once similar CCs (or target CCs) are found, they are examined to 

find additional relations between the target entities corresponding 

to the source entities in the query, which do not exist in the query 

CC so that they can become candidates for new relations for the 

source entities. In other words, this process attempts to find an 

isomorphism between the CC including the source entities and the 

newly identified target CC by matching similar entities and the 

identical relations. The relation phrase on an additional edge in the 

target CC becomes a candidate relational phrase for the source 

entities. Note that the entity classes are used to map different 

entities in the isomorphism. The edges collected and the 

associated relations become the basis for recommending a new 

triple. This candidate selection process is illustrated in Figure 3, 

and the details are explained in the following sub-sections. All the 

notations below are defined in Table 1. 

3.4.1 Connected components matching 
Finding a candidate label of a newly discovered link using the CC 

structure is intuitive and simple, but it is necessary to reduce or 

eliminate possible errors that can be caused by this method. The 

first error type is due to the specificity of the relation being 

borrowed to be assigned to the newly discovered link. That is, the 

relation is likely to be an error for the source entities when it is 

valid only with the specific entity pairs in the target CC. For 

example, an OIE relational phrase 'Democratic United State 

Senator From' is valid only for very limited entity pairs, and thus 

assigning this relational phrase to the source entities of different 

classes is likely to cause an error. The Relation Commonality 

measure, to be explained later, is to deal with this type of error.  

Another type of error may occur when the characteristics between 

source entities and the target entities of a matched CC are 

different. Even though they share the same relation set with the 

same sense, some CCs may not be relevant to the query path. We 

therefore propose CC Similarity to handle this type of error. CC 

Similarity measures closeness between the matched entity pairs of 

two CCs. This factor, together with Relation Commonality and 

two other factors are used in the ranking function for candidate 

relations. 

After eliminating some CCs based on the constraints mentioned in 

Introduction, all the relation phrases in the remaining CC are 

gathered into the set of candidate relations of the given source 

entity pair (ei, ej). They are ranked to select the best relation phrase. 

3.4.2 Ranking relation candidates 
We consider four factors to rank relation candidates with respect 

to their appropriateness to the given source entity pair (ei, ej). 

Given a candidate triple <ei, r, ej> with a candidate relational 

phrase r and the unlinked entities, we compute the final 

confidence value of the candidate triple based on: Cohesion 

between r and (ei, ej), Commonality of r, CC Similarity, and 

Salience of r. Since the ranges of the confidence values vary 

widely, we use the rankings of the candidate relations, not the 

absolute values. The confidence value of a new triple is computed 

as follows: 

𝑪𝒐𝒏𝒇𝒊𝒅𝒆𝒏𝒄𝒆(𝐞𝐢, r, 𝐞𝐣) = 𝐶𝑜ℎ𝑒𝑠𝑖𝑜𝑛(𝑟|ei,ej) ⨯ 𝐶𝑜𝑚𝑚𝑜𝑛𝑎𝑙𝑖𝑡𝑦(𝑟) 

               ⨯ 𝑆𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝑟) ⨯ 𝑆𝑎𝑙𝑖𝑒𝑛𝑐𝑒(𝑟) 

 

Cohesion.  It is to compute the relatedness between an entity pair 

and a relation label, based on the probabilities of the relation 

phrase given ei and ej, respectively, and the importance of each 

word in the relational phrase. The latter is computed with a 

variation of the traditional inverse document frequency (IDF) in 

information retrieval.  

     𝑪𝒐𝒉𝒆𝒔𝒊𝒐𝒏(𝒓 | 𝐞𝐢, 𝐞𝐣) = 𝑝(𝑟 |  ei) ⨯  𝑝(𝑟 |  ej) ⨯ 𝐼𝐷𝐹(𝑟) 

       ≈ |𝑟| ∏ 𝑝(w |

 𝑤∈𝑟

ei) ⨯  𝑝(𝑤 | ej) ⨯  𝐼𝐷𝐹(𝑤)𝑎 

where |r|, the number of words in r, is used to mitigate the 

disadvantage of longer relational phrase. The parameter a (set to 

0.2 in the current work) modulates the value of the IDF in 

comparison with the two probability estimates. We also 

estimate 𝑝(𝑤 |𝑒 ), the conditional probability of w in the relation 

phrase r, as follows:  

    𝑝( 𝑤 |𝑒 ) =
𝑝(𝑤, 𝑒)

𝑝(𝑒)
=

|𝑡 𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑖𝑛𝑔 (𝑤, 𝑒) 𝑖𝑛 𝑇|

|𝑇|
/

|𝑒|

|𝐸|
   

IDF(w) is calculated with respect to the Ei and Ej sets separately 

rather than using the entire E.  

𝐼𝐷𝐹(𝑤) = log (
|E𝑖|

|𝑒𝑖 ∈ 𝑡 𝑤𝑖ℎ 𝑤|
+

|E𝑗|

|𝑒𝑗 ∈ 𝑡 𝑤𝑖ℎ 𝑤|
)    

This is because ei and ej play different roles in t: ei often serves as 

the subject and ej as the object of the action in r. The denominator 

is the set of triples containing w in their relation phrases and ei or 

ej.  

CC Similarity.  It measures how close two CC structures, i.e. 

source and target CCs are in terms of the similarities of the 

corresponding entities. For example, in Figure 3, we calculate the 

closeness of (Asiana Airlines and Hemus Air), (Seoul and Sofia), 

and (Korea and Bulgaria). The closeness value is determined as 

follows: (1) if two entities have a direct edge in the graph, then set 

the closeness value to the edge weight. (2) If there is no direct 

edge but the CNGF value exists between the two entities, then set 

the closeness value to the log(CNGF+1). (3) Otherwise, 0 is set to 

the closeness value (unrelated). We use the logarithm of CNGF to 

make the scale of value fit the edge weight (PMI). Note that the 

two values have similar ranges.  

𝑪𝒍𝒐𝒔𝒆𝒏𝒆𝒔𝒔(𝒆𝒊, 𝒆𝒋)

= {

𝑖𝑓 𝑒𝑖 , 𝑒𝑗  ℎ𝑎𝑣𝑒 𝑎 𝑑𝑖𝑟𝑒𝑐𝑡 𝑒𝑑𝑔𝑒, 𝑡ℎ𝑒𝑛 𝑒𝑑𝑔𝑒 𝑤𝑒𝑖𝑔ℎ𝑡(𝑒𝑖 , 𝑒𝑗)                

𝑒𝑙𝑠𝑒 𝑖𝑓 𝑒𝑖 , 𝑒𝑗  ℎ𝑎𝑣𝑒 𝑎 𝐶𝑁𝐺𝐹 𝑣𝑎𝑙𝑢𝑒, 𝑡ℎ𝑒𝑛 log (𝐶𝑁𝐺𝐹(𝑒𝑖 , 𝑒𝑗)) 

              𝑒𝑙𝑠𝑒 0                                                                                                           

 

 𝑺𝒊𝒎𝒊𝒍𝒂𝒓𝒊𝒕𝒚(𝑪𝑪𝟏, 𝑪𝑪𝟐) = ∑ 𝐶𝑙𝑜𝑠𝑒𝑛𝑒𝑠𝑠(𝑒𝑖 , 𝑒𝑗)

𝑒𝑖∈𝐶𝐶1,𝑒𝑗∈𝐶𝐶2

  

CC similarity is calculated from the sum of the closeness between 

the matched entities. We examined the distribution of the CC 

similarity values in the evaluation dataset and set the threshold 

value to be positioned at the 25th percentile heuristically. A CC 

with a similarity value lower than the threshold is discarded. 

Commonality of a Relation. This factor prevents the use of 

limited relational phrases that are applicable only to specific entity 



pairs. To quantify this aspect of a relational phrase, it is necessary 

to distinguish between those that appear with a particular type of 

entity from others that can be linked with many types of entities. 

The commonality of a relation is considered low if the 

participating entities of the triples are cohesive among themselves 

and if the relation is strongly associated with only a small number 

of the participating entities. The rationale is that when a relation is 

strongly linked to groups of cohesive entities or to specific 

entities, it has a limited coverage and lacks generality as a relation. 

Two methods for computing commonality values are employed as 

follows. Er1 and Er2 mean the left and right entities of relation r, , 

respectively. 

𝑪𝒐𝒎𝒎𝒐𝒏𝒂𝒍𝒊𝒕𝒚𝑨(𝒓) =
|𝑟|

(𝐶(𝑟, 𝐸1𝑟) + 𝐶(𝑟, 𝐸2𝑟))
    

where C(r, Er) measures the cohesiveness of the entities linked to 

r: 

𝑪(𝒓, 𝑬𝒌) =  ∑ 𝑐𝑙𝑜𝑠𝑒𝑛𝑒𝑠𝑠(𝑒𝑖 , 𝑒𝑗)
|𝐸𝑘|

𝑖,𝑗=1 & 𝑒𝑖 ≠𝑒𝑗 
  

and 

𝑪𝒐𝒎𝒎𝒐𝒏𝒂𝒍𝒊𝒕𝒚𝑩(𝒓) =
|𝑟|

∑ 𝑃𝑀𝐼(𝑒𝑖 , 𝑟)𝑒𝑖∈𝐸𝑖 + ∑ 𝑃𝑀𝐼(𝑒𝑗 , 𝑟)𝑒𝑗∈𝐸𝑗

   

PMI(𝒆𝒊, 𝒓) = 𝐿𝑜𝑔(
𝑝(𝑒𝑖 ,  𝑟)

𝑝(𝑒𝑖) x 𝑝(𝑟)
) 

The association between e and r is measured with PMI and 

summed over all the entities linked with r. We calculate the final 

commonality value by multiplying commonalityA and 

commonalityB, and taking a log to fit the range of other values at a 

later stage. 

Table 4. Example of Relation Commonality 

r Commonality CommonalityA CommonalityB 

not 4.668 5.074 0.920 

in 3.578 4.623 0.774 

bear in 3.379 4.494 0.752 

located in 2.299 4.516 0.509 

part of 1.614 4.015 0.402 

 

Relation commonality can be used as a constraint in matching the 

CCs. We compare the commonality value of the candidate relation 

label with two other relation labels in the source CC. If the 

candidate relation has a lower value than the other two relations, 

the retrieved target CC is excluded or the candidate relation is not 

considered appropriate. The rational is that in such a case, the 

candidate relation would be so specific and dependent on the 

entities in the target CC that it would not be safe to use it as a new 

relation between the source entities that are only similar to the 

target entities. For example, for the target CC containing  

<gaza strip, located_in, middle east> 

<Israel, part_of, middle east>, and  

<Israel, launch_several_attack_on, gaza strip>,  

the relation launch_several_attacks_on cannot be a candidate 

relation since it has a lower commonality value (0.09) than 

located_in (2.299) and ‘part_of (1.614). If the source CC only 

contains part_of (with 1.614 as commonality value) and launch 

several attack on (0.09) as in <X, part_of, Y> and <Z, located_in 

Y> and X , Y and Z can be mapped to the three entities in the 

source CC, a new relation located_in (2.299)' can be considered as 

a candidate relation linking X and Z. 

Salience of a Relation.  While we prefer not to select too specific 

relations by measuring relation commonality, it is also important 

to ensure that the selected relations are as meaningful as possible. 

For example, if the candidate relation set between 'Seoul' and 

'Korea' contains city-of', largest_city_of, located_in, and in, 

city_of would be most salient in showing the relationship between 

the particular entities, ‘Seoul’ and ‘Korea’, and thus meaningful 

for later use whereas in and located_in would be too general and 

used often with too many entity instances.  

To compute salience of a relation in the set of candidate relations, 

we compare the word vectors representing the candidate relations 

and the word vector representing the entire candidate set. In the 

above example, the vector representing the four relations (city-of', 

largest_city_of, located_in, in) is compared against each of the 

vectors representing the four relations. A word vector for a 

relation r is constructed by gathering all the relations linking the 

same two entities. That is, given r and the triple <ei, r, ej> 

containing it, all the relations r’ in the triples <ei, r’, ej> are 

gathered to form a word vector for r. The word vector for the 

candidate set is constructed by taking the individual words in the 

relation phrases. The dimension of word vectors is the number of 

all unique words in R, as used in traditional Information Retrieval. 

The weight of each element in the word vector is computed based 

on the frequency and the IDF of the correspond word. The IDF of 

a word is obtained in the way similar to that used for cohesion. 

𝑾𝒆𝒊𝒈𝒉𝒕(𝒘) =  𝑇𝑒𝑟𝑚 𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦(𝑤) ⨯ 𝐼𝐷𝐹(𝑤) 

When two word vectors are compared, Cosine Similarity is used. 

The candidate relation whose Cosine Similarity value is the 

greatest is chosen as the most salient relation because its word 

vector obtained from neighboring relations in the KB is the closed 

to the word vector of the candidate relation set and hence is most 

representative of the set. 

4. EVALUATION 
The proposed method was designed to augment the existing KB 

by suggesting new links and the relations associated with them. 

This can be regarded as suggesting new triples containing existing 

entities. Since it is difficult to evaluate the recall aspect of the 

method directly, we devised a recovery task whereby the proposed 

method as well as others being compared is tested for the extent to 

which triples deleted deliberately from the KB can be restored. 

The triples in the evaluation set are deleted one at a time, and the 

inference methods including the proposed one are supposed to 

suggest new relations for the two entities involved in the triple. 

This methodology allows us to measure the recall aspect (i.e. the 

extent to which the missing link was restored) as well as precision 

aspect (i.e. the extent to which the suggested links are correct). 

4.1 Dataset 
We used the dataset published in Lin [13], which unveiled 300 

million triples on the Web2 by performing Entity Linking from 

Reverb datasets. This set is particularly useful because most error 

                                                                 

2 http://knowitall.cs.washington.edu/linked_extractions/ 

http://knowitall.cs.washington.edu/linked_extractions/


triples were removed. We also utilized the YAGO3 dataset3 to test 

whether or not our method can be applied to a KB that has a 

limited number of relations. We converted all relational phrases of 

the YAGO dataset into natural language sentences corresponding 

to those in ReVerb so that we could apply the same natural 

language processing techniques to the two datasets. 

Table 5 shows the statistics of the two datasets used in this 

research. Both datasets are significantly different in the number of 

unique relational phrases, reflecting the difference between the 

Open Information Extraction Paradigm and a general Knowledge 

Base construction paradigm relying on a carefully curated relation 

set.  

Table 5. Statistics of Datasets 

Dataset Corpus # Triples 
# Unique  
Entities 

# Unique  
Relations 

ReVerb 
ClueWeb  

‘09 
3,000,000 983,410 540,620 

YAGO 
Wikipedia,  
WordNet 

5,652,463 2,824,974 36 

 

We created two test sets by randomly choosing 300,000 triples 

from the original ReVerb and YAGO datasets. The remaining 

triples were used as a development set to calculate, for example, 

the probability values necessary for the cohesion and salience 

factors. 

4.2 Evaluation Methodology 
For the recovery task, we followed the steps below for each 

inference method: 

 Eliminate a triple <ei, r, ej> from the evaluation set. 

 Receive a ranked list of new relations for the entity pair (ei, ej). 

 Judge correctness of each of the inferred relations.4 

 Repeat the above steps for all other triples in the evaluation set. 

Inferred relations were judged for correctness as follows: 

The inferred relation r’ is correct if it is the same as the 

original r of the deleted triple or the triple <ei, r’, ej> 

with the new relation is deemed a true statement.   

Since the cost for making a correctness judgment by humans for 

every triple would be prohibitive, we devised a method of using 

search engines for indirect judgments. Each inferred triple was 

converted to a sentential form containing the exact relational 

phrase (e.g. <Seoul, city_of, Korea> to 'Seoul is a city of Korea') 

and then given as a query to the two commercial search engines5 

we employed. The query or the triple was considered correct if the 

number of search results is two or above.  

In order to validate this machine evaluation method, we compared 

the search engine-based judgments against those made by humans 

for a randomly selected 200 triples. The evaluation results in Table 

                                                                 

3 http://www.mpi-inf.mpg.de/departments/databases-and-

information-systems/research/yago-naga/yago/downloads/ 

4  For the current evaluation, only the top ranked relation was 

judged for correctness. 

5 https://developers.google.com/custom-search, 

https://developers.daum.net/services/apis/search  

6 shows that the correlation between the two is very high and 

indicates that the machine judgments are usable for the evaluation 

task. It turns out that all the judgments the machines regarded as 

correct (141) were also judged to be correct by humans. No human 

judgments to be correct were judged to be incorrect (False Positive) 

by the machine. This indicates that the machine assessment 

method is more conservative than humans and that the evaluation 

results can be considered not only close to human judgments but 

also without any inflation in the absolute numbers. 

Table 6. Comparison of Human and Machine Judgments 

Assessment  

Method 
Correlation 

Annotation False  

Positive Correct Incorrect 

Human 
0.821 

156 44 0 

Search Engine 141 59 0 

 

4.3 Evaluation Results 

4.3.1 Comparison with other methods 
We compared the performance of the proposed method against a 

state-of-the-art method, SHERLOCK [20], as well as with several 

baseline approaches.  

As mentioned in Section 2.2, SHERLOCK is an important 

benchmarking system that learns inference patterns automatically 

from the Reverb dataset.6  For the purpose of comparisons, we 

applied the SHERLOCK inference rules to our ReVerb dataset and 

extracted new triples. We selected only a subset of SHERLOCK’s 

inference patterns consisting of three triples (e.g. for the Cause_by 

relation, “<A, Cause_by, C> and <C, Short_for, B> →  <A, 

Cause_by, B>”). Since the original patterns in SHERLOCK take 

the form of <entity class, relational phrase, entity class>, using 

entity classes rather than names, applying the patterns to our 

dataset was somewhat limited. This is because only 28.3% of the 

entities were assigned proper classes in our dataset as mentioned 

in Section 3.1. In case there is no match at the class level between 

the patterns and the dataset, we used entity names as long as they 

match the rule patterns regardless of whether they match the 

classes  

We adopted transitive inference rule as the baseline. The rule 

states if there is a relation r and triples <entity_A, r, entity_B> and 

<entity_B, r, entity_C>, then create a new triple <entity_A, r, 

entity_C>.  However, not every relation can be used for 

transitivity inference. We chose this rule as the baseline because it 

can be used to see the extent to which the proposed method goes 

beyond transitivity as it is likely to find new triples from 

transitivity, not to mention that it is one of the most popular rules 

in generating new triples or facts. 

To ensure a certain level of accuracy, we applied the inference 

rule only when the relation has the meaning of “inclusion” or 

meronymy (part_of  and member_of). A relation is considered 

having the meaning of “inclusion” when the relational phrase 

includes “in” as well as “including” itself. As a way to improve 

the recall aspect of the inference, we also widened the possibility 

of applying the transitivity rule by allowing the relations in the 

two triples to be different from each other, only if the latter is 

more comprehensive than the former. For instance, with the two 

                                                                 

6 http://ai.cs.washington.edu/projects/open-information-extraction 



triples containing two different relations lives_in and in as in 

<Hollande, lives_in, Elise Palace> and <Elise Palace, in, Paris> 

would allow for a new triple <Hollande, in, Paris>. To determine 

if a relation is more comprehensive or not, we employed the 

Relation Commonality measure.  

Table 7 shows the evaluation results for the different methods, 

including the cases where the proposed method use each of the 

factors alone in computing confidence values of suggested 

relations. The first column shows the number of newly suggested 

triples. For fair comparisons, the numbers of triples considered in 

evaluation were the same regardless of the methods by setting 

them to the minimum for each test case. In addition, Mean 

Average Precision (MAP) was used to evaluate the ranked results 

constructed based on the confidence values of the relations. Since 

Cohesion, Commonality, CC Similarity, Salience are implemented 

as the sub modules of proposed system, they have the same 

precision values. 

 

Table 7. Evaluation Results 

Methods #Output Precision MAP 

Proposed 7,609 0.725 0.845 

SHERLOCK 7,609 0.478 0.649 

Baseline 7,609 0.677 0.790 

Cohesion 7,609 0.725 0.787 

Commonality 7,609 0.725 0.645 

CC Similarity 7,609 0.725 0.698 

Salience 7,609 0.725 0.683 

 

The proposed method yielded 7,609 new triples from the 300,000 

triples of ReVerb dataset and a MAP of 0.845. Given that only 

300,000 triples or 10% of the dataset were used for testing, it 

generated triples for about 25% of the test cases while 

SHERLOCK generated new triples for more than 66% but with 

much less accuracy (0.478 when top 7,609 triples were 

considered). The proposed method outperforms the baseline as 

well as the other cases using a single criterion for confidence.  

In order to see more comprehensive effect of yielding different 

numbers of outputs, we computed MAP taking into account of all 

the triples generated by the individual methods. The proposed 

method outperforms SHERLOCK and the baseline with 

significant margins (30% and 6.2% improvements, respectively). 

Relatively lower improvement against the modified transitivity 

rule indicates that quite a large number of the triples generated by 

the proposed method were covered by either the logical transitivity 

or the heuristics for relaxation of the rule. One of the reasons 

SHERLOCK showed low performance is the errors in class 

mapping caused by the heuristics. However, since both of the 

proposed method and SHERLOCK used the same entity class 

information, there was no experimental disadvantage to 

SHERLOCK. The need for class information can be considered its 

weakness. 

4.3.2 Evaluation with a Non-OIE Dataset 
We repeated the same evaluation with the YAGO dataset to see 

the applicability of the proposed method to a KB of different 

nature compared to the OIE-based KB. YAGO has two 

distinguished features in comparison with ReVerb.  

 YAGO has a very small number of unique relations (36 in 

total). 

 The label of each entity contains the detailed information 

of the entity since it was derived from Wikipedia. 

 

Figure 4. Comparison between two datasets 

The first feature directly affects the yield of the output. The 

proposed method yielded 2,263 new relations from 300,000 

YAGO triples with 0.9116 in MAP. The graph in Figure 4 shows 

comparable results between the two datasets. Our analysis shows 

that the reason behind a smaller number of inferred relations is due 

to the significantly smaller number of unique relations in ReVerb. 

While generation of CCs is a perquisite for the proposed method 

to discover new relations, it turned out that it was difficult to 

generate CC structures containing three different entities and yet 

one link is missing.  

4.3.3 Evaluation for individual relations 
We evaluated how the performance varies from relation to relation 

because the result may be helpful in understanding the errors and 

identifying problems to be tackled in the future. Figure 5 shows 

the number of new instances generated by the method and the 

MAP scores for individual relations extracted from the ReVerb 

dataset.  

It is interesting to note that the curve for the number of instances is 

a long-tail with a small number of relations inferred very 

frequently and the majority of relations were inferred only once. 

The X-axis shows some relation names for illustration purposes. 

While the majority of the inferred relations have high MAP values, 

a few specific relations show quite low values. Table 8 lists some 

of these relations. The relatively abstract relations such as ‘in’ 

show high precision, but the relations with specific words such as 

'state', 'home' and 'small' show low precision. It is estimated that if 

the incorrectly inferred relations are changed into more abstract 

ones, a half of them would be judged as correct.  

 



 

Figure 5. Evaluation for Individual Relations (ReVerb) 

 

Table 8. Relations with Poor MAP 

Relation #Instances MAP 

state in 81 0.325 

state of 56 0.436 

base in 67 0.488 

home of 28 0.587 

home to 45 0.598 

 

4.4 Failure Analysis 
We conducted qualitative analysis of the errors by taking a 

random sample of 200 incorrectly inferred triples. A total of 86% 

were derived from the incorrectly matched CCs, mainly due to the 

ambiguity of the entities and relational phrases. For example, a 

relational phrase 'part of', can be linked with entities of various 

types such as PERSON, OBJECT, and LOCATION, and unless 

the entity classes are determined accurately, CCs including 

different entity classes can be retrieved, resulting in incorrect CC 

matching. 

In anticipation of this problem, we attempted to assign a proper 

class to an entity to alleviate this problem. However, a total of 

70% of the entities did not have a proper class and caused an error 

in matching CCs. Sense disambiguation of relational phrases and 

semantic class learning for entities would be helpful in reducing 

the errors significantly and producing better results in Open 

Knowledge Acquisition. This type of error does not occur in a 

knowledge base such as Freebase that has entities and relations 

with a unique ID and hence would reduce the error rates 

significantly if the proposed method is applied to them. 

A total of 12% of the errors were derived from extracting too 

specific or irrelevant labels. For example, the triple <Tampere, 

second_largest_city_in, Southern Finland> was inferred but 

considered incorrect because it contains the overly specific 

information 'second'. This is because among the many paths 

extracted for ‘Tampere’ and ‘Southern Finland’, the word 

‘second’ appeared many times by accident and matched with the 

retrieved target CCs.  

The proposed method extracts new relation from overlapped CCs, 

and there is no perfect way to solve this type of error if the 

retrieved CCs pass all the constraints mentioned previously. 

Nevertheless, similar to the solution for the first error, sense 

disambiguation of relational phrases may be helpful in cases 

where candidate relational phrases with totally different senses 

appear in the same query entity set. 

The last 2% of the errors were attributed to the errors of the 

original triples. The dataset from Open Information Extraction had 

some errors such as <Montreal, capital of, Canada>. This type of 

error does not occur in a verified knowledge base such as Freebase, 

and they have nothing to do with the proposed approach.  

5. CONCLUSION 
We proposed a novel method to automatically acquire knowledge 

for a KB. The method creates a new link and infers a new relation 

label based on a graph structure analysis after converting a KB 

consisting of triples into a graph form. The proposed approach is 

differentiated from previous ones because it works for a situation 

where no predefined set of relations exist and the number of 

unique relations is very large as in the Open Information 

Extraction paradigm. As such we call the proposed approach as 

'Open Knowledge Acquisition', which allows for extracting 

relations of a given entity pair regardless of the pre-defined 

relation set. 

We used two datasets to evaluate the performance of the proposed 

method. ReVerb Dataset, constructed by the Open Information 

Extraction paradigm, is a substantial dataset appropriate for the 

purpose of this study. The proposed method outperformed 

SHERLOCK, a state-of-the-art method in inferring new triples 

based on an automatically learned inference rules and the baseline 

approach using extended transitivity rules. The same type of 

evaluation conducted with the YAGO dataset showed a 

comparable result with slightly higher accuracy and lower recall 

than those obtained for the ReVerb dataset. It means that our 

method can be applied to not only the Open Knowledge 

Acquisition case but also for a KB with much less relation names. 

The proposed method may be extended to include more relations 

that cannot be handled by transitivity inference as alluded to in our 

comparison experiment with the baseline. And it can be applied to 

extract a new relationship between entity pairs which have already 

some relationships. But in this case, a newly identified relation is 

likely to be an abstract revision of existing relationship, so we 

didn’t experiment further for these type of entity pairs. 

It can also be extended further in combination with a variety of 

related research topics. As noted in our analysis, sense 

disambiguation of entities and relation phrases would decrease the 

error rates. Likewise, entity resolution and entity linking are the 

most relevant issues that could dramatically raise the performance 

of the method. In addition, this research also can be supported by 

relation clustering and relation abstraction.  
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