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Abstract— Automatically detecting cancer-revealing clauses 
in a medical report can be helpful for medical experts in various 
tasks such as cancer staging. While the problem of detecting such 
clauses can be formulated as classifying individual clauses into 
cancer and non-cancer categories, standard classification 
algorithms suffer from the fact that the training data contains 
much more non-cancer clauses than cancer clauses in radiology 
reports.  In order to alleviate the data imbalance and sparseness 
problems related to the radiology reports, we attempt to use 
cancer-related external data in term weighting at the training 
stage. Our experiment shows that this approach indeed changes 
term feature statistics and improve effectiveness of the classifier. 

Keywords—text classification; imbalanced data; radiology 
report; term weighting scheme; external data 

 

I.  INTRODUCTION  
Cancer, known as a malignant neoplasm in the medical 

domain, is a class of disease that involves an unregulated cell 
growth such as ‘invasion’ and ‘metastasis’. Cancer can be 
detected in a number of ways, such as detecting the presence of 
certain signs and symptoms, conducting a screening test, or 
analyzing medical images. Among them, medical imaging (e.g. 
CT, MRI) is frequently used at an early stage of examination. 
Since early cancer detection can increase the survival rate, it is 
important to correctly interpret the findings reported from an 
examination of medical imaging results. Medical experts (i.e. 
radiologists) write their findings in a report, known as a 
radiology report, as in Fig. 1. If there are enough consistent 
findings about a disease (e.g. cancer), they also include their 
prediction in the report. 

The text in radiology reports contains clauses describing 
findings and predictions. However, prediction clauses are much 
rarer than those for findings, presumably because it is risky to 
make a prediction without enough evidence even if some 
findings partially indicate existence of cancer. Gathering 

additional explicit evidence would help making more confident 
interpretations and predictions. We argue that the automatic 
cancer clause classification task can be of some help for 
medical experts along this line. Moreover, it can help other 
computational tasks including automatic cancer staging by 
filtering non-cancer clauses. 

Most classification algorithms assume that the datasets are 
balanced, and all misclassification costs are the same [1]. 
However, it is not always true in reality, especially in the 
medical field [2]. First of all, datasets are frequently 
imbalanced due to the intrinsic nature of the data [3]. Since the 
number of cancer patients is much smaller than non-cancer 
patients, so is cancer-revealing data. When standard 
classification algorithms are applied to such imbalanced data, 
they tend to show a bias towards the majority class, predicting 
less for the minority class. That is, minority class instances are 
more likely to be misclassified than the majority ones even 
though they are typically more important and thus have a high 
misclassification cost. As a way to solve this problem, term 
weighting approaches have recently been proposed [4–6]. By 
utilizing term-class information in the training data, these 
approaches give a better discriminating power for terms and 
alleviate the data imbalance problem. . 

In this paper, we attempt to address the problem with a 
focus on term weighting, too. While it is common to calculate 
the weight of a term for a class using labeled data in the 
training dataset, the term weighting methods proposed so far 
may not work well for radiology reports. The main reason is 
that a large number of important terms related to cancer (e.g. 
lymphatic diseases, neoplasm metasis) also appear in 
documents belonging to the non-cancer class. Since an 
examination of radiology images alone is often insufficient to 
conclude a cancer, those cancer terms can be used in non-
cancer clauses. From our 548 radiology reports, we obtained 
vocabulary statistics after mapping the terms to UMLS 
concepts using MetaMap.            Fig. 2 shows the vocabulary 

More prominent low-low-low nodule (1.5cm) in S4 
Liver cirrhosis with mild splenomegaly 
Multiple small RN or DNs in the liver 
Small high/iso nodular lesion with portal venules at 
subcapsular area of the S8 
Normal GB, pancreas, and kidneys 
No abnormal wall thickening of the GI tract 
No significant lymphadenopathy or ascites 

 
Fig. 2.Sample content of radiology reports 

 
          Fig. 1.Vocabulary statistics 
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statistics in our dataset where many terms appear in both 
cancer and non-cancer classes. The large intersection makes it 
difficult to give a proper discriminating power to the terms if 
we were to use the previous term weighting methods utilizing 
the term-class information in the training data.  

To overcome this limitation, we propose a new method of 
exploiting cancer-related external data to find valuable terms 
for cancer-revealing clauses and calculate their weights. More 
specifically, we use figure captions in radiology journals to 
obtain additional statistics for cancer related terms. Fig. 3 
shows an example of a radiology figure caption. Since both 
radiology reports and radiology figure captions are written 
based on analysis of radiology images, they have similar 
vocabulary. Since figure captions are about actual cancer-
diagnosed patients, however, they constitute a reliable source 
for finding terms that are directly related to the cancer class. 

In utilizing such external data, a key issue to be addressed 
is how to calculate term weights. We observed from our data 
that cancer is determined not by a single term but jointly with 
co-occurring terms such as size, number, location and 
attenuation. We therefore consider co-occurring terms in figure 
captions and construct a graph showing these co-occurrence 
relationships, from which term importance is calculated. The 
weights of the terms obtained from the original training data 
for cancer and non-cancer classes are then adjusted by the 
calculated term importance data for the classes. 

The contribution of this paper can be summarized as 
follows: 1) Proposing a new term weighting method of 
exploiting external data and 2) Alleviating the problem of data 
imbalance in radiology reports for cancer-revealing clause 
classification. 

The rest of this paper is organized as follows. In Section II, 
we briefly explain related work about term weighting. In 
Section III, the proposed term weighting approach is explained 
in detail. The experimental setting and results are described in 
Section IV and V, respectively. Finally, we conclude with a 
discussion and future work in Section VI.  

II. RELATED WORK 
In this section, we first describe previous term weighting 

methods that appear in the literature. Since text classification 
often utilizes class-labeled training data, most previous term 
weighting methods rely on the term-class information to give 

additional discriminating power to the terms. We also describe 
some semi-supervised text classification methods because they 
attempt to overcome the limitations of an insufficient amount 
of available training data by utilizing additional non-labeled 
data. 

A. Term Weighting Methods 
Most term weighting methods proposed for text 

classification have been borrowed from the traditional 
information retrieval where term frequency (tf) and inverse 
document frequency (idf) have been used widely. tf gives 
higher weights for frequent terms whereas idf gives higher 
weights for rare terms in a collection. Both are commonly 
combined to produce a composite weight for each term in a 
document. 

 ��� ������	 �
� � ������	 �
� � ��� �
������ (1) 

where N is the total number of documents in the collection. 

Unlike traditional information retrieval, training data are 
available in advance in text classification. Since training 
instances are associated with class labels, recent research has 
focused on using this prior information in term weighting to 
give more accurate discriminating power to terms. Commonly 
grouped as supervised term weighting methods, they are based 
on the contingency table, shown in Table I. Let ck denote k-th 
class tagged as the positive class and ~ck denote the 
complement of the class. A represents the number of 
documents belonging to the positive class and containing a 
term ti. B represents the number of documents belonging to the 
positive class but not containing the term. C and D are similar 
to A and B except that the documents belong to the negative 
class. 

In statistics, odds is defined as the probability of an event 
occurring divided by the probability of an event not occurring. 
Odds ratio (or) [7] compares odds about the same event from 
two different groups: positive and negative. Since the 
contingency table has two different classes, a term weight 
using odds ratio is calculated as follows: 

 ��� ����	 �
� � �����	 �
� � ���� �� � � !
" #$% (2) 

where if or > 1, the event or term is highly related to the 
positive class. On the other hand, it is highly related to the 
negative class when or < 1. 

The traditional term weighting tf.idf does not utilize term-
class information in the training data. Using the contingency 
table, it is expressed as: 

 ��� ������	 �
� � �����	 �
� � ���� � �
�&"$% (3) 

Hence, terms can have the same idf value when the sum of A 
TABLE I . CONTINGENCY TABLE FOR THE TERM

 Positive class(ck) Negative class(~ck) 
ti A C 

~ti B D 

 
Fig. 3. Example of a figure caption in a radiology journal article 
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and C is the same even though the ratio of A and C is totally 
different. Lan et al.[4] pointed that the ratio of A and C can 
give more discriminating power for terms. The proposed term 
weighting method, relevance frequency (rf), is defined as: 

 ��� ����	 �
� � �����	 �
� � ���� �� � �
"$% (4) 

The constant value 2 makes rf 1 when A is equal to 0, so that 
the original tf value is used. 

Tsai et al. [6] proposed the notion of balanced relative 
frequency (brf). In rf, only target term frequencies are 
considered and frequencies of other terms in the positive or 
negative class are ignored. The rationale behind it is that the 
ignored terms are so many that they may lessen the 
significance of the target terms. Tsai et al. argue, however, that 
such ignored terms can be also useful in giving a 
discriminating power to a target term especially when it occurs 
almost equivalently in both positive and negative instances. 
Hence, they additionally utilize the ratio of B and D for term 
weighting: 

 ��� '����	 �
� � �����	 �
� � ���� �� � �
" ( !#$ (5) 

Probability based approach (prob) is defined by Liu et al. 
[5] who utilize two ratios (A/C and A/B) which directly indicate 
term’s relevance. In rf, A/C is already considered. Hence, prob 
considers the portion of a term in the positive class additionally. 
If a term has a larger portion of the positive class, it will have a 
higher weight than other terms. It is defined as: 

 ��� )�'���	 �
� � �����	 �
� � ���� �* � �
" ( �!$% (6) 

Alt�nçay et al. [8] compared the term weighting schemes. Since 
odds ratio, relevance frequency, balanced relative frequency, 
and probability based approach performed better than other 
methods depending on the target class, we use these methods 
for our experiments. 

 

B. Semi-supervised Text Classification 
A semi-supervised learning method uses both labeled and 

unlabeled data for training. Given that the amount of unlabeled 
data is much larger than that of labeled data in most cases, 
many researchers have considered that exploiting unlabeled 
data can help find a more general model than using the labeled 
data. In text classification, it means finding the terms that are 
considered unimportant due to low term frequency in the 
labeled data but in fact important by exploiting more reliable 
term frequency distributions obtainable from a large amount of 
unlabeled data. 

A new approach to semi-supervised text classification has 
recently been proposed by Su et al. [9]. Their main idea is to 
estimate the term frequency in a class utilizing unlabeled data 
based on the probability of a term belonging to the class 
learned from the training data.  Through this approach, it is 
possible to find significant terms that are not discovered due to 
low frequency in the same class of the training data. 

However, the method does not make any change about the 
probability of term occurrence in each class for the same term. 
It is due to that unlabeled data do not have class information. 
When utilizing unlabeled data, term frequency is used for each 
class equally. Contrary to this, our external data are highly 
related to the specific class (i.e. cancer). In our case, it is 
possible to apply term importance of external data differently 
for the same terms in two classes (i.e. cancer and non-cancer) 
in the training data.  

 

III. METHOD 

In this section, we describe our proposed term weighting 
approach whose overview is shown together with the rest of the 
classifier in Fig. 4. Other than the external data processing part 
including the graph construction and term weighting modules, 
the rest is a typical supervised classifier where cancer class and 
non-cancer class data are available for SVM training. The 
external training data obtained from GoldMiner goes through 
the preprocessing step, which is also applied to the ordinary 
training data, to produce concept-level terms for alleviating 
data sparseness. The next step is to construct a graph from 
external data as a way to consider co-occurring terms that will 
help determining a cancer. After calculating term weights from 
the constructed graph, original term weights are adjusted for 
the target class using calculated term weights. The rest of the 
section describes the detailed steps of the approach: dataset 
preparation, pre-processing, graph construction, weight 
calculation, and term weighting. 

 

A. Dataset Preparation 
To evaluate the proposed term weighting method, we 

obtained a collection of radiology reports about 
'hepatocellular carcinoma' from the Seoul National University 
Hospital. Since the lexical characteristics of the descriptions in 
reports can vary depending on the radiology imaging 
techniques, we ensured that our collection consists of reports 
over the period of one year, where Computed Tomography 
(CT) was the imaging technique. The number of collected 
documents is 548. 

Many reports are written in both Korean and English; most 
technical terms such as ‘splenomegaly’ and ‘lymph node’ are 

Unlabeled clauses

SVN Classifier

Labeled
clauses

External data
(GoldMiner)

Term weighting

graph construction

term importance

SVM Training

Pre-Processing

Labeled clauses

Cancer
class data

Non-Cancer
class data

B

C

D

E

A

 
Fig. 4. Overview of the proposed approach 
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written in English whereas Korean is used mostly for the 
predicate parts. Fig. 5 shows an example of a radiology report 
content containing words in the two languages. Negation 
handling was done only with Korean expressions. For both 
training and testing, the text in a report was segmented into 
clauses each of which was then labeled with one the two 
classes by a medical expert: cancer class and non-cancer class. 
After labeling, we obtained 433 cancer class clauses and 2511 
non-cancer class clauses. 

For the external data used to alleviate data sparseness, 
figure captions for radiology images were collected via 
GoldMiner [10], a radiology image search engine, which uses 
open-access content from peer-reviewed radiology journals 
including American Society of Neuroradiology, British 
Institute of Radiology, and Radiological Society of North 
America. It maintains an index for figure captions using a 
subset of controlled vocabulary based on the UMLS Meta-
thesaurus and thus allows for a concept-level search. As a 
result, it is possible for the engine to retrieve figure captions 
having lexical variants and synonyms of a query. In addition, 
GoldMiner has the ability to limit or filter search results based 
on the imaging technique used, the patient age group, and the 
patient sex. Fig. 6 shows an example of a GoldMiner search 
result. 

There are more than 400,000 radiology figure captions in 
GoldMiner. To ensure the data we collected through 
GoldMiner was similar to our radiology reports, we issued a 
'hepatocellular carcinoma' as the query. Since the findings and 
expressions depend on the imaging techniques used for the 
diagnoses, we set the imaging technique filter to ‘CT’ to make 
the external dataset is compatible with the radiology reports.  
The number of figure captions we collected was 600 as in 
Table II.  

 

B. Pre-processing 
A common linguistic problem in information retrieval and 

text classification is to deal with synonymy, i.e., various 
word/phrase forms for the same or similar meaning. It 
manifests itself more severely in the medical domain because 
of both technical and common terms exist (e.g. liver cancer 
and hepatocellular carcinoma) and a disease name can be 
described at different levels of abstract (e.g. cold, flu, lung 
disease). This phenomenon can cause data sparseness when 
word/phrase forms are used as features and make standard 
classifier algorithms fail to achieve desirable accuracy. In order 
to alleviate the problem, we employ Unified medical language 
system (UMLS) [11] that provides a meta-thesaurus with 
which various word/phrase forms are mapped to a concept for 
the medical domain. For example, term ‘CommonCold’ and 
‘Cold’ are mapped into the same concept ‘C000943(Common 
Cold)’ in the UMLS meta-thesaurus.  

However, it is not easy to map a term into the proper 
concept as an ambiguous term can be mapped into multiple 
concepts. MetaMap [12] is a publically available program for 
mapping terms to UMLS concepts considering their context to 
alleviate the ambiguity problem. It supports not only word 
sense disambiguation but also acronyms/abbreviations and 
negation handling. We used a MetaMap to generate a concept 
from a term. 

Another potential problem with radiology reports is 
negation that alters the class of text between cancer and non-
cancer. In order to handle negation, we employed NegEx [13] 
algorithm in MetaMap. When a term is determined to be 
affected by negation, we add the prefix ‘NEG_’ to the concept 
id derived from the term. Since there is no such negation 
detection algorithm for Korean, negated concepts were 
manually tagged for Korean text for the experimental purposes. 
Fig. 7 shows an example of the pre-processing result. 

 

C. Graph Constuction 
A caption in the external data contains size, number, 

location, attenuation, patient age, etc. Terms related to these 
aspects need to be considered together for an accurate 
determination for cancer. To see the interrelationships among 
terms, we construct a graph of term vertices, where an edge 
between two vertices indicates term co-occurrence within a 

CT scan level of lower pole of kidney shows focal 
increased attenuation of ascites 

 

C0040405[CT scan] at C0441889[level] of C0441994[lower] 
C0935626[pole] of C0227665[kidney] C1547282[shows] 
C0205234[focal] C0442805[increased] 
C0599946[attenuation] of C0003962[ascites] 

 

C0040405   C0441889   C0441994 
C0935626   C0227665   C1547282 
C0205234   C0442805   C0599946   C003062 

 
Fig. 7. An example of a pre-processing result 

 
Fig. 6. An example of the GoldMiner search result 

Liver  right lobe  diameter  12cm   large 

mass  . 

 definite  daughter nodule  evidence  . 

 mass  arterial phase  high attenuation   

portion    necrosis   low attenuation 

 . 

 
Fig. 5. An example of a radiology report 

TABLE II. DATA STATISTIC USED IN THE EXPERIMENT

 Cancer class 
clause 

Non-cancer 
class clause 

Figure  
caption 

Count 433 2511 600 
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caption. Once terms are represented as a graph, we can 
calculate the importance of the terms in a graph-theoretic way. 
The final graph has UMLS concepts for the terms on vertices. 
For edges, we utilize one of the standard co-occurrence 
measures, point-wise mutual information (PMI). 

 �+,� � ��� +�-	.�
+�-�+�.� (7) 

In order to restrict the range to -1 and 1, it is normalized by the 
method proposed by Bouma [14]: 

 �/+,� � �01�
2 345 +�-	.� (8) 

An edge between two vertices is added only if the normalized 
PMI score is bigger than a specific threshold, which was set to 
0.4 empirically for our experiment.  

In assigning initial weights to the edges in the constructed 
graph, we consider not only the computed PMI scores but also 
the frequency of the terms corresponding to the vertices being 
connected. This is necessary because PMI scores can become 
large even for the terms whose frequency is low and hence not 
significant enough. The final weight for an edge is computed as 
follows: 

 6���7�8�58�9	 :� � �/+,��9	 :� � ����9	 :� (9) 

Considering that the external data are specialized in the 
cancer domain and that terms are mapped to UMLS concepts, 
we assume that the frequency information about a term plays 
an important role in determining its importance for 
representing the cancer class. In computing vertex weights, we 
use both collection frequency (cf) representing the number of 
occurrence of a term in the collection and document frequency 
(df) representing the number of documents containing a term in 
the collection. The weight for a vertex is defined as follows: 

 6���7�;8<�8-�9� � =��9� � ���9�% (10) 

 

D. Weight Calculation 
PageRank [15] is commonly used for calculating vertex 

scores based on the connectivity topology of a graph. It 
considers connected vertices directly and indirectly. The 
underlying principle is that the more outgoing edges from other 
vertices to the vertex v, the higher score it receives. In other 
words, a vertex is considered important when it has many 
incoming edges. The PageRank algorithm works in such a way 
that indirectly connected vertices can also affect the score of 
the vertex at hand through iterations of scores updates. Note 
that the vertex scores represent the importance of the terms 
corresponding to the vertices for our problem. 

The original PageRank equation is: 

 >=���?� � % �* @ ��A BC4<8�D�
4D��D�D	;EF � �

GHG% (11) 

where |V| denotes the number of vertices in the graph, d is a 
damping factor representing the probability of a random walk 
instead of following outgoing edges. It is usually 0.15 but we 
set it to 0 to consider only connected strong relationship edges 
without a random walk. 

Because each edge is not equally valuable, we assigned a 
weight to an edge based on the composite value of the 
normalized PMI score and its frequency. To consider edge 
weights, edge-weighted PageRank [16] was used rather than 
the original PageRank. Based on the initial edge weights, 
updated edge weights are calculated by the following formula: 

 ID	; � J8�5K�LMNL�D	;�A J8�5K�LMNL�D	+�0EO�P� % (12) 

where weightedge(u, v) denotes the composite value and R(u) 
represents adjacent vertices of the vertex u. The edge weighted 
PageRank formula is: 

 >=���?� � % �* @ ��A QP	R(BC4<8�D�4D��D�D	;EF � �
GHG% (13) 

 

E. Term Weighting 
The calculated score for each vertex from the external data 

is defined as: 

 >=��8-�8</S3�?� � % T>=�� �?� ��? E UV ��7�6�>�% (14) 

where v and S denote a term and the vocabulary of the external 
dataset, respectively. The calculated vertex score is 0 even 
when a term v exists in the training data if does not appear in 
the external data. Based on this score, we end up giving higher 
weights for cancer related terms in the cancer class and 
decrease weights for terms in the non-cancer class.  

We propose a weight factor (wf) to be multiplied to the 
term weight computed by previous term weighting methods as 
follows.  

 6����� � % WXYZ��� � >=��8-�8</S3�?��[
\]^_��&BC4<8L`aLbcde�;��

% (15) 

The first one is for the terms in the cancer class and the second 
one for those in the non-cancer class. When a term in the 
training data does not occur in the external dataset, no change 
is made to the term weight. 

 

IV. EXPERIMENTS 

A. Classification Algorithm 
We chose Support Vector Machine (SVM) for our 

classification algorithm because it has been known to be not 
only the most effective for most classification problems but 
also the most robust for imbalanced data [17]. As in Lan et al. 
[4], we adopted the linear SVM rather than non-linear SVM for 
its simplicity and efficiency in learning and classification. In 
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addition, the linear SVM gave a better result than a non-linear 
SVM in our preliminary experiment. We therefore used the 
LIVSBM-3.1 [18] for our experiments with default parameters. 

 

B. Term Weighting Methods 

The existing six weighting methods introduced earlier were 
used in the experiment (see Table III) so that we can 
demonstrate the proposed methods of using external data is 
effective regardless of the underlying weighting methods. We 
chose these methods because they have been often used as 
baselines showing reasonable results with SVM. The first two 
are traditional term weighting methods that have been widely 
used in information retrieval and text classification. The raw 
term frequency tf is the number of occurrences of a term in a 
document. This is typically used in conjunction with inverse 
document frequency idf. 

The next four are commonly grouped as a supervised term 
weighting method since they use the class information of the 
training data. Most of these methods give a higher weight to a 
term when it occurs more frequently in the positive class than 
in the negative class. The class information not available in 
tf.idf can be seen as providing additional discriminating power.  

For each of the term weighting methods, we multiply the 
proposed term weight factor (wf) so that tf becomes tf*wf and 
tf*idf becomes tf*idf*wf and so on. This way, we can see 
whether using the external data can improve classification 
effectiveness over different basic weighting methods 
consistently, confirming our intuition that the additional 
evidence for cancer-related terms gathered from the external 
data can remedy the data sparseness problem 

 

C. Evaluation Methodology 
In text classification tasks, effectiveness is commonly 

measured by precision, recall, and F1 scores. Precision is the 
proportion of true positive instances over all the instances 
labeled positive by the system. Recall is the proportion of 
instances labeled positive by the system over all the true 
positive instances. Lastly, F1 is the harmonic mean of 
precision and recall and expressed as: 

 f* � �%(%+<8C�B�4/%(%<8CS33
+<8C�B�4/%&%<8CS33  (16) 

While F1 gives the equal weights to precision and recall, 
one is more important than the other in some situations. For 
example, achieving high precision is more important than 

recall in spam filtering because people do not want to miss 
important emails with a spam filter that classifies too many 
emails as a spam for high recall. However, recall is more 
important in the medical domain like our case since the cost of 
a false negative judgment, e.g., classifying a cancer case as 
non-cancer, is much higher than the cost of a false positive. 
Consequently, we report on recall separately.  

The final values for the aforementioned measures vary 
depending on the way correct and incorrect classification 
results are added and averaged. Micro-averaging considers the 
number of correct and incorrect instances across all the classes 
whereas macro-averaging computes the values for the 
measures for individual classes first and take an average, 
giving an equal weight to all the classes regardless of the 
number of instances in each class. For imbalanced data, macro-
averaged is commonly used since minority class is more 
important and the number of minority class is much smaller. 
We use recall of the cancer class and macro-averaged F1 as 
our performance measures. 

 

V. RESULTS 
We conducted two experiments under various term 

weighting methods with a linear SVM classifier. The main 
purpose of the first experiment is to compare the effectiveness. 
We use macro-averaged F1 as effectiveness measure. Since 
finding more cancer clauses is more important than classifying 
cancer accurately, recall is used to measure and results are 
compared in the second experiment. In each experiment, we 
also compare the result with or without PageRank algorithm to 
prove its effectiveness to measure term weight in the graph. 

 

A. Macro-averaged F1 
Fig. 8 depicts the macro-averaged F1 performance on the 

dataset. As we mentioned earlier, the macro-averaging method 
is commonly used for the imbalanced data since the number of 
one class data is relatively very small. For the baseline 
comparison, tf.idf is better than tf because idf can consider 
global weights in the training data. However, these two 
methods do not consider the class information of the training 
data. As supervised term weighting methods are expected to 
give better discriminating power for terms with the class 
information, they showed the enhanced results compared to the 
traditional term weighting methods. Among the four supervised 
term weighting methods, tf.rf showed the best macro-averaged 
F1 of 0.6750. 

After applying the proposed term weight factor wf, overall 
performance was enhanced. This shows that utilizing cancer 
related external data is critical in increasing the performance 
for our dataset that contains imbalanced data for two classes. 
The jump from the most conventional baseline (tf.idf) without 
the external data tf.rf was as big as 8.19%. For the cases of 
using the external data, the performance increases ranged from 
2.7% to 16.7% with extended PageRank and from 2.0% to 15.0% 
without it. 

The effect of the extended PageRank algorithm, which is 
shown at (13), was not as great as anticipated. Our conclusion 

TABLE III. SUMMARY OF 6 TERM WEIGHTING METHODS 

Method Description �� Term frequency ��� ��� Traditional ��� ��� ��� � Odds ratio ��� � Relevance frequency ��� '� Balanced relative frequency ��� )�' Probability based approach 

444444444



in retrospect is that most important terms are already connected 
and therefore the effects of indirect vertices are not as 
significant as expected. Among the term weighting methods 
with which the external data was used, the best macro-averaged 
F1 (0.7076) was obtained by tf.idf.  

We analyzed the data for the experiment to answer the 
question of why tf.idf showed the best performance after 
applying wf over all the supervised term weighting methods 
that outperformed tf.idf without the external data. We found 
that the supervised term weighting methods sometimes gave 
improper term weights because of the data imbalance and 
duplicated terms. In other words, while the additional 
information obtained from the training data affect the term 
weights positively in general, it sometimes hurt key terms so 
badly (i.e., making a positive term to a negative one and vice 
versa) that the effect of the external data is not strong enough 
to change the situation. Table IV illustrate this point with a few 
terms and their weights for the five weighting schemes. While 
the first two terms, ‘lymphatic disease’ and ‘neoplasm 
metastasis’, are important for the cancer class, the third one, 
‘lipiodol’, is important for the non-cancer class. The underlined 
weights are incorrect ones. For example, ‘lipiodol’ has a higher 
weight with tf.or for the cancer class although it is supposed to 
represent the non-cancer class. On the other hand, ‘neoplasm 
metastasis’ has a higher weight with tf.rf and tf.brf in the non-
cancer class, which is not correct.  

 

B. Recall 
Because of the characteristics of the medical domain, it is 

more important to find all the candidates for cancer clauses, 
even with false alarms, than lose any for high accuracy. Recall 
represents the proportion of the cancer clauses found among 
the all. Fig. 9 depicts the recall performance of the term 
weighting methods on the dataset. The recall result is similar to 
that of the macro-average F1. It also shows that supervised 
term weighting methods are superior to traditional term 
weighting methods for the baseline. After applying the 
proposed term weight factor wf, the overall performance is 
enhanced. Given that the performance increase is often more 
than 200%, the proposed method is significantly meaningful in 
capturing all the cancer clauses in the medical domain. There is 
no big performance difference in recall between the cases with 
PageRank and without PageRank. Among the term weighting 
methods, tf.idf showed the best performance (0.6582) after 
applying proposed term weight factor as in the case of F1. 

The performance comparisons in F1 and recall clearly show 
that the idea of using the external data works well when it is 
implemented with the proposed term weighting methods. It is 
effective for classifying clauses for the cancer and non-cancer 
categories when the training data is imbalanced and many 
content terms exist in both training sets. When wf is applied, 
tf.idf always shows the best result among all the term weighting 
methods. This indicates that the term weights that are not 
overly trained with the positive and negative training instances 
are more susceptive to the positive impacts of using the 
external data for additional evidence for the cancer category. 
While the proposed method of using the external data also 
works for the term weighting methods using the positive and 
negative training instances, the effect is not as great because of 
the overfitting. 

 

VI. CONCLUSION AND FUTURE WORK 
We tackled the problem of categorizing clauses in 

radiology reports into the cancer and non-cancer classes. 
Because of the data characteristics, data imbalance and content 
terms appearing in both of the classes, it is difficult to 
categorize them correctly. To solve the problem, we proposed 
a term weighting approach exploiting some cancer related 
external data, from which, we calculated term weight factors 
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Fig. 8. Macro-averaged F1 results showing the benefit of using 

external data and using the PageRank-like algorithm for training
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Fig. 9. Recall results showing the benefit of using external data 
and using the PageRank-like algorithm for training 

TABLE IV. TERM WEIGHTS FOR THE CANCER AND NON-CANCER CLASS 

 lymphatic  
disease 

neoplasm  
metastasis 

lipiodol 

 C NC C NC C NC gh� ijh 2.56 2.56 2.16 2.16 1.38 1.38 gh� kl 2.97 1.11 2.56 1.17 1.74 1.45 gh� lh 1.58 1.58 1.41 1.8 1.15 2.66 gh� mlh 1.11 2.97 1.07 3.43 1.02 4.78 gh� nlkm 0.013 0.002 0.017 0.010 0.018 0.236 
* C : Cancer Class, NC: Non-cancer class 
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considering terms co-occurrence statistics with and without 
the extended PageRank algorithm. 

The overall performance was improved significantly over 
the baselines of using different term weighting methods when 
the proposed term weight factors were applied. The best 
performance was achieved with tf.idf in macro-averaged F1 
(0.7076) and recall (0.6582), which were better than those of 
the weighting methods considering both presence of absence of 
terms in positive and negative training instances. Through the 
experiments, it was shown that the proposed approach indeed 
alleviates the problems occurring with the data imbalance and 
ambivalent terms. The size of the data is relatively small, due 
to the nature of the domain, but it in fact helped making the 
data imbalance problem visible and observing the effect of the 
external data clearly. Although our work was focused on the 
cancer 'hepatocellular carcinoma' in radiology reports, we 
believe that this approach can be adapted for other domains 
where the problems of data imbalance and data sparseness 
occur. 
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