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A BST R A C T  
Problem solving knowledge is omnipresent and scattered on the 
Web. While extracting and gathering such knowledge has been a 
focus of attention, it is equally important to devise a way to 
organize such knowledge for both human and machine 
consumption with respect to task goals. As a way to provide an 
extensive knowledge structure for human task goals, with which 
human problem solving knowledge extracted from Web resources 
can be organized, we devised a method for automatically grouping 
and organizing the goal statements in a Web 2.0 site that contains 
over two millions how-to instruction articles covering almost all 
task domains. In the proposed method, task goals having 
semantically and task-categorically similar action types and object 
types are grouped together by analyzing predicate-argument 
association patterns across all the goal statements through 
bipartite EM-like modeling. The result obtained with the 
unsupervised machine learning algorithm was evaluated by means 
of a human-annotated data set in a sample domain. 

Categories and Subject Descriptors 
H.1.2 [User/M achine System]: Human Factors and Human 
Information; I.2.7 [Natural Language Processing]: Language 
understand and Text analysis. 

General T erms 
Algorithms, Human Factors, Languages 

K eywords 
Problem-solving knowledge, Human goals, Human goal grouping, 
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1. IN T R O DU C T I O N 
-solving knowledge is omnipresent 

and scattered on the Web. Extracting such knowledge from Web 
resources and making it available for easy access have recently 
been a focus of attention [8, 13, 16, 17, 20, 25] as it has become 
more and more important to provide daily problem-solving 
knowledge in the right place at the right time. In particular, step-
by-step instructions for achieving specific tasks would be of great 
help for solving real-life problems, as instructions are already in 
the form easily understandable by people and simply convertible 
into a format accessible for intelligent agents. When every piece 
of experiential problem solving knowledge is indexed with the 
context within which the corresponding instructions can be 
executed, it becomes possible to track down the goal of an action 

through abductive reasoning even under an unexpected situation. 
Nonetheless, the most immediate utility of such knowledge would 
be to find out the exact procedure to follow when the goal is 
explicit and known in advance. Thus, the key functionality of a 
problem-solving knowledge base is to give an effective way to 
search and access a relevant goal and provide the instructions to 
achieve the intended goal. 

In order to provide such an access mechanism, it is of utmost 
importance to understand the following three issues: 1) what 
human goals are extractable from online sources, 2) in what form 
the goals are expressed, and finally, 3) how should the goals be 
organized to facilitate easy access. Evidently, knowledge on 
human goals would enable intelligent agents to understand the 
goals and problems of each user and provide useful solutions for 
the respective problems. Because of this critical importance, early 
AI work as well as more recent research addressed the last of the 
aforementioned issues, the problem of organizing goals, by 
attempting to itemize each goal and manually constructing 
taxonomies [5, 18, 21]. In an attempt to utilize the abundant, ever-
increasing textual resources, relatively recent approaches 
addressed the first and second issues by trying to acquire user 
goals in search query logs [10, 23], extract human goals from 
weblogs [12], analyze user intent by enriching human goal 
category taxonomy [11, 24], and construct a situation ontology 
from procedural instructions [9]. 

The focus of our work is on the second and third issues with an 
aim to provide an effective access and/or search method for a 
large number of human goals across many domains. Our position 
is that while the process of extracting, gathering, and representing 
various types of knowledge is important [9 12, 14, 15, 23, 24], it 
is equally important to devise a way to organize such knowledge 
with respect to task goals in a format intended for both human and 
machine consumption. Instead of manually building a hierarchical 
taxonomy of human goal categories [5, 18], we attempt to 
automatically integrate and organize the goals captured from a 
huge collection of how-to articles on eHow, a know-how sharing 
Web 2.0 site. The main thrust of this paper is thus to show how 
task-oriented human goals can be mined from procedural 
instructions/how-to articles and how they can be organized to 
contribute to the construction of an effective human goal-based 
knowledge probing framework.  

More precisely, we propose a method for automatically grouping 
and organizing the goal statements in eHow.com, a freely 
accessible site currently holding more than two million how-to 
articles contributed by individual users including experts. The site 
covers almost every domain of daily lives and the number of 
articles is still growing. Examples of goals extracted from step-by-
step instructions are: How to buy a cheap house How to 
have a healthy body How to submit a report on How do 
I change a battery for ?  While most of the goals 
take the form of How to , other forms are also used as in the 
last example. 
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The site has over 10-year history of running it as a platform for 
sharing how-to knowledge on the Web. Owing to its evolving 
nature and the growing number of interactions among users, the 
content is expected to be rendered more accurate, highly 
achievable, and easier to understand in the future, making them a 
solid basis for knowledge of humans  task goals in various 
domains [19]. As such, the process of extracting and organizing 
human task goals out of this resource is by no means a one-time 
effort. As improvements are made to the content and the 
methodologies, the quality of the resulting knowledge base will 
also be enhanced. 

The primary goal of the proposed method is to identify and 
collapse the task goals with the same or similar meanings but with 
different expressions and additional modifiers. In addition, we 
attempt to group the goals with related action types and target 
object types although they may not be semantically similar to each 
other. By analyzing predicate-argument association patterns 
across all the goal statements in the whole collection, we were 
able to group task-categorically related goals, f 

expressions represent the in various forms 
and generality levels because 

the verbs indicating 
the meaning of removal. By associating the verbs and targets, we 
can conjecture that they are semantically and task-categorically 
similar to each other. 

We propose an EM-like algorithm for a bipartite association graph 
between predicates and arguments of goal statements. As in the 
EM algorithm, we have a step for predicate-argument association 
calculation and another step for grouping the calculated 
associations. An initial grouping on the argument side may affect 
the next grouping on the predicate side, and vice versa. The more 
iterations performed with the bipartite EM modeling, the more 
goal statements grouped with less inter-goal coherency. To assess 
the result obtained with this unsupervised machine learning 
algorithm, we measured precision and relative recall of the 
automatically grouped goals by means of a human-annotated data 
set in a sample domain. 

Our contribution is three-fold: 1) conception of human goal 
mining and grouping with a large collection of how-to instruction 
articles; 2) development of an automatic method for the task of 
goal grouping; 3) validation of the method with human judgments 
on a sample domain. 

2. R E L A T E D W O R K 
There are some web-scale open information extraction systems. 
KnowItAll [6] is a monumental effort to extract large collections 
of fact from the Web in an autonomous, domain-independent, and 
scalable manner. Built on top of a search engine, it used domain-
independent rule templates and found a large number of facts. It 
associated a probability with each fact using web-scale statistics. 
As a successive work, the concept of Open IE from the Web was 
proposed with TextRunner [2], and other improved systems were 
also proposed [3, 7, 26]. We have a similar goal of constructing a 
large, domain-independent knowledge base but the approach is 
radically different in that our focus is on experiential knowledge 
obtainable from how-to instructions. 

In the AI community, the term commonsense  is used in a 
technical sense to refer to countless basic facts and understandings 
known to most people. And because of the fact that such 
knowledge is believed to be commonly shared among people, it is 
left out in everyday communication. In order for machines to fully 

understand text, however, we need to provide them with 
commonsense knowledge. There have been streams of research 
that attempted to build commonsense knowledge. Ongoing 
research projects such as CyC [14] and ConceptNet [15, 22] aim 
to capture human goals along with other commonsense knowledge. 
None of the previous research, however, has attempted to 
organize human goals automatically and exhaustively. 

Human goals are particularly important in understanding human 
behavior, and they shed light to a set of challenging research 
problems, e.g. goal recognition from people s actions or reasoning 
about people s goals [21]. Yet we do not understand well how 
human goals are structured and organized [1]. In an attempt to 
better understand human goals, several researchers developed 
taxonomies. One of the most well-developed is a hierarchical 
taxonomy [5], based on manual similarity judgments of 135 goal 
categories collected from the literature, which was later 
complemented to include 161 motives [18]. 

Furthermore, researchers interested in automatically analyzing 
and annotating textual resources with human intent, i.e. human 
goals provided methods and made various findings in simplified 
settings, e.g. transcripts of speeches given by US presidential 
candidates in 2008 [11, 24]. Search query logs were tested as well 
to address the goal coverage problem associated with acquiring 
knowledge about human goals [23]. The findings suggest that 
human goals extracted from search query logs cover a vast range 
of topics and levels of granularity. Human goals discovered with 
such method were used in automatically constructing hierarchical 
structures by applying clustering techniques [10]. 

Jung et al. [9, 19] converted how-to instruction articles into 
instances of a situation ontology model that consists of a goal, 
action sequence, and contextual ingredients that include location, 
time, and object. They also considered human goals in how-to 
instruction articles and proposed a goal normalization method. By 
searching with each title of wikiHow articles as a query and 
retrieving eHow articles and filtering out with the string similarity, 
they formed goal classes. While similar in motivation, our work is 
based on contextual similarity of predicates and arguments for 
more accurate and comprehensive goal grouping. 

To the best of our knowledge, our work is unique in the sense that 
it studies the potential of online how-to instructions as a source 
for web-scale problem solving knowledge. In this paper, we aim 
to contribute to research on knowledge acquisition and 
management, in particular, dealing with human task goals for 
web-scale problem solving knowledge. We show how task-
oriented human goals can be mined from the how-to articles and 
organized in a more advanced way to result in an effective human 
goal probing framework. 

3. D A T A C H A R A C T E RIST CS 
While there are other available Web resources, we chose to focus 
on eHow because it has the largest number of how-to instruction 
articles and there are so many goals with different expressions and 
granularity that it needs to be arranged in an effective and 
efficient manner. The website is an online community dedicated 
to providing visitors the ability to devise, share, and discuss 
instructional problem solving solutions for daily tasks. It covers a 
wide variety of topics organized into a hierarchy of categories, 
and its top categories are: automotive, technology, home, style, 
food, money, and health. How-to articles on the site are created by 
professional experts and casual users. 



A unique characteristic that the eHow articles share is that the 
majority of the titles on the articles are expressed in terms of how 
to do something  or how to do something under a certain 
condition , which can be substituted with to do something . We 
found that approximately 94% of the article titles in the sample 
domain are expressed in such a form (See Figure 1). The second 
frequent expression form is a noun phrase like huffy backboard 
installation instructions , 

, which is followed by an interrogative form like 
do I install cartridges?  and  Noun 
phrases, interrogative sentences, and verb phrases take up about 
2.7%, 1.8%, 0.7%, respectively. Examples of verb phrases are: 

 and . 
Other remaining forms like  and 
Bluetooth API  take up very small portion. 

 
F igure 1. Ratio of expression forms in the F itness  Category 

We treated the most frequent expression form how to do 
 as a canonical expression style and developed a 

module to process the goal statements of the form. The canonical 
expression style has a verb phrase carrying an action meaning, 
and can have an object or a complement carrying a target meaning. 
The method for detecting its predicate and argument pairs is 
described Section 4.1. 

The goal statements of the noun phrase, interrogative, and verb 
phrase forms were converted into the canonical form. For noun 
phrase forms, we captured a nominalized verb in front of the 
keyword set indicating instructions like instruction , direction , 
tutorial , technique , and tips . For example  is 

extracted from an expression  home 
. We then applied a stepwise verb restoration process 

using WordNet and nominalization/verbalization entries from a 
Web dictionary. Also captured in the process is an argument for 
each restored verb so that the original expressions can be 
converted into the canonical expression style (e.g. 

 is converted into how to 
assemble a home aquarium ). For a statement in the interrogative 
form, we detected a head verb and its argument by using a 
dependency parsing result and generated a canonical expression 
(e.g.  is converted into how to 
help poor people ). In case of the verb phrase form, we took the 
first verb and captured an argument to generate a canonical 
expression. The total number of converted expressions is shown 
with #Converted  in Table 1. 

In the conversion process, we excluded expressions without any 
verb or nominalized verb (e.g. 

). If expressions of this type were to be changed into 
the canonical expression style, they would require an inference 
process for finding the most appropriate verbs from other 
information sources, which may cause a word sense 
disambiguation problem. Table 1 shows the statistics about how 

many eHow articles have been processed for each domain. Due to 
the limit of space, multiple categories are merged into a single 
row. See the #Excluded  column in Table 1. 

Table 1. Statistics about the processed and excluded articles 
for all the domains in e How 

Category # A rticles # To-do-
something # Converted  # Excluded  

Computers, Software, 
Internet 323,289  173,561 7,534 5,749 

Home Building, Design, 
Safety 307,277  241,943 14,174 8,225 

Culture, Holidays, Hobbies, 
Weddings 238,143  294,721 15,767 10,190 

Business, Investment, 
Personal Finance 153,458  178,291 8,834 4,866 

Arts, Entertainment, Music 149,426  120,324 5,482 2,356 

Family, Parenting, Pets, 
Plants 135,909  198,622 13,014 10,719 

Cars, Car Repair 108,386  85,033 4,842 3,618 

Healthcare, Fitness, Sports 103,758  185,052 8,932 4,109 

Education, Careers, 
Employment 103,717  71,849 3,146 1,267 

Electronics 101,403  39,549 1,507 772 

Food, Recipes 63,553  47,468 2,259 2,286 

Fashion, Beauty 62,406  173,561 7,534 5,749 

Total 1,850,725 1,702,922 90,333 57,470 

4. G O A L E XPR ESSI O N O R G A NI Z A T I O N 
The aim of our goal expression organization is to enable access to 
a bunch of human task goals that are semantically or contextually 
related, so that users  information access experiences would be 
enhanced. We regard two separate goals occurring in a similar 
context to be in the same group as well as those accompanying 
similar types of targets or actions. For example, not only 
replacing engine oil and removing air filter can form a group but 
also copying a movie, transferring a file, and burning a CD can be 
placed in another group. In a technique like market basket 
analysis (also known as affinity analysis), closely related goals 
with different actions and objects allow users find their 
serendipitous and ultimate needs. 

Our goal grouping method began with our observation that the 
predicate-argument skeletons within goal expressions are essential 
to identifying related actions and targets. By modeling each 
expression as a predicate-argument pair, it becomes possible to 
capture the central content at the surface level. Ultimately, this 
predicate-argument skeleton plays a key role in finding the goal 
groups and also in measuring the closeness between action types 
and object types.1 

4.1 Predicate-A rgument Detection 
Because idiomatic verb phrases can create confusion in 
recognizing the predicate boundary and the true arguments, it is 
necessary to handle them at a preprocessing step. To this end, we 
define an idiomatic phrase as an expression of two or more words 
carrying a single conceptual meaning which can be captured as a 
single unit. It is supposed to form a relational phrase connecting 
                                                                 
1  The final output of our approach and annotated dataset is 

available at http://jihee.kr/research/goal-organization/ 



into an argument and be used frequently among Web users, which 
means that it is accepted by the general public in expressing a 
singular verbal meaning. For example, get rid of  would be an 
idiomatic phrase whose meaning is to remove something. 

Processing idiomatic expressions, we assume an idiomatic phrase 
starts with a verb and can be substituted with a verb in the verb 
list collected by extracting all the first verbs from the goal 
statements in the whole how-to collection. For suitability, we used 
online Roget s 21st Century Thesaurus 2  and identified the 
substitutable expressions by searching a verb and retrieving all the 
thesaurus groups. In this process, we obtained 11,515 distinct 
verbs from the whole instruction collection and 15,456 distinct 
thesaurus groups retrieved from the Roget s Thesaurus homepage. 

Using the thesaurus groups, we set the predicate boundary by 
finding the longest verb phrase starting with the first verb that 
exists in the thesaurus group. But our predicate boundary 
detection module has an assumption that verb phrases are 
contiguous. For example, put on  is captured from put on 
something  but only put  is captured incorrectly from put 
something on . This problem would be covered by consideration 
of word linkage patterns in dependency parsing. 

For more meaning-oriented predicate detection, we include the 
consecutive adjectives as part of a predicate because they are 
mainly past participles and make the meaning of the 
corresponding predicate distinctive (e.g. get fixed ). We also 
check that the verb phrase chunk is broken or not because a 
broken chunk should be recognized as a modifier of the argument 
(e.g. [get better] from depression  vs. get [better quality video] ). 

To detect an argument from a goal statement, we applied phrase 
chunking with OpenNLP3 and dependency parsing with ClearNLP4. 
After the predicate is detected, the first consecutive noun phrase 
without an adjective phrase or an adverb phrase is recognized as 
the argument phrase. Among the words in the argument phrase, 
we label the head word using the dependency graph. 

4.2 Predicate-A rgument G raph 

 
F igure 2. Predicate-argument bipartite graph structures 

From the detected predicates and arguments using the method 
described in Section 4.1, we construct a predicate-argument 
bipartite graph  where represent sets 
of predicate and argument nodes, respectively, and E represents 
edges (see the graph on the left in Figure 2).  Nodes correspond to 
                                                                 
2 http://thesaurus.com/ 
3 http://opennlp.apache.org/ 
4 http://code.google.com/p/clearnlp/ 

individual predicate and argument units, and a link between a 
predicate node and an argument node is established when they 
exist together in an actual goal statement. An edge has a weight 
that represents the number of times the predicate-argument pair is 
found in goal statements. There are 4,588 predicate and 777,978 
argument nodes with 1,175,110 edges in the whole graph. 

The graph on the right in Figure 2 shows a different view of a 
portion of the graph, where rectangles and ovals respectively 
represent actual predicates and arguments extracted from a set of 
goal statements. This argument-centered view illustrates how 
semantically and task-categorically similar action types can be 
identified with the predicate-argument bipartite graph. For 
example, install , fix , troubleshoot , and set up  can be 
grouped together because they have windows  as a common 
argument with a sufficient number of occurrences. Likewise, 
buy , open , start , and set up  can be grouped separately with 
business  as a common argument. Note that the predicates are not 

necessarily synonyms in a traditional sense but can be regarded as 
related actions or tasks. A great advantage of this graph-based 
analysis is that it allows us to identify a predicate (e.g. set up ) 
with multiple senses and form multiple groups. The same 
mechanism can be applied reciprocally to identify argument 
groups (e.g. linux , windows , and hard disk ) that share the 
same type of predicates as the context. Again the arguments are 
not necessarily synonyms but can be taken as related targets for an 
action type. 

4.3 G rouping Method 
We developed a method for finding the nodes that can be grouped 
together from a predicate-argument bipartite graph. As the first 
step, each predicate-argument pair is assigned a co-occurrence 
frequency, the number of edges in the bipartite graph. For each 
predicate node , a vector of association frequency values is 
formed by considering all the possible arguments. Similarly, a 
vector  for an argument node is created by using the number of 
links to predicate nodes.  

Using two sets of link vectors corresponding to the predicate and 
argument nodes, we proceed to group predicate and argument 
nodes separately. Two nodes on the same side of the bipartite 
graph are grouped together when they are considered close 
enough. Closeness of two nodes is measured using two criteria: 
how many associations a node has and how many links they share. 
The first one measures how much evidence each node has in the 
data whereas the second one is essentially the same as similarity 
between two vectors corresponding to the nodes being compared. 
They measure support and confidence, respectively. 

To be more precise, we first define Total Association Frequency 
(TAF) and Inverse Frequency Difference (IFD) for arguments, 
which correspond to the two criteria. 

 

 

where  represents the weight on an edge between an 
argument node and a predicate node in the whole predicate set P, 
which is the number of associations between argument  and 
predicate . Note that the two criteria are analogous to the 
concepts of term frequency (TF) and inverse document frequency 
(IDF) often used in information retrieval.  is 
now defined as follows:  



 

where  controls the relative importance of the two quantities. 
After closeness is computed for all pairs of arguments, we can 
build an association matrix for arguments, which is the basis for 
forming association clusters of arguments. Membership of an 
argument for a cluster is controlled by a threshold  whose value 
was set empirically as explained in the next section. Note that 
closeness between two predicates can be computed in the same 
way and that a threshold value for clustering predicates must be 
set separately. 

While predicates and arguments can be grouped solely based on 
closeness computed separately, the resulting (partial) clusters on 
one side must affect the clustering process on the other side. In 
fact, we use a result of argument clustering for clustering 
predicates, whose result is in turn used for argument clustering. 
This process is iterated until a certain condition is met. The idea is 
shown schematically in Figure 3.  

 
F igure 3. I terative bipartite E M-like model 

The iteration process begins with argument clustering where the 
single link strategy is used to include all the arguments in the 
transitivity closure. The main reason why we begin with the 
arguments rather than the predicates is because the bigger number 
of arguments is expected to give a more reliable clustering result 
to begin with. The resulting clusters are then used to convert the 
original bipartite graph to a new one with  where 
the superscript represents the iteration order. After the conversion, 
the weights on the edges are updated by using the sum of the 
occurrence frequencies on the edges connected to a predicate node 
from the cluster node. The second iteration goes on with the new 
graph to cluster predicate nodes and results in even smaller graph. 
This process continues until a terminating condition is met. Note 
that the clustering threshold  must be set separately for argument 
and predicate clustering and increased as the iteration continues so 
that a harsher criterion is met for further clustering.  

When the argument and predicate clustering process is done, we 
obtain a simpler bipartite graph where the numbers of predicate 
and argument nodes are much reduced. The way the initial 
numbers of arguments and predicates are reduced for different 
iterations is shown in Figure 4.  controls the difficulty of 
merging clusters. For the purpose of grouping goal statements, 
each edge in the final bipartite graph becomes a condensed goal 
statement around which all the variations of arguments and 
predicates can be shown. An example from Figure 2 would be 
{set up | fix | install | trouble shoot}{windows | unix | hard drive} 
that show a relationship between mega-predicate and mega-
arguments. The modifiers for the original arguments and 

predicates can be added for additional details when this goal is 
shown. 

 
F igure 4. The changes in the numbers of predicates and 

arguments with iterations for different  values 

5. E V A L U A T I O N 
We evaluated the proposed goal grouping method from two points 
of view. The first is to see its effectiveness in organizing the goals 
represented as predicates and arguments extracted from the titles 
(i.e. goal statements) of the eHow articles. Effectiveness is 
measured by precision and relative recall. The second is to see the 
coverage of the knowledge constructed by the method with 
respect to the human task goal categories defined in the literature. 

5.1 Effectiveness 

5.1.1 Experimental Setup 
Given the enormity of the eHow collection, we had to choose a 
subset of the available data for testing. To ensure that the goals 
have maximum commonality for maximal grouping effects, we 
chose a single domain category out of the 48 top categories in 
eHow rather than taking samples across many categories. We 
chose the Cars  category because we observed that its goal 
statements tended to be grouped well, making it easy to test the 
effect of goal grouping. More precisely, we ran a preliminary 
experiment where we applied the same goal grouping method to 
the entire eHow data set and found that the Cars  category gave 
the largest groups. This domain has 28,569 unique goals in eHow. 

Effectiveness of the goal grouping method was measured in terms 
of precision and recall. Precision is the ratio of the number of 
correctly assigned goals to the number of all the goals in a group. 
Recall measures the degree to which all the goals to be grouped 
together are actually found in an automatically formed group. 
However, building a complete ground truth even for the sampled 
data would be a humongous task because the number of goals to 
be checked for inclusion in every group is very large. Given that 
manual judgments for recall would be prohibitive, we decided to 
measure relative recall as explained below. 

In measuring relative recall, we do not need to have judgments for 
all the goals in the sampled dataset but still need to have a base set 
of judgments, which must include all the goals to be judged in a 
group. In this experiment, we introduced a coefficient that 
controls the size of clusters at every iteration step (see 5.1.2 for 
the exact meaning of ). By setting its value to 1.0, we obtained 
the largest possible clusters so that the number of goals to be 
judged becomes the largest within the experiment. As a result, 
recall values are not based on the entire collection but based on a 
relatively large and coherent sample of the goals. 



The 28,569 goals in the domain were grouped with the lowest  
value to generate 1,324 groups after three iterations, from which 
321 goal groups were actually used for evaluation because of the 
limited resource in human judgments. To ensure randomness for 
the sampling, every third group was chosen from the list of goal 
groups ordered by the density, i.e. the number of predicates and 
arguments grouped. The total number of goals in the selected 
groups was 4,107 for which the judgments with respect to the 321 
groups were made by three annotators. The result is used to 
measure relative recall for actual grouped goals. Precision for this 
base set was 0.643. 

Three annotators were employed to judge whether each grouped 
goal is properly included in the group and marked yes  or no . 
Since there is no explicit description about what a group means, 
they were instructed to start with the most frequently occurring 
goal (i.e. predicate-argument pair) and make a judgment for the 
second most frequent goal, the third most frequent goal, and so on, 
until all the goals in the group are evaluated. The average inter-
annotator agreement ratio calculated with Cohen s Kappa [4] was 
0.517, which can be interpreted as moderate but unconvincing. 
This is an indication that the task is somewhat subjective and 
difficult for reaching a consensus and that the goal grouping task 
is not easy for even humans. For the final ground truth, we 
regarded that a goal is properly grouped if two of the three 
annotators agreed. 

In one of the largest groups, for example, the most frequent 
predicate-argument pair was , against which 
566 other predicate-argument pairs were evaluated for correctness. 
They include: how to improve the m , how to 
get better mileage from a d , and how to get more MPG in a 

, etc. Note that the last two goals have entirely different 
predicates and arguments. 

Figure 5 shows the relative sizes of the goal groups formed by the 
method. It shows the long-tail effect in that a small number of 
groups have many goals included but the majority has relatively 
smaller numbers. Nonetheless, we believe that the numbers of the 
goals in the trailing groups are still very significant. 

 
F igure 5. The numbers of goals in the goal groups 

5.1.2 Experimental Results 
We first ran a preliminary experiment to set the weight of TAF,  
in (1) by varying the value from 1.0 to 2.0. In order to set the 
threshold values for argument and predicate clustering, the 
experimental result shows the relationships together in terms of 
F1, a harmonic mean of precision and recall. As in Figure 6, the 
best performance was obtained when  and .  

 
F igure 6. F1 scores for varying T A F and  values 

We also experimented with the number of iterations and different 
values of . Figure 7 shows the result where x-axis represents the 
number of iterations. The lines starts from the 0 iteration point, 
which is before grouping, and goes through the first clustering of 
arguments, denoted by 1(a), the first clustering of predicates, 1(p), 
and so on, all the way to the end of the third iteration. The 
coefficient   represents the rate by which the clustering threshold 
increases. It is necessary to control it because the closeness values 
for clusters tend to increase as the clustering step is repeated. It is 
multiplied to  to control the size of clusters and hence the 
size of goal groups. For example, the initial threshold value pair, 

, is increased to  at the second iteration 
step with . The higher , the more difficult to merge and 
increase the size of goal groups. 

As shown in Figure 7, the maximum F1 score we obtained was 
0.856 after the third iteration with  The graph shows that 
we obtained a slight increase in performance as we iterated the 
process when is greater than 1.4. But it became much worse 
when  is smaller. That is, it is important to control the process of 
merging clusters. There was no change in performance beyond 

 because no more merging was possible. 

Finally, we examined the effect of the number of iterations and the  
values on precision and recall, rather than F1. As we repeat the goal 
grouping process, recall must increase. Therefore, it is important to 
see how much of precision drops as we increase the number of 
iterations with different  values. The trend is shown in Figure 8 
where the points in each line represent precision-recall value pairs for 
different iterations. It should be clear that precision drops very rapidly 
for low  values (i.e. liberal merging) as we increase the number of 
iterations and thus increase recall. The rates of precision drops are 
much slower for the cases of . 

 
F igure 7. F1 scores for different iterations and   values 



 
F igure 8. Precision-Recall curves in variations  

on number of iteration 

Finally, we examined the effect of the number of iterations and 
the  values on precision and recall, rather than F1. As we repeat 
the goal grouping process, recall must increase. Therefore, it is 
important to see how much of precision drops as we increase the 
number of iterations with different  values. The trend is shown in 
Figure 8 where the points in each line represent precision-recall 
value pairs for different iterations. It should be clear that precision 
drops very rapidly for low  values (i.e. liberal merging) as we 
increase the number of iterations and thus increase recall. The 
rates of precision drops are much slower for the cases of 

. 

5.2 Coverage of G rouped Goals 
To verify the coverage of human task goals mined and grouped 
from the eHow collection, it would be useful to check how many 
of the 135 human goal categories derived from the psychological 
literature [5] are found in our goal knowledge base. However, 
there is a gap between the expressions used in the 135 human goal 
category labels and the expressions people actually use. For 
example, people tend to express the goal of achieving salvation  
as get into heaven  or convert to Christianity . In order to fill the 
gap, Strohmaier et al. [11, 24] proposed a method that utilizes 
Web search queries to enrich the goal category taxonomy and 
acquire indicative actions. Upon acquiring the dataset including 
descriptive phrases of 135 human goal categories from them, we 
managed to use the expanded goal instances so that it became 
possible to do exact matching between the instances and the goal 
expressions in the eHow articles. 

Table 2. How-to instruction article search result  
for the 135 human goal categories 

H uman goal # A rticle # G roup Relevant descr iptive phrases 

Exploring 5,344 2,623 to explore, to research 

Exercising 3,784 1,772 to drill, to practice 

Charity 3,135 746 to donate to, to make donations 

Educational degree 2,006 867 to graduate, to become certified 

Control over others 1,667 998 to direct, to be a manager 

 

Descendants 1 1 to leave an inheritance 

Living close to family 1 1 to keep the family close 

Own guidelines 1 1 to follow your own rules 

Pursuing ideals 1 1 to be idealistic 

Seeking equality 1 1 to fight for equality 

Total 29,213 13,685  

Among the 135 human goal categories, 128 (94.8%) were found 
matched with our dataset. This suggests that human goal 
knowledge constructed from this collection can cover about 95% 
of general human goal categories derived from the psychological 
literature. To give a glimpse of the goals retrieved, we show in 
Table 2 top five and bottom five goal categories in the list of all 
the categories retrieved and ranked by the number of instruction 
articles containing the category. Also shown is the number of 
groups per goal from the result of goal grouping. 

We analyzed the retrieval result in more detail and found that 120 
out of 128 retrieved goal categories were correct. The rest, 8 
categories, was judged to contain some errors due to an incorrect 
query or different senses of words (e.g. get wisdom  vs. get 
wisdom teeth removed ). An examination of the 7 goal categories 
not retrieved at all shows that those categories are mostly 
expressed with abstract vocabulary, which is very rare in practice 
(e.g.  and ). 

6. DISC USSI O N 
To the best of our knowledge, this work is the first to attempt to 
group human task goals across domains in a completely automated 
way without human intervention. Because of its stage, however, 
there are many unresolved issues to be explored in the future. 

There are many goals that are left ungrouped. Even in the test 
domain using the best parameters as in Figure 7, the number of 
ungrouped goals was about 6,000, which exceeds 20% of the total 
number of goals. The number can be decreased either by changing 
the parameters to group more predicates and arguments, but at the 
expense of a significant drop in precision for slightly higher recall. 
The closeness computation and clustering methods need to be 
investigated further. 

Another limitation of the current work is that we did not consider 
the polysemy issue. Although the current method has a potential 
to address the issue as alluded to in Figure 2, we did not take that 
into consideration for the current clustering and grouping 
processes. The present method takes the winner-takes-all  
strategy to put multiple senses of a predicate or argument to a 
single cluster not separated multiple clusters. 

Finally, the proposed method requires some tuning of the 
parameters although it does not require any training instances for 
grouping goals. Although the details are not reported, our analysis 
showed that the parameter values set for the current domain need 
to be changed in order for this method to be applicable to other 
domains. There should be an automated way to find optimal 
parameters for different domains. 

Nevertheless, our work sheds light on the possibility of 
constructing a practical knowledge base of human task goals and 
utilizing for human and machine consumption. By showing the 
related goals in an organized way, new goals can be suggested 
serendipitously. An immediate application of this kind of goal 
organization would be for information search based on human 
task goals. It should be also useful for human task recognition. 

7. C O N C L USI O N 
This paper describes our effort to automatically mine and organize 
human task goals from a huge how-to instruction collection. We 
propose a novel method for automatically grouping goals by 
means of automatically extracted predicates and arguments and 
iterative clustering of them. The experimental result using a 
sample data set in a chosen domain shows that the method is 
effective in grouping goals as the F1 score is as high as 0.856 with 



the best parameters under the limitation of the experiment. We 
also showed that the goals extracted and grouped as such covers 
most of the 135 human task goals generated in a psychological 
study. We believe that our effort is a meaningful beginning of 
constructing a human problem solving knowledge at web-scale as 
we showed that it is possible to collect and organize human task 
goals in a variety of domains suitable for daily living. 
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