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Abstract. Sentiment analysis requires human efforts to construct clue lexicons 
and/or annotations for machine learning, which are considered domain-
dependent. This paper presents a sentiment analysis method where clues are 
learned automatically with a minimum training data at a sentence level. The 
main strategy is to learn and weight sentiment-revealing clues by first 
generating a maximal set of candidates from the annotated sentences for 
maximum recall and learning a classifier using linguistically-motivated 
composite features at a later stage for higher precision. The proposed method is 
geared toward detecting negative sentiment sentences as they are not 
appropriate for suggesting contextual ads. We show how clue-based sentiment 
analysis can be done without having to assume availability of a separately 
constructed clue lexicon. Our experimental work with both Korean and English 
news corpora shows that the proposed method outperforms word-feature based 
SVM classifiers. The result is especially encouraging because this relatively 
simple method can be used for documents in new domains and time periods for 
which sentiment clues may vary.  
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1 Introduction 

Sentiment Analysis (SA) that usually determines positive or negative polarity values 
of text in online news, blogs, reviews, online communities etc. have drawn attention 
in many areas such as product or service reviews, election analyses, and issue 
detection [3,15,16].  Polarity decisions, often modeled as a classification problem, 
are affected by sentiment-revealing clues in sentences. As positive or negative 
opinions and feelings are sometimes expressed differently in different domains 
[2,13,14], however, sentiment clues are known to be domain-dependent. Therefore, 
sentiment classifiers need to be trained for new domains, or a clue lexicon needs to be 
constructed for or adapted to a target domain. When features are generated 
automatically for a machine learning approach, annotated examples are required. 

Needless to say, the same situation arises for different languages. While several 
sentiment-related resources have been developed manually or semi-automatically for 
English, such as SentiWordNet [17] and General Inquirer [16], it is difficult to find 
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such resources in other languages except for the recent development in NTCIR [18]. 
Even if some resources exist for non-English, such as Chinese and Japanese, their 
sizes are usually limited because of the human efforts required for building them. 

An alternative is to rely on machine learning approaches where sentiment clues or 
features are learned from polarity-annotated data, typically individual sentences, 
generated manually. It has been found that generating features is inferior to hybrid 
approaches where a clue lexicon is utilized for feature weighting [15]. In order to 
address the domain-dependency and labor intensiveness issues, some attempts have 
been made to learn new clues automatically for a new domain using existing ones in 
another domain [10]. The lack of resources (such as WordNet and thesauri) in 
different languages and domains obviously hamper not only research but also 
development of operational systems. 

In order to achieve an effect of using a clue lexicon, we devised a method of 
generating a maximal set of clue candidates with a minimal training set of polarity-
annotated sentences. Using this set of features for SA allows for a maximum recall 
but with low precision. In order to increase precision, we construct a classifier that 
employs several different types of features that are linguistically motivated, genre-
specific, and language-specific. No additional manual work is required to generate 
these features. 

We applied this “generate-and-test” method to online news articles for the purpose 
of selecting negative sentences. This functionality is critical for a contextual ad 
matching system that attaches advertisements to relevant news articles. If an article 
talks about a company or product with a negative sentiment, for example, the 
advertisement relevant to it should be suppressed. While it is not a big problem that 
the irrelevant advertisement is attached to the positive article, attaching an ad to an 
article that provides negative sentiment to the related entity would be detrimental. As 
such, SA in our work is equivalent to binary classification of a sentence between 
negative and non-negative (i.e. both positive and neutral) categories. 

2 Related Work 

There are two types of prior work in sentence-level SA: lexicon-based approaches and 
feature-based approaches using a machine learning method.  

Lexicon-based methods attempt to collect clues using synonym and antonym 
relations in a dictionary like WordNet [7] based on a set of seed opinion words [5]. 
Kim and Hovy [9] propose a bootstrapping approach that uses a small set of seed 
opinion words to find their synonyms and antonyms in WordNet and predict the 
semantic orientation of adjectives. However, these methods rely on manually 
generated resources which vary in different domains.  

Pang et al. [15] successfully applied a machine learning approach to classifying 
sentiment for movie reviews. Wilson et al. [12] also formulated sentiment detection as 
a supervised learning task. Instead of using word-based classification, however, they 
focus on the construction of linguistic features and train classifiers using Boostexter. 
Durant and Smith [4] applied multiple text categorization models, Naïve Bayes and 
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SVMs, to classification of political blog posts. Machine learning approaches have to 
rely on human efforts in annotation, which often determine their performances. 

Recently, Melville et al. [11] present a machine learning approach that overcomes 
the problem of constructing training data or lexicons by effectively combining 
background lexical knowledge such as a lexicon with supervised learning. They 
construct a model based on a lexicon and another trained on labeled data. Then a 
composite multinomial Naïve Bayes classifier is created to capture both models. Fan 
and Chang [6] utilize hybrid sentiment classification to contextual advertising. They 
apply a dictionary from [5] to assign each word a weight (strength) in either a 
positive, negative or objective direction. 

The aforementioned methods are based on flat bag-of-features representation, and 
do not consider syntactic structures which seem essential to infer the polarity of a 
whole sentence. Subjective sentences often contain words which reverse the sentiment 
polarities of other words. Advanced methods have been proposed to utilize 
composition of sentences [1,8], but they use rules to handle polarity reversal. 

3 The Generate-and-Test Approach 

The overall strategy is to follow the “generate and test paradigm”: we first generate a 
maximal set of negative clue candidates to identify potentially negative sentences, and 
then test whether each sentence is truly negative by means of a classifier at the second 
step. In other words, the set of clue candidates is generated in such a way that all 
possible negative sentences are identified for maximum recall. Some non-negative 
sentences are then filtered out as a way of enhancing precision by training a binary 
classifier with negative and non-negative categories.  

As in Fig. 1, the annotated data are used at the training stage to generate a maximal 
set of candidate clues and learn a classifier. For clue candidate generation, we take a 
simplistic approach: all the words in the negative sentences in the training set are 
assumed to be candidates, without any pre-constructed lexicon. For the classifier, we 
devised new feature types because mere inclusion of candidate clues or even a fine-
tuned clue set, which is difficult to construct to begin with, does not guarantee that the 
sentence carries negative sentiment. The main novelty of our approach lies in the idea 
of using very general, almost domain-independent clues extracted from a small 
training data set for the “generation” step (i.e. as a recall device) and train a classifier 
with linguistically-motivated, genre-specific features of the same training data set for 
the “test” step (i.e. as a precision device) where the maximally generated sentiment 
sentences are classified into negative and non-negative.  

When a new input sentence is entered at the SA stage, it is checked to see if it 
contains at least one negative clue. The goal is not to lose any negative sentences. If it 
passes the test, it is sent to the classifier for final appraisal, where many sentences are 
filtered out at this step for higher precision. Further details are found in Sections 3.1 
and 3.2. 
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Fig. 1. Overview of the two-stage method using the “Generate and Test” paradigm 

3.1 Candidate Clue Set Construction: “Generation” Step  

As our goal is to contain all negative sentences at the SA stage, we attempt to select 
words that have a potential to become true negative sentiment clues, which are words 
or phrases that cause positive or negative sentiment [2], in the given domain. As such, 
the candidate clues are generated from the training data where negative and positive 
sentences are tagged. For an individual word appearing in a polarity-tagged sentence, 
we apply the following relatively simple heuristics:  

- The word w should occur in the training data in a sufficient number of times to be 
a significant clue: 

  (1)

The threshold is determined empirically; it is set to be as large as possible 
provided that the resulting clue set identifies most of the negative sentences in the 
training set. In our experiment, it was set to be 0.1% of the total number of 
sentences.  

- The word w should occur more often in sentiment-containing sentences (negative 
in this case) than in non-sentiment sentences. This condition attempts to ensure 
that w has negative sentiment. / 0.5  (2)

where n(w) is the number of occurrences of w in the training data. 
- The word w should not appear in both positive and negative sentences:  / 1  (3)

where npos(w) and nneg(w) are the number of occurrences of w in positive and 
negative sentences, respectively. 

The goal of applying the heuristics is to collect a set of clues that detect most 
potentially negative sentences. Since the process is close to that of feature selection, 
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where the goal is to optimize the classification result, we compared the method with 
other well-known feature selection methods as in reported in the experiment section. 
Note that the use of simple heuristics coincides with our motivation to minimize 
resources for SA. 

3.2 Sentiment Classifier: “Test” Step 

Given a clue-containing sentence, the classifier determines if it belongs to the 
negative or non-negative category. We chose to use an SVM classifier since it shows 
the best performance in binary classification. Since the first-cut sentences were 
selected based on the crude set of clues, the classifier at this step must use more 
sophisticated and carefully designed features for a finer level testing. We consider 5 
types of features constructed out of the clues considered at the “generation” step: 2 
basic features, 2 syntactic features, and 1 related to a language-specific property.  

Basic Features. One of the two basic features is the number of negative sentiment 
clues in a given sentence. The more clues it contains, the higher probability it has for 
the negative sentiment class. The other is the clue weights that discriminate among 
the candidate clues. We employed three types of clue weight calculation methods:   

- Simple frequency ratio: It is the ratio of the count of negative-sentiment sentences 
containing the word w to that of all the sentences containing it: 

 (4)

- Z-score: It measures how many standard deviations an observation is above or 
below the mean. The clue weight can be calculated based on Z-score. Table 1 
shows the contingency table, and we assume that the frequency of word w is under 
a binomial distribution. The probability of the word w can be calculated as: 

   (5) 

The expected number of occurrences of w in the negative sentence set and the 
variance are as follows:  

 (6)1  (7)

Then Z-score for a clue weight is computed as: w  1  (8)

Table 1. The contingency table for the word w 

 Neg ~Neg 
word w A B 
not w C D 

 a+c b+d 
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- Chi-square statistic: It indicates how much different the distribution of observed 
frequencies and the expected distribution are. Instead of means and variance, it 
uses frequencies. The chi-square statistic for a clue weight can be estimate as 
(using the same contingency table): 

  (9)

Syntactic Features. The bag of word approach is known to have an inherent 
limitation for SA [1]. The first syntactic feature is chosen based on our observation 
that not all occurrences of clue words affect the sentiment of a sentence equally. In 
“Although they have failed to win approval from their fellow-members, they are still 
debating a number of ideas”, for example, the negative clue “failed” does not play a 
key role in determining the sentiment of the sentence because it is included in the 
subordinate clause. Assuming that the clues associated with the main verb and subject 
are most influential to determination of the sentiment in a sentence, we consider if a 
clue serves as part of the subject or main predicate. The corresponding syntactic 
feature is either absent in a sentence or has the weight that is the average of the 
weights of the clues that appear in the subject or predicate part.   

 

Fig. 2. Parsing result for a sentence containing a subordinate clause with the main predicate 

Another syntactic feature has to do with the nature of news articles, the majority of 
which report on something that happened or have been mentioned by somebody or 
some organizations. As such, there are many sentences using a quote like “… said …” 
and “… reported ...” as in “Analysts said the Swedish vote might encourage 
euroskeptics in Denmark”, whose parsing result is shown in Fig. 2. The parser tree 
shows that the main verb is “said”, and the main subject is “analysts”. Since the main 
theme appears in the clause “the Swedish vote might encourage euroskeptics in 
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Denmark”, the second syntactic feature has to reflect this phenomenon often found in 
news articles. Thus the feature is based on whether a clue appears in the nested clause 
when the primary predicate is one of those used as quotes. This feature overrides the 
first syntactic feature in that even though a clue appears in a sub-ordinate clause, it is 
considered a good clue if the main clause contains the quoting predicate.  

Language-specific Features. It is obvious that language-specific properties must be 
considered especially when syntactic features are considered.  In Korean, for which 
we developed a negative sentiment detector, many verbs take the form of noun+“do” 
or adjective+“be” (or a suffix) as in “비난하다” (bi-nan-ha-da) meaning “criticize” 
in the form of “비난 (bi-nan, criticism)”+ “하다 (ha-da, do)” and “지나치다 (ji-na-
chi-da) meaning “exceed” in the form of “지나치 (ji-na-chi, excessive)”+“다 (da, 
do)”. That is, a noun or an adjective is transformed into a verb with a suffix. The 
surface level part-of-speech information has to be analyzed further with a 
morphological analyzer to identify the POS for the component morphemes since an 
adjective is usually a stronger clue for sentiment analyses than a noun. As a result, 
POS-tagged words are used as features.   

4 Experiments 

The main goal of the experiments is to evaluate our SA method without having to use 
a pre-constructed clue lexicon. Our sub-goals are to understand the amount of data 
required to build a candidate clue set and to evaluate the classifier using newly 
devised features introduced to enhance overall effectiveness.  

4.1 Experimental Data 

Since there is no Korean data set for SA, we constructed a corpus consisting of news 
articles from commercial web portals over two years (Table 2). The periods of the 
training and test data sets were made different (one year each) deliberately to avoid 
content-overlapping and over-fitting for the classifier.  

Table 2. Summary of the news corpus 

 Training Data Test Data 
Period Jun. 2008 ~ May. 2009 Jun. 2009 ~ Jun. 2010 

# of articles 2,769 2,400 
# of sentences 45,343 30,406 

 
To annotate individual sentences for polarity values, we employed undergraduate 

students majoring in linguistics. Each sentence is tagged by two annotators. The 
agreement ratio was about 53%. When there was a conflict for a sentence, it was 
treated as neutral because neither was strong enough; in most conflict cases, one 
annotator gave a positive or negative value while the other thought it was neutral. The 
case where one gives positive and the other gives negative is very few (0.0026%). 
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Table 3 presents the annotation result. While the number of positive sentences is less 
than that of negative or neutral sentences, mainly due to the nature of news article, the 
imbalance is not a problem as our focus is on detecting negative sentences.  

For our English data, we used the NTCIR-8 MOAT Corpus [18] which contains 
5,967 sentences (the number of negative sentences is 737). Half of them from each 
topic were gathered and used for training and others for testing. 

Table 3. Annotation result 

 Training Test Data Total 
positive 2,072 (4.6%) 1,247 (4.1%) 3,319 (4.4%) 
negative 6,807 (15.0%) 7,028 (23.1%) 13,835 (18.3%) 
neutral 36,464 (80.4%) 22,131 (72.8%) 58,595 (77.3%) 

 45,343  30,406  75,749  

4.2 Experimental Result – Korean Data 

Candidate Clue Set Construction. To extract negative clue candidates, we should 
determine the threshold in such a way that the recall reaches close to 100%. For 
experiments, we firstly construct the maximal set of candidate clues from the training 
data. Table 4 shows how recall values change as the number of clues increases when 
applying these constructed clues to the test data. The precision values are shown just 
as a reference. It indicates that only 1,000 clues are sufficient to cover about 97% of 
negative sentiment sentences. Even if the number increased twice as large (2,185), the 
gain was negligible.   

Table 4. Recall performance changes incurred by different numbers of clues 

# of clues 
Negative 

Precision Recall F-measure 
61 0.3899 0.6148 0.4773 

460 0.2617 0.9256 0.4080 
1,000 0.2435 0.9747 0.3896 
2,185 0.2352 0.9947 0.3804 

 
The recall performance depends on not only the number of clues but also the 

number of documents from which clues are extracted. Fig. 3 shows that the recall 
values increase rapidly as the number of clues increases up to about 500 and then they 
reach to a plateau close to 100%. An interesting observation is that the number of 
documents does not affect the performance increase when it is more than 300. This 
indicates that most sentiment clues can be obtained with as small as 300 documents in 
news articles.  
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Fig. 3. Recall performance changes for different numbers of clues and docs containing them 

While a relatively small number of documents are sufficient for generating clue 
candidates to cover most negative sentences, the corpus of that size may not be 
sufficient to calculate appropriate weights for the clues. In order to find the proper 
number of documents for clue generation in newspapers, we extracted top 500 clues 
from different sets of documents, varying the numbers from 50 to 2,769 (maximum 
possible in the corpus). Table 5 shows the results obtained by running an SVM 
classifier with the basic and syntactic features. It indicates that it is not very helpful to 
increase the number of documents beyond 1,500, much smaller than the corpus size. 

Table 5. Performance changes for different numbers of documents in training 

# of clues 
Negative 

Precision Recall F-measure 
50 0.5474 0.3961 0.4597  

100 0.5623 0.4395 0.4934 
500 0.6104 0.5530  0.5803 

1,000 0.6202 0.5908 0.6051 
1,500 0.6217 0.6639 0.6421 
2,769 0.6253 0.6985 0.6599 

Table 6. Overall performance of the proposed method in comparison with word-based SVM, 
LM-based SVM, and LM-based Logic Regression (LR) 

 LR +LM SVM + LM SVM (word) Our method 

Neg. 
P 0.555 0.553 0.718 0.652 
R 0.693 0.692 0.540 0.721 
F 0.616 0.615 0.617 0.685 (+11%) 

Non-
Neg. 

P 0.591 0.588 0.632 0.688 
R 0.445 0.44 0.788 0.615 
F 0.508 0.503 0.701 0.649 (-7%) 
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Sentiment Classifier. We compared our proposed method of automatically 
generating clues automatically and subsequently using a few syntactic features against 
three other basic SA methods: word-based SVM, Language Model (LM)-based SVM, 
and LM-based Logistic Regression (LR). We used unigram features for LM. The 
main difference among the cases is that the other three methods do not attempt to 
extract clues separately but just use words as features.  

Though the results show both negative and non-negative cases, we mainly focus on 
improving the performance of detecting negative sentiment. While the word-based 
SVM gives a much higher F-value for the non-negative case, the three being 
compared against our method show similar results for the negative case. Our method 
outperforms all the others by about 11% in F and at the same time shows a reasonable 
performance for the non-negative case. 

Since it was not clear whether the increase was caused by the use of candidate sets 
or new features beyond the basic ones, we compared the proposed method against the 
one without generating the candidate clues. Note that the same feature generation 
methods were employed for both treatments. The performance increase 12.8% allows 
us to conclude that the difference comes from the overall strategy of automatically 
generating clues and expanding the features. 

Table 7. The effect of using clues (the same features were used for both cases) 

 Using the same features without clues Our method 

Neg. 
P 0.4863 0.6518 
R 0.8078 0.7208 
F 0.6071 0.6846 (+12.8%) 

 

 

Fig. 4. The effect of excluding one feature at a time 

In order to show relative importance of basic features (F1, simple frequency ratio, 
and F2, Z-score), syntactic features (F3, where or not the clue is associated with the 
main predicates, and F4 whether the clue is in the quoting predicates), and the 
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language-specific one (F5), we measured changes of classification performance 
caused by excluding one feature at time. As in Fig. 4, F1 and F4 features are the most 
important since the performance in negative sentiment was decreased most 
significantly. The effect of others cannot be disregarded because their performance 
was decreased at least with a small amount. The decrement of ignoring F4 is larger 
than that of F3. This means that the linguistic feature associated with the genre of the 
corpus, news articles in this case, is more important than the usual phenomenon. The 
feature associated with the Korean language (F5) had almost no effect. 

We compared the three types of weighting methods described in Section 3.2. In the 
experiment, both basic and syntactic features were used. As in Table 8, the 
performance differences are not significant but the Z-score method shows the best. 
We conjecture that the Z-score method works better than the others because it uses 
the extent to which a word frequency in negative sentences deviates from its mean 
without considering the value of d in the table, frequency of a word not occurring in 
non-negative sentences. Since the numbers of the contingency table are skewed due to 
the nature of the corpus, using only the frequency information for a word in negative 
sentences is more reliable 

Table 8. Comparison among three types of weighting methods 

 Simple Frequency Ratio Z-score Chi-squared 

Neg. 
P 0.6253 0.6443 0.6519 
R 0.6985 0.7047 0.6501 
F 0.6599 0.6732 0.6510 

4.3 Experimental Result – English Data 

As an attempt to show that the proposed method can be applied to SA in English, we 
ran experiments with the NTCIR8 sentiment corpus. We generate candidate clues 
from the training data in the same way and show how the recall values change as the 
number of clues increases. Table 9 shows that the maximum recall is 83% when we 
use all the available data in the corpus. This turns out to be too small to even cover all 
the necessary clues for the testing data. This means that the SA must be performed 
with a limited candidate clue set, which should be inferior to a manually constructed 
lexicon.  

Table 9. Sentiment classification performance changes with different numbers of clues 

# of clues 
Negative 

Precision Recall F-measure 
244 0.1274 0.6556 0.2134 
546 0.1304 0.7781 0.2234 

1,055 0.1329 0.8367 0.2293 
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Table 10. Overall performance comparisons with the NTCIR-8 corpus 

 SentiWordNet Our method 

Neg. 
P 0.5314 0.6702 (+26%) 
R 0.5957 0.4549 (-24%) 
F 0.5617 0.5419 (-3.5%) 

Non-
Neg. 

P 0.5410 0.5886 (+9%) 
R 0.4757 0.7770 (+63%) 
F 0.5062 0.6698 (+32%) 

 
Even with the limited candidate clue set, we developed the same SA module. The 

only difference was that we did not use the language-specific feature, which turned 
out to be marginally useful in Korean. The proposed method was compared against 
the case that uses a lexicon instead of our clues, SentiWordNet, which is a well-
known and widely used resource for English. Table 10 shows that our method gave a 
3.5% decrease in negative while the non-negative category obtains 32% 
improvements. The low recall in negative (0.4549) seems to be caused by the small 
number of clues, 1,055; the number of entries in SentiWordNet is about twenty 
thousand, from which 2,057 clues were actually used in our SA experiment. This 
result is particularly encouraging since the number of documents used to generate the 
clues is only 69, which yields only a 3.5% decrease in F-measure. The amount of 
effort required to build such a lexicon would be considerably more expensive than 
generating the small number of annotated articles. 

5 Conclusion and Future Work 

We proposed a novel approach to SA, which does not assume availability of a pre-
constructed clue lexicon. The experiments showed that the frequency-based and 
genre-based features were most valuable. The overall performance increase shows 
that our proposed approach is superior to that of machine learning approaches using 
language modeling. As a future work, we plan to devise more extensive ways of 
generating new features in different categories. 
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