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ABSTRACT 

This paper introduces machine learning methods for extracting 

targets and attributes and identifying associations among them 

from radiology reports written in Korean and English. In the 

target extraction task, conditional random fields are utilized with 

language and domain specific features. In the task of finding an 

association between a target and an attribute, a simple method of 

generating negative examples from positive examples is 

introduced and experimented with three different statistical 

classifiers. 
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1. INTRODUCTION 
A larger amount of medical text data that have been produced and 

accumulated in an electronic format using are broken down into 

two categories: biomedical text and clinical text [12]. Biomedical 

text indicates text appears in books, articles, newspapers, etc. On 

the other hand, clinical texts are generated by doctors while 

treating patients and often in electronic medical record (EMR) 

systems. Availability of the data provides both researchers and 

medical doctors with opportunities to learn new findings and 

improve the quality of their treatment. While lots of research have 

been carried out with biomedical text because they are well 

structured in many aspect, researchers more recently started 

paying attention to automatic extraction of medical knowledge 

from clinical texts.  

There have been some attempts to develop information extraction 

methods for radiology reports, one type of clinical documents, 

written in English [5, 6, 7, 9]. While the nature of clinical 

documents, such as ungrammatical sentences, short-hand 

expressions, and misspelling [12], makes it difficult to process 

text with natural language processing (NLP) techniques, there are 

some NLP tools that have been applied with some success. 

However, it’s not the case for radiology reports produced in 

Korean hospitals because they are written in a mixture of Korean 

and English. We address the problem of identifying medical 

findings from such radiology reports. 

We define a medical finding to consist of a target and one or more 

attributes. A target is defined as the main part of a finding to be 

explained, such as tumor, symptom of a tumor, and organ. An 

attribute is associated sub-information of a target, such as size and 

location. In this study, we have defined 10 attributes concerning 

information in HCC radiology reports:  attenuation, image, 

location, number, phase, prediction, recommendation, shape, size, 

and status. 

Our task of extracting medical findings consists of two parts: 

identifying targets and attributes separately and associating an 

attribute with a target. Since a report can have several targets and 

attributes, which may span over multiple sentences, our system 

attempts to generate all possible target-attribute pairs and check 

correctness of each pair. Given a report containing “Liver S2, S3 

에 걸쳐서 4 X4.5X 6cm 으로 measure 되는 peripheral portion 으로 

enhancement 가 되는 mass lesion 이 있음.” (There is a mass lesion 

spanning over Liver S2 and S3, whose size is measured as 

4X4.5X 6cm. It is under enhancement to a peripheral portion.), for 

example, the output would be <target>mass lesion</target>, 

<location>Liver S2, S3</Location>, and <Size>4 X4.5X 

6cm</Size>../ 

2. EXTRACTION SYSTEM  

2.1 Extraction of Targets and Attributes 
For extracting targets and attributes, conditional random fields 

(CRFs) [8], which showed promising performance in the name 

entity recognition (NER) task, are employed. CRFs are undirected 

graphical models for calculating conditional distribution of 

unobserved label sequences given an observation sequence. As 

investigated in [13, 14], we utilized generic features used in the 

NER task. The current word and two previous and next words are 

used as context features. For each word, orthographic features 

such as initial capitalization, mixture of digits and alphabets and 

so on are generated. However, the generic features cannot reflect 

idiosyncratic textual aspects of the Korean radiology reports. To 

accommodate them, we employ two features that depend on 

special dictionaries.  

The first feature comes from a Korean suffix dictionary. A Korean 

word consists of one or more morphemes. For example, 

“경계부위에는” (in the boundary region) is broken down into two 

morphemes: “경계부위” (boundary region) and “에는” (in/at). The 

latter type of morphemes, which serve as a case marker, always 
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appears at the end of a word. Since the case markers play an 

important role in identifying targets and attributes, we constructed 

a suffix dictionary consisting of such morphemes.  

The second feature type is generated from bilingual medical 

dictionaries that relate various expressions in Korean and English. 

We collected medical terms from the Web and categorized them 

into 16 domain dictionaries: common, musculoskeletal system, 

endocrine system, radiology, pathology, urinary system, 

neuropsychiatry, cardiovascular system, ophthalmology, digestive 

system, drug therapy, otolaryngology, clinical pathology, 

dermatology, nuclear medicine, and respiratory system.  

2.2 Target-Attribute Association 
Having extracted text units for targets and attributes, the next task 

is to associate an attribute to a target. This task can be regarded as 

determining whether a binary relation exist between a target and 

an attribute. Considering it as a classification task, we need a data 

set to train a classifier. Our manual annotation efforts were 

devoted to generating positive examples. On the other hand, 

negative examples are generated automatically by generating 

incorrect pairs from positive examples. For example, when (T1, 

A1) and (T2, A2) are true pairs (T1, A2) can serve as a negative 

example. The number of negative examples depends on how 

many sentences we allow for generating negative pairs because 

they can be generated from either the same sentence or different 

sentences. Sentence offset determines the maximum allowed 

distance to generate negative examples. 

For training, an example needs to be translated into a proper 

feature representation. We follow the feature representation 

scheme proposed in [2] where an example can be categorized into 

three pattern classes: Fore-Between, Between, and Between-After. 

Fore-Between presents words before a target and between a target 

and an attribute. Between considers only words between the pair. 

Between-After employs words between and after the pair. The 

Fore-Between category is essential in English because a 

preposition or conjunction between two entities may serve as a 

clue together with words coming before the first entity (Table 1). 

The Between-After category is necessary with the similar reason. 

Table 1. Comparison of Features for Relation Extraction 

Patterns in [2] 

Pattern Example 

Fore-Between 
interaction of  PTP-BL PDZ domains  with   RIL 

fore Ett1 b/w Ett2 

Between 
β-pinene     interacts with     the active site 

Ett1 b/w Ett2 

Between-

After 

Warfarin      and      Ciprofloxacin   Interaction 

  Ett1 b/w Ett2 after 

 

Patterns in This Paper 

Pattern Example 

Before 
약 2.3cm    round    mass lesion  

 fore Ett1 Ett2  

Between 
right portal vein    내부로    thrombosis 

Ett1 b/w Ett2  

After 
복강내       ascites     보이지 않음 

 Ett1 Ett2 after  

* 약: about; ~ 내부로: inside ~; 복강내: inside abdominal cavity; 

~보이지 않음: ~ not seen 

While the text we deal with is written in mixture of Korean and 

English, the sentential structure follows a Korean grammar more 

closely than English; many Korean words are replaced by English 

words and phrases. Sentences rarely contain English preposition 

or conjunctions. In Korean, furthermore, it is very rare that the 

relationship between two nouns is determined by words preceding 

the first or following the second one, together with those in 

between them. These properties make it meaningless to use the 

Fore-Between and Between-After features in our task. As a result, 

we simplify patterns to be one of the Before, Between, and After 

categories. For classification, naïve Bayes classifier (NBC) [11], 

maximum entropy (MaxEnt) [1], and support vector machines 

(SVM) [4] are utilized in our experiments. 

3. EXPERIMENTS  

3.1 Data 
We collected 100 radiology reports on HCC analysis written in 

2001 at Seoul National University Hospital. The reports contain 

textual descriptions of image analysis for CT. A medical record 

technician annotated targets and attributes, and associations 

among them. A radiology report consists of about 7.6 sentences 

and 90 words on average. 719 and 1,320 instances are annotated 

as targets and attributes, respectively. There are 1,320 positive 

examples for association task. 

3.2 Extraction of Targets and Attributes 
For extraction of targets and attributes, we utilized CRFs in Mallet 

[10]. 70 and 30 documents were used for training and testing, 

respectively. Tables 2 and 3 describe the performance with words 

and orthographic features along and with additional dictionary 

features, respectively. Subtle improvements were obtained over 

and above the use of ordinary features.  

Table 2. Performance with words and orthographic features 

Label Precision Recall F1 

Attenuation 0.9000  0.8182  0.8571  

Image 0.7000  0.5833  0.6364  

Location 0.6220  0.6529  0.6371  

Number 0.7500  0.5000  0.6000  

Phase 0.9655  0.9333  0.9492  

Prediction 0.7273  0.6667  0.6957  

Recommend 1.0000  0.1818  0.3077  

Shape 0.6667  0.5000  0.5714  

Size 1.0000  0.4571  0.6275  

Status 0.8571  0.5000  0.6316  

Target 0.6940  0.6480  0.6702  

Overall 0.7324  0.6500  0.6887  

 

Table 3. Performance with a dictionary & ordinary features 

Label Precision Recall F1 

Attenuation 0.9000  0.8182  0.8571  

Image 0.7000  0.5833  0.6364  

Location 0.6220  0.6529  0.6371  

Number 0.7500  0.5000  0.6000  

Phase 0.9655  0.9333  0.9492  

Prediction 0.6780  0.6667  0.6723  

Recommend 1.0000  0.2727  0.4286  

Shape 0.5000  0.5000  0.5000  

Size 0.9412  0.4571  0.6154  

Status 0.9231  0.5000  0.6486  

Target 0.7151  0.6531  0.6827  

Overall 0.7335  0.6536  0.6912  



 

3.3 Target-Attribute Association  
We used NBC and MaxEnt in Mallet [10], and SVMs in LIBSVM 

[3] for target-attribute association. In this task, we used 100 

documents with 4-fold cross validation. Table 4 shows the 

performance of target-attribute association where the offset is less 

than or equal to 4. The sentence offset means the range within 

which a candidate target-attribute pair can be chosen. Overall, the 

performance on positive labels is much lower than that on 

negatives across all the classifiers. It appears that identifying true 

positives is inherently a difficult task as the number of training 

data is quite small, not covering different cases. Table 5 shows the 

effects of varying sentence offsets. 

Table 4. Performance comparison among classifiers (offset<=4) 

Classifier Label Precision Recall F1 

SVM 
POS 0.5935 0.2829 0.3830 

NEG 0.8622 0.9586 0.9079 

NBC 
POS 0.3712 0.7822  0.5033 

NEG 0.9389 0.7172  0.8132 

MaxEnt 
POS 0.4045 0.2920  0.3387 

NEG 0.8572 0.9080  0.8818 

 

Table 5. Performance comparison on different sentence offset 

values (F1 score only)  

Offset Label SVM NBC MaxEnt 

0 
POS 0.3588 0.5034 0.4065 

NEG 0.8051 0.7451 0.7520 

1 
POS 0.3675 0.4635 0.3373 

NEG 0.8600 0.7891 0.8133 

2 
POS 0.3761 0.4926 0.3397 

NEG 0.8870 0.8104 0.8544 

3 
POS 0.3767 0.5066 0.3229 

NEG 0.9011 0.8115 0.8708 

4 
POS 0.3830 0.5033 0.3387 

NEG 0.9079 0.8132 0.8818 

 

4. CONCLUSION & FUTURE WORK 
In this paper, we address the problem of identifying medical 

findings from radiology reports written in a mixture of Korean 

and English. For the target and attribute identification task, we 

utilized the CRF-based labeling method together with dictionary-

based features as a way of handling ungrammatical expressions in 

both Korean and English. In the association task, we devised a 

method for generating negative examples from positive ones. 

Based on the unique characteristics of Korean expressions we 

observed, we simplified context features used in previous work 

for English text.  

This work is a part of our effort for cross-corpus information 

retrieval where the goal is to retrieves documents from the 

literature such as MEDLINE based on a query generated 

automatically from the a medical finding, for which our 

preliminary effort has been reported in this paper. For target and 

attribute extraction and association detection, we will have to 

enlarge the training and testing documents for more meaningful 

experiments, especially trying to understand the reasons for low 

performance on positive association finding and devise new 

methods. 

 

5. ACKNOWLEDGMENTS 
This research was partially supported by the 2nd stage of the 

Brain Korea 21 project and Basic Science Research Program 

through the National Research Foundation of Korea (NRF) funded 

by the Ministry of Education, Science and Technology (2010-

0028079). 

6. REFERENCES 
[1] Berger, A.L. et al. 1996. A maximum entropy approach to 

natural language processing. Computational linguistics. 22, 

1 (1996), 39–71. 

[2] Bunescu, R. and Mooney, R. 2006. Subsequence kernels 

for relation extraction. Advances in Neural Information 

Processing Systems. 18, (2006). 

[3] Chang, C.C. and Lin, C.J. 2001. LIBSVM: a library for 

support vector machines. (2001). 

[4] Cortes, C. and Vapnik, V. 1995. Support-vector networks. 

Machine learning. 20, 3 (1995), 273–297. 

[5] Gong, T. et al. 2009. Text Mining in Radiology Reports. 

Eighth IEEE International Conference on Data Mining , 

2008. (2009), 815–820. 

[6] Harkema, H. et al. 2005. Information extraction from 

clinical records. Proceedings of the 4th UK e-Science All 

Hands Meeting. (2005). 

[7] Heinze, D.T. et al. 2001. Mining free-text medical records. 

Proceedings of the AMIA Symposium. (2001), 254. 

[8] Lafferty, J. et al. 2001. Conditional random fields: 

Probabilistic models for segmenting and labeling sequence 

data. International Conference on Machine Learning. 

(2001), 282–289. 

[9] Mamlin, B.W. et al. 2003. Automated Extraction and 

Normalization of Findings from Cancer-Related Free-Text 

Radiology Reports. Proceedings of the AMIA Symposium. 

(2003), 420-424. 

[10] McCallum, A.K. 2002. Mallet: A machine learning for 

language toolkit. (2002). 

[11] McCallum, A. and Nigam, K. 1998. A comparison of event 

models for naive bayes text classification. AAAI-98 

workshop on learning for text categorization. 752, (1998), 

41–48. 

[12] Meystre, S.M. et al. 2008. Extracting information from 

textual documents in the electronic health record: a review 

of recent research. IMIA Yearbook of Medical Informatics. 

3, (2008), 128–144. 

[13] Nadeau, D. and Sekine, S. 2007. A survey of named entity 

recognition and classification. Lingvisticae Investigationes. 

30, 1 (2007), 3–26. 

[14] Settles, B. 2004. Biomedical named entity recognition 

using conditional random fields and rich feature sets. 

Proceedings of the International Joint Workshop on 

Natural Language Processing in Biomedicine and its 

Applications. (2004), 104–107. 

 


