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Abstract 
 

We propose an anaphor resolution based opinion 

holder identification method exploiting lexical and 

syntactic information. We tested our approach on 

online news documents and obtained 72.22% and 

69.89% in accuracy for the task of non-anaphoric 

opinion holder resolution and the task of anaphoric 

opinion holder identification, respectively. 

  

 

1. Introduction 
 

The web contains a wealth of opinions for various 

topics, but sifting through them is a daunting task [1]. 

Opinion mining on online news articles is challenging, 

since newspapers generally carry various opinions 

from very different people. Several researchers have 

attempted opinion mining on newspapers [2, 3, 7].  

The task of opinion holder identification is 

important since it helps to analyze how people think 

about social issues. Bethard et al. [4] proposed a 

semantic parser based system which identifies opinion 

propositions. Kim and Hovy [5] presented a Maximum 

Entropy ranking model using syntactic features.  

Solving the problem of coreference resolution for 

opinion holders is challenging since in newspapers 

there are many anaphors (e.g., the office) which 

indicates actual opinion holders (e.g., Foreign 

Ministry). The task of anaphor resolution, however, is 

not simple because there may be many possible 

candidates (e.g., demonstrative pronouns) between an 

anaphor and the proper antecedent. Moreover, the 

information “Bill gate supports A” is more valuable 

than “He supports A” As such, in this paper, we 

address the problem of identifying the actual opinion 

holder hidden in one of the previous sentences. 

We propose an opinion holder identification method 

based on an anaphor resolution technique [8], which 

maximizes the use of lexical and structural information. 

Hypothetically the process needs lexical clues (e.g. 

“said”) to enhance the performance of syntactic 

features (e.g., object) generally used in the previous 

approaches [4, 5]. We developed lexical and syntactic 

features used for anaphor resolution of noun phrases 

(i.e., opinion holder). Our system determines whether 

opinion holders are anaphoric or not and finds actual 

holders. We tested our methodology on online news 

articles collected by NTCIR-6 [6].  
 

2. Method 
 

2.1 System architecture 
 

Our system consists of two main components 

corresponding to the subjectivity classification and 

opinion holder identification. First we determine the 

subjectivity of a sentence, i.e., classifying a sentence 

into Opinionated or Non-opinionated. At the next step, 

the system identifies opinion holders including anaphor 

resolution. Since anaphoricity detection precedes an 

actual holder resolution [9], we first determine whether 

an opinionated sentence contains an anaphoric holder 

or non-anaphoric holder. After that, we identify actual 

opinion holders, i.e., selecting the most probable 

holder among candidates. The system proposes a 

statistical learning model based on conditional 

probabilities. We develop lexical and syntactic features 

for the model based on the training examples. 

After finishing all the steps, each sentence is 

associated with a triplet <Opinionated, Anaphoricity, 

Holder> where Opinionated expresses the degree to 

which the sentence includes an opinion, and 

Anaphoricity is the indicator of whether the opinion 

holder is anaphoric or not. The Holder element 

contains a string that represents the holder of opinions. 
 

2.2 Resolving coreference problem 
 

We postulate an opinionated sentence that has an 

anaphoric holder includes not only lexical clues such 

as definite articles, but also syntactic clues such as the 

distance from lexical clues. We employs SVM
light

[10] 

using features shown in Table 1. 
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Table 1. Feature set for anaphoricity detection 

Feature Description 

A1 NP + (no more than 3 words)  + seed verb  

A2 sentence starts with NP 

A3 “said” + (no more than 3 words)  + NP 

A4 NE + (no more than 3 words)  + seed verb  

A5 sentence starts with NE 

A6 “said” + (no more than 3 words)  + NE 

A7 the number of NE 

A8 the number of NP 

A9 sentence ending with question mark, “?” 

A10 NP + (no more than 3 words)  + verb  

A11 NE + (no more than 3 words)  + verb  

Others 
“Seems to me, I am of the opinion that, 

…” 
 

We used )?)(()|( +NounADJheTt  to recognize 

noun phrases. The first 3 features are used for 

anaphoric holders, and the next 3 are used for non-

anaphoric. Since frequently “said” carries the inversion, 

we particularly focused on it. However, we found that 

several opinions are carried by “the author” an implicit 

holder (e.g., “It is certain that the companies usually do 

not act.”) without explicit holders. To capture it, we 

added 10 more patterns such as “I am certain that” into 

the feature set (Table 1) for “the author”. As a result, 

we have a total of 21 features used by SVM to classify 

opinions into three classes: Anaphoric, Non-anaphoric, 

or The author. We additionally assume that named 

entities such as person (e.g. Steve Jobs) or organization 

(e.g. UN) would express their own opinions. MALLET 

Named Entity Recognizer1 (NER) is used. 
 

2.3 Identifying actual opinion holder 
 

In this section, we identify the actual opinion holder, 

i.e. selecting the most probable holder from the 

candidates list. We have two different lists depending 

on the results of anaphoricity: entities or opinion 

holders from the previous sentences (anaphoric); 

entities from the current sentence (non-anaphoric). 

To choose the most probable candidate, we develop 

a decision rule based on a probabilistic model that 

implements the intuition that a proper model is 

consistent with constraints driven by the context. Thus, 

we maximize the conditional probability, when a set of 

holder candidates },...,,{ 21 Chhh and the context e

are given as follows.  
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1 MALLET Project (http://mallet.cs.umass.edu/) 

where 
kf is a feature function (0,1) and 

kλ is the 

parameter indicating the weight of each feature 

function. The first formula describes that the 

probability of h  up to the given candidates and 

context, and the next line is the parameterization of the 

above. Since we assume that each candidate has the 

same probability, the given context is the most 

important factor. So, to rank the candidates depending 

on the given context, we should estimate the weight 

using the frequency based estimation. 

allk

Ok
k

Sinfof

Sinfof

#

#
=λ  

where allS is all opinionated sentences in the training 

set and OS is opinions which contain opinion holders 

described as kf . As a result, we count the number of 

opinions whose holders are recognized by the feature. 
 

2.4 Selecting training features 
 

In this section, we describe two groups of features 

(one for non-anaphoric and the other for anaphoric) 

which belong to the feature function in the learning 

model. According to our hypothesis, we develop the 

features based on syntactic patterns and lexical seeds.  

In the non-anaphoric feature set, we assume that a 

candidate is the holder if it is subject (N1). Even if it is 

not a subject, the distance between the candidate and 

verb is an important clue (N2, N4). N3 requires a 

passive sentence, and N5 denotes the case of inversion.  

Mostly if an opinion holder is anaphoric, the 

previous holder continues to express his opinion in the 

current sentence. We designed 5 features (Table 3). 
 

Table 2. Feature set for non-anaphoric holder 

Feat Description 

N1 sentence starts with candidate 

N2 the nearest candidate from verbs 

N3 pp + “by” + candidate 

N4 candidate preceding seed verb  

N5  “said” + candidate  

N6  “according to” + candidate 

 

Table 3. Feature set for anaphoric holder 

Feat Description 

R1 candidate is the nearest previous holder  

R2 candidate is the previous holder 

R3 the # equality between NP and candidate 

R4 candidate begins a sentence 

R5 candidate is the nearest from NP 
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3. Experiments 
 

3.1 Gold standard 
 

Developing the gold standard is an important task, 

since it influences performance evaluations seriously. 

Also, defining the gold standard for the opinion holder 

identification is complicated. Since only marked 

sentences as Opinionated can have their holders, an 

inconsistency between two annotations or among three 

annotations is an important issue. The amount of the 

cases where every annotation is inconsistent is not 

significantly large (i.e., 4% of whole opinions). 

Furthermore, selecting an answer or answers among 

multiple holders is important. Since some holders 

would maintain the same opinion, allowing how much 

overlapped between the standard and the system result 

(i.e., strictly exact or leniently partial matching) is 

critical. Thus, we determine that lenient standard is the 

case where one or more words are overlapped and 

strict standard is the case for the exact matching. We 

assume that opinion is anaphoric if at least one of its 

holders is anaphoric. We found about 38% of whole 

holders is anaphoric in the gold-standard, and only one 

gold standard exists for the anaphoricity classification. 
 

3.2 Results 
 

Our system accomplishes the following tasks. 

1. Anaphoricity classification (Anaphoric 

holder / Non-anaphoric holder / The author) 

2. Non-anaphoric holder resolution: ranking the 

candidates based on the features (Table 2) 

3. Anaphoric holder resolution: ranking the 

candidates based on the features (Table 3) 

 

In non-anaphoric holder resolution (Task 2), lexical 

clues (N3, 4, 5, 6) are dominant, whereas syntactic 

clues (N1, 2) are less effective. The highest (72.22%) 

is achieved when using all feature types. Since opinion 

holders are strongly linked to opinion seeds such as 

“insist,” certain lexical clues are more effective. 

 

 
Figure 3. Non-anaphoric holder resolution 
 

In anaphoric holder resolution (Task 3), our 

assumption, i.e. anaphoric holders would be previous 

holders, is reasonable. The combination of all features 

leads dramatically increasing performance. Our results 

have the significant difference between lenient 

standard and strict standard, since NER could not 

generate proper candidates such as “The ministry 

speaker, Ms. Barbara” but catch only “Ms. Barbara” 

 

 
Figure 4. Anaphoric holder resolution 

  
Table 4. Anaphoricity and holder evaluation 

Task Features Accuracy (%) 

Anaphoricity 
all 75.42 

syntactic only 40.12 

Opinion 

Holder 

all 70.85 (46.91) 

non-anaphor only 47.74 (32.72) 

 

Various features such as some particular phrases 

and the mixture of syntactic and lexical clues were 

utilized in anaphoricity classification (Task 1). Using 

syntactic features (A2, 5, 7, 8, 10, 11) alone is less 

effective than the case of using all features because the 

author is not clearly revealed by structural clues alone. 

Our method achieves about 48% enhancements over 

using only non-anaphoric features (Table 2) on lenient 

standard (strict evaluation put in the brackets). 
 

4. Discussion 
 

Our system can effectively identify opinion holders 

even if they are anaphoric. However, some errors are 

recognized. Most errors are related to the named 

entities hypothesis. In other words, we concentrated on 

named entities (proper nouns), but many holders are 

expressed by general nouns such as “31 smokers” 

A weak point is the dependency on lexical clues. 

Even though lexical features are effective, some 

opinions such as “Lewinsky is expected to 

acknowledge that she had a sexual relationship with 

the president.” carry no lexical clues. Perhaps we can 
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regard “is expected to” as a lexical clue, but its low 

frequency makes it difficult. Also, a particular location 

entity can be an opinion holder. As an example, “Seoul 

has demanded” has an opinion holder, “Seoul” (the 

capital of South Korea) which denotes “South Korea 

government” Thus, we will consider some non-animate 

entities as opinion holders in the future. 

Some problems exist with multiple holders. The 

ranking process can select multiple holders if there are 

two or more top scored holders. However, our learning 

model is weak in that it does not identify certain 

multiple holders, since the features are not optimized 

for multiple holders. A more complicated problem 

arises when opinions are expressed by both anaphoric 

and non-anaphoric holders.  

Apposition is also a source of problems. As an 

example, “Bill Gates” is acceptable for “The president 

of Microsoft, Bill Gates” However, the system result 

“Jackson” for “The singer, Jackson” is not acceptable, 

since “Jackson” is too ambiguous. Additionally, co-

occurrence frequency between “The singer” and 

“Jackson” can be a feature to revise certain error. 

In the anaphor resolution, antecedents are important. 

Though most anaphors indicate the holders in a 

previous sentence, some are mapped to the opinion 

holder in the current sentence. Selecting certain 

antecedent needs a more elaborated technique in the 

future. 
 

5. Conclusion 
 

In this paper, we describe a coreference resolution 

technique-based methodology to identify opinion 

holders by focusing on the use of lexical features. We 

experimented on online news articles and proved our 

hypothesis. The thrust is that we solved the task by the 

novel approach focusing on coreference resolution 

different from previous methods in this task. We 

contributed much effort to extracting lexical features 

relatively effective in news domain. 
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