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Temporal information plays an important role in natural language processing (NLP) applications such as 
information extraction, discourse analysis, automatic summarization, and question-answering. In the topic 
detection and tracking (TDT) area, the temporal information often used is the publication date of a message, 
which is readily available but limited in its usefulness. We developed a relatively simple NLP method for 
extracting temporal information from Korean news articles, with the goal of improving performance of TDT 
tasks. To extract temporal information, we make use of finite state automata and a lexicon containing time-
revealing vocabulary. Extracted information is converted into a canonicalized representation of a time point 
or a time duration. We first evaluated and investigated the extraction and canonicalization methods for their 
accuracy and the extent to which temporal information extracted as such can help TDT tasks. The 
experimental results show that time information extracted from the text does indeed help to significantly 
improve both precision and recall. 
Categories and Subject Descriptors: H.3.3 [Information Storage and Retrieval]: Information Search and 
Retrieval–Information filtering; H.3.4 [Information Storage and Retrieval]: Systems and Software– 
Performance evaluation (efficiency and effectiveness); I.5.4 [Pattern Recognition]: Applications–Text 
processing 
General Terms: Design, Experimentation, Performance [author:  Correct ? Please check the acm web page 
for the fixed list of General Terms] 
Additional Key Words and Phrases: temporal information extraction, event detection and tracking 

________________________________________________________________________ 

1. INTRODUCTION  
Temporal information plays an essential role in a variety of application areas in natural 
language processing and information retrieval. Question-answering systems need to 
provide an answer to a when-question, whereas information-extraction systems are 
often required to fill template slots for information regarding time (e.g., when the event 
took place). For these systems, temporal information is one of the final targets to be 
extracted. More recently, time-based automatic summarization has been studied as a 
relatively unexplored area [Allan et al. 2001], where temporal information is used to 
select key sentences from multiple news stories covering the same topic. Here, 
temporal information is a useful vehicle toward improved performance, rather than an 
ultimate target. 

Topic detection and tracking (TDT) is another area where a processing of temporal 
information is in high demand [Allan et al. 1998; Yang et al. 1998; Yang et al. 1999; 
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Parka et al. 1999]. The task is to track a particular topic/event or to detect an 

occurrence of a new topic/event from a series of news stories or broadcasted messages. 
Here an event means "something that happens at particular time and place" [Allan et al. 
1998]. That is, time and space information is a major factor that helps determining 
whether two news stories actually refer to the same event or two distinct but similar 
events. Accurate extraction of temporal information, therefore, plays a crucial role for 
tracking and detecting an event by arranging news articles and/or event-related 
sentences along the time line.  

Most TDT systems have been built based on the observation that a particular event 
appears in news stories within a certain time period and that a similar news story 
generated after a while is likely to refer to a new event. As a result, news stories are 
arranged according to the occurrence dates of the events described in the stories, so 
that those within a time window are considered as candidates for a single event [Allan 
et al. 1998; Yang et al. 1998; Yang et al. 1999; Parka et al. 1999]. In the past research, 
however, most systems used the time when the story was written, not the exact time of 
the event described in the story text. Since news stories do not always refer to the most 
current event, the use of message release or publication dates may link stories 
describing different events or incorrectly detect a story as describing a new event when 
it actually refers to an old one. 

In this paper, we describe our effort to extract temporal information from news 
article sentences and convert it into a canonicalized representation of a time point or a 
time period by making a reference to the date each news article was written. The 
extracted temporal information is then used to more accurately link the Korean news 
articles that describe the same event. Since our target for this research is to enhance 
effectiveness of a TDT system, we ran experiments to investigate on the extent to 
which temporal information extracted as such can help TDT tasks. 

2. RELATED WORK 
Although research on time aspects in language processing has a long history, the type 
of the temporal information extraction problem of our interest appeared mostly in 
information extraction research. In MUC-6, for example, some research was done on 
extracting absolute time information as part of general named entity recognition 
[Sundheim and Chinchor 1995]. In MUC-7, the notion of temporal information 
extraction was expanded to include relative time in the named entities [Chinchor 1998]. 
However, the research along this line was quite limited and the results were not very 
satisfactory.  

As part of the MUC activities, finite state automata (FSA) have been used 
extensively in conjunction with contextual information to extract a variety of 
information including temporal information [Hobbs et al. 1997]. The main goal was to 
associate absolute time information with the event information in news articles as part 
of the MUC tasks. Mani and Wilson (2000) [Mani and Wilson 2000] proposed a 
method of canonicalizing relative time expressions in news articles, such as “now”, 
“today,” and “tomorrow,” with respect to a reference time point and a speaker. They 
extracted time expressions from POS-tagged sentences and canonicalized them. In a 
subsequent work [Mani et al. 2003], such time expressions were associated with event 
verbs and arranged on the temporal basis. They used lexical rules generated both 
manually and automatically. Rules were first developed by hand and extended by 
machine learning to handle errors identified in an evaluation.  
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Our work in temporal information extraction similar to that of Mani and Wilson 
[Mani and Wilson 2000] in that both use rules for extraction of time expressions based 
on POS tagged text. However, it appears that our approach make a heavier use of 
lexicon and handle some idiosyncratic features in Korean text. For example, it was 
necessary to handle time expressions both in Gregorian and lunar calendars. In 
addition, our work is specifically targeted at TDT tasks with simper rules whereas the 
cited work was for general purposes considering applications such as information 
extraction, summarization, and information retrieval.  

In TIDES (Translingual Information Detection, Extraction, and Summarization) 
supported by DARPA, Temporal Guidelines were created to represent time 
information in the form of 'YYMMDDhhmmss' based on the Georgian Calendar 
scheme used in ISO 8601. Time information was represented as a particular point in 
time, a time interval, or duration with a reference point [Ferro et al. 2001]. In our work, 
we follow the same representation scheme but with some extensions to handle 
ambiguities and special needs in our work. 

The main thrust of our research is an investigation of the impact of extracted 
temporal information on TDT over the use of publication date information alone. TDT 
research has been done along the following five different tasks for the broader problem 
of event-based news organization [Allan 2002]: 

 
 Story segmentation: dividing a news show transcripts into individual stories 
 First story detection: recognizing the onset of a new topic in the stream of news 

stories 
 Topic detection: grouping all stories based on their topics, an extension of first 

story detection 
 Topic tracking: monitoring the stream of news stories to find additional stories 

on a designated topic 
 Story Link detection: deciding whether two randomly selected stories discuss 

the same news topic 
 

Since the purpose of our experiments we ran was to test usefulness of temporal 
information extracted automatically from news articles for TDT, the specific task in 
the experiments was not exactly the same as any of the above five. The task resides in 
between topic detection and topic tracking in the sense that documents (stories) are 
grouped into existing topic categories without creating new topic categories. It differs 
from the topic tracking task since the predefined topics are not treated independently.  

For first story detection as well as topic detection and tracking, clustering [Allan et 
al. 1998; Yang et al. 1998; Stokes et al. 2000],  information filtering [Allan et al. 1998], 
and classification techniques have been employed with various linguistically motivated 
techniques such as lexical chains [Stokes et al. 2000] and a separation of event- and 
subject-revealing terms [Fukumoto and Suzuki 2000]. 

Our approach to the general problem of TDT is different from the usual approaches 
taken by the TDT systems developed thus far, in that the time information used in 
those systems is simply the dates the news articles or the broadcasting materials were 
released [Allan et al. 1998; Yang et al. 1998; Yang et al. 1999; Parka et al. 1999]. 
Yang et al. [Yang et al. 1998], for example, used the publication information and the 
subject content together when news articles are clustered for topic detection. In 
contrast, the main thrust of our work is that we investigate on the impact of temporal 
information extracted from news articles over the use of publication dates alone. 
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Fig. 1.  The processing steps 

 

3. TEMPORAL INFORMATION EXTRACTION 
In order to estimate the occurrence time for an event described in a news article more 
accurately, we take a relatively simplistic approach to temporal information extraction. 
News text is scanned with FSA in order to quickly glean out the parts that are likely to 
contain temporal information. The parts identified are then examined more closely with a 
lexicon containing time-revealing words and phrases to finally determine whether they 
are indeed time-related constituents. Temporal information identified this way is then 
converted into a canonicalized representation on an absolute time scale so that the news 
articles can be compared and linked based on the temporal dimension as well as their 
subject content.  

There was a "training stage" where the FSA's were created manually. All the training 
documents (news articles) were part-of-speech (POS) tagged so that a POS tag becomes 
the trigger for a transition in a FSA. The basic FSA's were fine-tuned with more detailed 
POS information incorporating time-revealing vocabulary that was also constructed from 
the training documents. At this step, general-purpose POS tags were extended to help 
signifying whether a particular constituent has some time-revealing information.  

For extraction, two groups of the FSA's are applied to the news articles to extract time 
point and time interval information, respectively. For canonicalization of the extracted 
information into a calendar time, a set of pattern rules has been constructed and applied to 
convert temporal nouns to calendar times. 

3.1 POS Tagging with an Extended Tag Set 
This step is necessary to simplify the FSA's and thus a preprocessing. Instead of using 
actual words or phrases as labels for the transitions on the FSA's, we use an extended  
POS tag set constructed for our purpose. Table I shows the meaning of tags and some 
time-revealing phrases belonging to the POS tags. Extensions were made to distinguish 
time points and time intervals (durations); the 'p' and 'd' at the end of the tag names in 
Figure 3 are for time points and time intervals (durations), respectively. 
Figure 2 shows the four FSA's constructed for extracting time points. P1 accepts 
numerals and common nouns used for units to recognize phrases like "1 월에는" (in 
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Table I. POS tags and exemplary phrases 
Tag Category Example Phrases 
SCD symbol & numeral 1994, 11, … 
NNB
U 

bound noun for 
units 년, 월, 일, … (year, month, day, …) 

NNC
G 

general common 
noun 새해, 올해 (new year, this year) 

NPI demonstrative 
pronoun 이날 (this day) 

NNP proper noun 단오 (the Tano festival day) 
PX auxiliary 부터, 까지, … (from, to, …) 

XSN
N suffix 말, 초, … (end of …, beginning of …,…) 

DU quantifier 한, 두, 첫, … (one, two, first, …) 
PA adverbial particle 에, 에는, … (at …, in …, …) 

 
 

 

P1 

SCD NNBU_t|NNCG_t1 PA 

P2 

SCD NNBU_ PA 

SCD 

P3 

NNCG|NP1 PA 

P4 

DU NNBU_ PA 

 
 
Figure 2 shows the four FSA's constructed for extracting time points. P1 accepts numerals and common nouns 

used for units to recognize. 
 
 
January) as "1"+"월"(month)+"에는"(in). P2, on the other hand, accepts multiple 
occurrences of the pattern accepted by P1. P3 is for the case where a noun representing a 
particular event word (e.g. "노동절" - Labor Day) followed by an adverbial particle. P4 
is used to accept the combination of an adnoun and a bound noun for a unit as in "이달" 
(this month) as "이" (this)+"달" (month). 

Figure 3 shows 5 FSA's for time interval (duration) information to be extracted. D1 
accepts a time-revealing phrase and auxiliaries to accept phrases like  "한 달 동안" (for 
one month) which is broken into "한"(one)+"달"(month) and "동안" (for). D2 is for 
multiple occurrences of a time-revealing phrase to recognize such as "어제부터 
오늘까지" (from yesterday to today), which is broken into "어제"(yesterday) + 
"부터"(from) + "오늘" (today) + "까지" (to).  
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Fig. 3.  FSA’s for time intervals 
 
 
D3 recognizes phrases like "1.4 분기" (first quarter) as a sequence of a word or a 

symbol (e.g. "1.4" for the first out of four) and a common noun (e.g. "분기" for a quarter). 
D4 accepts a time-revealing phrase and a suffix representing a time interval to recognize, 
for example, "이달초" (the first part of this month). D5 is for the case where a general 
common noun is used alone to represent time information (e.g. "상반기" that represents 
the first half of the year as a single word). 

It should be noted that the FSA's accepts the phrases represented by a particular 
sequence of POS's, not a particular sequence of words and/or phrases although the 
examples above use actual words and phrases to show what kinds of phrases can be 
accepted. By filtering out any phrases with no possibility of including time-related 
information and checking against the lexicon, we gain some time efficiency. 

3.2 Lexicon 
Once time-revealing phrases have been identified, they must be converted into a common 
representation for comparisons at a later stage. For this purpose, we manually constructed 
a lexicon, based on the training corpus, for time-revealing phrases or words that are 
divided into two groups: those indicating an absolute time point or interval and others 
indicating a relative time point or interval. As in Figure 4, each of the entries in the 
lexicon has the word or phrase and a canonicalized representation of time to which it must 
be converted. 
The time representation in Figure 4 shows the following: a particular time point (e.g. 
Arbor Day), one digit for repeatability with "1" meaning it comes periodically, one digit 
indicating whether the solar or lunar calendar is used, four digits to represent the year, 
two digits for the month, two digits for the day, one digit for the week of the month, and 
one digit for the day of the week. It also indicates whether the particular event comes 
every year ("0000" for the year as in the Arbor Day case) or in a specific year. Although 
only a few codes are set to meaningful data, we decided to use this representation to 
encode time information as accurately as possible. The lexicon currently contains 117 
entries including all traditional holidays and specially recognized periods. 
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Fig. 4.  A Sample of the lexicon 
 

 
Table II. Categories of Time Point Revealing Vocabulary 

Category Vocabulary 
adnoun 이 (this), 한(one), 두 (two), … 
numbers 1994, 12, … 

년 (year) 년 (year), 올해 (this year), 작년 (last year), 후년 (next 
year),… 

월 (month) 월 (month), 정월 (first Lunar month), 지난달 (last month), 
… 

Time 
Noun 

일 (day) 일 (day), 오늘 (today), 어제 (yesterday), 내일 (tomorrow), 
… 

Time Noun + 
Particle 

…부터 (from the time point on), …까지 (up to the time point), 
… 

Time Noun + 
Suffix …초(at the beginning of …) , …말(at the end of …), … 

 
 

Table III. Categories for Time Interval Revealing Vocabulary 
Category Vocabulary 

Beginning Point 부터 (from), 이래 (since), 이후 (after) 
Ending Point 까지 (to), 안에 (within) 

Duration 초 (beginning part), 동안 (for), 상반기 (first half), 분기 
(quarter), … 

 
 

Tables II and III show examples of vocabulary for time points and time intervals 
based on structural and semantic categories, respectively. In Table 2, the last two 
categories refer to the time point signaled by the indicators like the particles and the 
suffixes. 

3.3 Canonicalization 
By this canonicalization process, we attempt to represent extracted time information in 
the form of absolute calendar time as in Figure 4. If some parts of the representation 
cannot be determined in this process, they are left blank so that they can be resolved later.  
When the temporal information refers to a range or interval, the representation takes the 
form of  <beginning point, ending point>. 

Table IV shows some simple rules used to covert a time-revealing pattern into an 
absolute time with respect to a reference time, which is usually the publication date  

 

Arbor Day:   [1:1:00000405:0:0] 
Anniversary for 4.19 Revolution: 

[1:1:00000419:0:0] 
Tano:    [1:0:00000505:0:0] 
Summer Solstice: [1:1:00000622:0:0]
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Table IV. Rules for canonicalization 
Time Lexical Pattern (examples) Rules 

작년 (last year), 지난 해 (past year) [current year – 1] 
지난달 (last month) [current month – 1] 
구랍 (end of last year) [Dec., last year] Past 

어제 (yesterday), 전날 (last day) [current day -1 ] 
올해 (this year), 금년 (this year) [current year] 
이달 (this month) [current month] Present 
이날 (this day), 오늘 (today), 당일 (the day) [current day] 
내년 (next year) [current year + 1] 
후년 (year after) [current year + 2] 
내달 (coming year), 다음달 (next year) [current year +1] Future 

내일 (tomorrow) [current day + 1] 

월초 (beginning of the month) [1st day of the month ~ 
10th day of the month] 

Duration 
상반기 (first half) 

[1st month of the current 
year ~ 6th month of the 
current year] 

 
 
known as a calendar time. Time duration information indicates when an activity (event) 
started and when it ended, which is set to a specific time interval based on the rule 
associated with a pattern. For instance, if the word "월초" (beginning of the month) 
appears in a news article released on the March 20th, 2000, it is converted into a time 
interval <20000301, 20000310>. Although converting an inherently vague expression 
into an absolute time interval may seem too rigid, the inexact nature of the process we 
adopt in using the temporal information at a later stage makes this scheme amenable. 

4. EVALUATION 
In order to evaluate the idea of using time information embedded in text and the value of 
the proposed method of identifying and canonicalizing temporal information, we ran 
specifically targeted experiments for the following: 
 

 Accuracy of the automatic identification and canonicalization method as a whole 
 Accuracy of the two processes, identification and canonicalization, individually, as 

an effort to separate errors that occur in different steps, and 
 Usefulness of the extracted temporal information for topic detection and tracking 

tasks. 
 

 The data used for the experiments are news articles form Korean newspapers. In 
order to ensure generalizability of the method, we built the FSA's and the lexicon based 
on news articles in Korea Economic Daily and Hankook-ilbo, which was used for general 
purpose information retrieval [Lee et al. 2000], and conducted the testing on news articles  
in Chosun-ilbo, a general purpose daily news paper that has the greatest number of 
subscribers in Korea. To construct a test collection suitable for our purposes, we 
identified 25 event categories from the Chosun-ilbo corpus across several subject areas 
such as politics, economy, accidents, etc. and selected 1,320 news articles out of about 
110,000, which is a union of 25 sets of articles relevant to the 25 categories. 
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Table V. Event Categories 
ID Title # Articles 
1 Fire in the amusement quarter of Gunsan-si 22 
2 North Korean named by US as an “axis of evil”  141 
3 Protest against Kim Dong-Sung’s disqualification at the 

Winter Olympic Games 
81 

4 Bank Robbery with a gun in Sangbong-dong, Seoul 17 
… … … 
25 Death of Sohn Kee-chung – a marathon hero 20 

Total  1320 
 

Table V shows some of the 25 event categories with their titles and the number of 
assigned news articles (referred to as "correct documents"). The number of articles 
assigned to the categories range from 7 to 204. With an assumption that each news article 
reports on a single major event, no multiple assignments were allowed for the "correct 
document" set. In other words, each article was assigned to a single most relevant 
category. 

4.1 Accuracy of the Identification and Canonicalization Methods 
Accuracy of the proposed methods for identifying and canonicalizing temporal 
information was tested by comparing an output from the automatic method and a 
manually generated gold standard. Human assessors were asked to extract all the 
occurrences of temporal information in the 1,320 news articles and convert them into the 
standard representation. It turned out that most news articles contain zero to two 
sentences with temporal information, resulting in the 1,514 sentences containing temporal 
information. Out of 2,211 temporal information items found in the sentences, 2,109 were 
identified (i.e. detected) and converted into the standard representation by the automatic 
method, among which 1,847 were accurate (i.e. matched with the human generated time 
representations). As a result, the overall accuracy of the identification and 
canonicalization steps together amounts to 83.5% recall and 87.5% precision. 

In order to figure out the extent to which the lexicon or the pattern rules affect the 
overall performance, we tested the two steps, identification and canonicalization, 
separately. Out of the 2,109 items identified as mentioned above, 1,981 were correct with 
94% precision and 90% recall. Our analysis shows that about 70% of the errors were due 
to inaccurate POS tagging results1 , often caused by erroneous spacing between eojeols 
(word phrases2) that are basic units for morphological analysis and POS tagging. The 
second most important source of errors was when a word used in a time revealing pattern 
is not found in the lexicon. This error pattern accounts for about 20% of all the errors. 
The next 10% of the errors was caused by some new patterns not included in the current 
FSA's. 

Out of the 1,981 items judged to be accurate, 1,847 items were converted correctly 
into their canonicalized forms, resulting in 93% precision. We observed that while there 
was almost no error in converting expressions with an absolute time, most errors occurred 
with relative time expressions. About 70% of the errors were due to the lack of 
understanding the meanings of the sentences and their discourse-level relationships. In 

                                                           
1 The accuracy of the tagger was reported to be 94.8% [Kim et al. 1998]. 
2 The term word phrase has been used in the literature to refer to a sequence of Korean syllables preceded and 
followed by a blank space or special symbols. A word phrase consists of one or more morphemes. 
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other words, in many of the error cases, it wasn't clear whether the reference time should 
be the release date or the time of a previously mentioned event. For instance, when a 
news article released on the March 10th of 2000 reports on an event that occurred on the 
9th, it is difficult to conclude using the current heuristic rules that an expression like 
"당일" (the day) refers to the 9th instead of the 10th (the release date), or even an entire 
different date, without understanding the context of the sentence containing the 
expression. The remaining 30% of the errors was made because of the lack of rules that 
can be applied. 

4.2 Characteristics of time information in TDT 
Research in TDT addresses roughly two problems: detection of a new event and tracking 
of a known event. The former entails clustering and/or categorization of documents with 
time information, and the latter requires finding similar documents within a time frame 
[Leek et al. 2002]. Since similar events can be distinguished among themselves based on 
when and where they took place, we believe that the time information extracted from 
news articles plays a key role in enhancing accuracy of TDT tasks. In this part of our 
work, we wanted to see the extent to which automatically extracted time information 
embedded in text (as opposed to the release date) can in fact help distinguishing news 
articles whose subject contents are similar to each other.  

We observed that a news article may be written as a follow-up of an event that 
occurred in the past or as a preview of an anticipated event (e.g. World Cup Soccer 
Game). If such a news article is directly related to an event reported in another, it often 
includes a specific time or space to refer to the event, as in "the suspects of the crime that 
occurred last January in Gunsan city were arrested." Since the number of seed documents 
in topic tracking is usually small in particular, knowing the exact time of the event can 
serve as a critical lead in finding the same event in subsequent documents provided that 
they contain the time information. 

Some preliminary statistics we collected supports our conjecture that temporal 
information embedded in text could be useful for topic tracking. About 90% (1,181 
articles) of 1,320 news articles in the test collection contain specific time information 
different from the release date, and more than 85% (1,009 articles) of them are directly 
related to the event being described. In other words, about 76% of the articles in the 
collection contain time different from the publication date, which happens to be 
associated with the past event being referred to. This is strong evidence that temporal 
information embedded in text, as opposed to release dates, can make difference in TDT 
tasks. 
Furthermore, Table VI shows the distributions of news articles reporting on the same 
event after its occurrence3 . For instance, there are 22 articles reporting on the event 1, out 
of which 15 were published within one week after the event, four within two weeks, one 
within three weeks, and three after three weeks. For all the events, about 61% of the news 
articles were published within the first one week window whereas about 20% were 
outside the three week window. This is consistent with some of the assumptions made by 
previous research [Allan et al. 1998; Yang et al. 1998; Yang et al. 1999; Parka et al. 
1999] and has been taken into account when documents are clustered for TDT. 

However, the statistics clearly indicate the assumption made by the previous research 
poses a problem. If we consider documents within a window size for topic tracking, recall 
                                                           
3 Some news articles report on something that is associated with an anticipated event, such as "World Cup 
Soccer Game," that is supposed to occur in a specific time in the future. 25 articles associated with two 
anticipatory events were eliminated from the test collection, resulting in the total of 1295 article in the statistics. 



Usefulness of Temporal Information from News Articles for Topic Tracking • 237 
 

 
ACM Transactions on Asian Language Information Processing, Vol. 3, No. 4, December 2004. 

Table VI. Distributions of Documents for Specific Events Along the Time Dimension 

Event # articles 
for the event 

+1 
Week 

+2 
Weeks 

+3 
Weeks 

Outside 
+3 Weeks 

1 22 15 4 1 3 
2 141 73 22 3 46 
3 81 79 2 0 0 
4 17 9 0 8 0 
…  … …  … 
25 20 20 0 0 0 

Total 1295 786 (61%) 184 (14%) 64 (5%) 261 (20%) 
 
 
will suffer since, for example, 20% of associated documents are found in news article 
beyond the three week window.  

On the other hand, if we increase the window size to ensure as many related articles as 
possible are included, it is very likely that news articles describing a similar but distinct 
event may be incorrectly detected or tracked as relevant, lowering precision. 
Consequently, it is imperative to identify the time information embedded in the news 
article text and use it to identify which event it refers to. We believe this is a way of 
transcending the precision-recall tradeoff. 

4.3 Usefulness of Time Information 
Having convinced ourselves that automatically extracted time information would help 
improving effectiveness of TDT tasks, we ran experiments to measure how much 
improvement can be made with the additional information for topic tracking. The goal of 
the experiments was to see how much gain in precision (or gain in reducing false alarm) 
can be achieved by using temporal information in text. We compared three different 
cases: 

 
 " Using the subject content only (SUBJ Case) 

A total of 1,320 documents (news articles) were categorized into one of more of 
the 25 centroids representing the 25 events in the collection based on the subject 
content only. Our interest was to see how many noise documents would be 
included in the categories by the time each document is assigned to the correct 
category.  
We constructed the initial centroids manually, and assigned the documents to 
them with a process resembling a single-pass clustering algorithm. If the 
similarity4 between a document and a centroid was above the threshold value, it 
was assigned to the category. The centroid for the category was then re-calculated 
to reflect the new member of the category. This process was repeated for all the 
documents in chronological order until they are placed in the pre-determined 
correct category. It should be noted that the threshold for a category needed to be 
lowered to ensure each of the relevant document get assigned to it and that this 
process ends up allowing noise documents to enter some categories. 
As a result, a document may be assigned to more than one category although only 
one category would be the correct one. After the assignment process, the number 
of documents assigned to each category was counted. Since each category contains 

                                                           
4 We used the standard Cosine similarity measure with a vector representation of documents and centroids. 
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all the news articles that describe the event represented by the centroid, we can 
measure how many noise documents had to be categorized in order to achieve 
100% recall. 

 " Using the publication dates (PUBT Case) 
This case examines how many noise documents remain included when the 
publication dates are considered in addition to the subject contents (SUBJ case). In 
other words, the above process is repeated for the documents falling into a specific 
time window based on their publication dates. 
Initially a time window (e.g. + one week) was set for a category, and the 
documents assigned to the category based on the subject contents were examined. 
If the publication date of a document in the category was not within the window, it 
was taken out of the category. Otherwise, it remained in the category. By using the 
publication dates in addition to the subject contents, this process eliminates some 
of the noise documents that are outside a particular time window. If the resulting 
category after this process did not include all the relevant documents, the 
publication time window was increased to the next level until all the relevant 
documents were included. The goal was to see the role of the publication dates in 
eliminating false alarms while not losing precision. 

 " Using the extracted time information (EXTT Case) 
This case examines how many noise documents are still included when the 
automatically extracted time information is considered, in addition to the subject 
contents and the publication dates (PUBT case). As in the PUBT case, if the time 
extracted from a document in the category was not within the window, the 
document was taken out of the category. The rest of the process was the same as in 
the PUBT case except that the extracted times were used instead of the publication 
dates. If no extracted time information was available in a document, the 
publication date was used. The goal of this process is to eliminate those documents 
with no temporal evidence even thought they have appropriate subject contents. 
An assumption here is that documents whose time information is outside the time 
window describe a different event. 

 
Table VII below shows a comparison among the three cases in terms of precision (the 

percentage of the correct documents over the total number of documents assigned to each 
category) when the recall level is set to 100%. Conversely, it shows the number of noise 
documents in each of the categories when all the correct documents are assigned to it. In 
the case of event 1, for example, 108 documents were incorrectly assigned to the category 
when only subject contents were used. When the subject contents were only used without 
any time information, the precision value was only 26% on the average (or the noise ratio 
is as high as 74%) since all the documents that are sufficiently similar to the centroid 
were assigned to the category. By using the publication date information, we obtained an 
increased precision value of 52% (or a reduced noise ratio of 48%). The automatically 
extracted time information further reduced noise ratio and enhanced precision. The net 
increase of precision over the PUBT case was 17%. 

Table VIII shows how much improvement can be made with the extracted time 
information, compared to the case of using publication information. The first column 
shows the prevision and recall values when the documents within the first week of the 
event date were considered. While the windows for the PUBT case (first row) use the 
publication dates, those for the EXTT case (second row) refer to the documents that 
contain time information within the specified time frame. 
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Table VII. Improvements Gained 
by Using Time Information (Publication Dates and Extracted Times) 

Event # Correct 
Documents 

SUBJ Case 
(# Assigned 
Documents) 

PUBT Case 
(# Assigned 
Documents) 

EXTT Case 
(# Assigned 
Documents) 

1 22 130 38 25 
2 141 277 188 171 
3 17 137 35 32 
4 14 53 17 17 
… … … … … 
25 20 97 39 25 

Total 1295 5067 2513 2124 
Precision 0.26 0.52 0.61(+17%) 

 
 

Table VIII. Effectiveness for Different Cases in Different Time Windows 
 + 1 week + 2 weeks + 3 weeks Beyond 
 prec. recall prec. recall prec. recall prec. recall 

Pub. Dates 
(A) 0.98 0.58 0.74 0.73 0.52 0.78 0.52 1.00 

Extracted 
Time (+ Pub. 
Dates) (B) 

0.93 
(-5%) 

0.84 
(45%) 

0.84 
(14%) 

0.90 
(23%) 

0.73 
(40%) 

0.91 
(17%) 

0.61 
(17%) 

1.00 
(0%) 

Avg. # 
documents 
considered (A) 

32 52 80 101 

Avg. # 
documents 
considered (B) 

48 57 66 85 

 
 

When the one week window was used with the extracted time information (i.e. when all 
the documents whose time information was within one week from the event date), we 
obtained 45% of increase in recall with slightly lower precision (5%), compared to the 
case of using the publication dates only. The extracted time information enabled us to 
select many correct documents even though they were outside the one week time frame of 
the publication dates, introducing only a small number of incorrect documents. With the 
two week time window, both precision and recall were increased by significant amounts. 
When the three week window was used with the publication dates only, the precision 
values went down significantly (0.52) by introducing noise documents whose subject 
contents were similar enough but the events described within which were not the same. 
Using the extracted time information, however, the precision value was still reasonably 
high (0.73). This indicates that as we extend the time window all the way to three weeks 
of publication dates, we still lose quite a large portion of good documents (22%) while 
sacrificing precision from 0.98 to 0.52. If extracted time information is used, however, the 
portion of unidentified correct documents is only 9% while maintaining a reasonably high 
precision (0.73). 
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Fig. 5. Comparison between the B and C cases in F 
 
 

The last two rows show the average number of documents that had to be examined for 
a different time window. The increase rate is sharper with the publication dates than with 
the extracted time information. This is consistent with the sharp decrease of the precision 
values in the PUBT case. They also indicate that we can be more selective in identifying 
correct documents by using extracted time information than the publication dates. 

Figure 5 below shows the difference between the two cases in terms of F values, a 
combination of precision and recall with the equal weights. While the F values go down 
slowly as the window size is increased, mainly due to faster drops of precision values 
than the recall increases, the differences between the two cases remain significant all the 
way to the "beyond" case. The reason why the difference exists for the "beyond" is 
because the window size increase stops when all the correct documents are included in 
each case. That is, the "beyond" doesn't mean that all the documents are included in the 
categories. 

5. CONCLUSION 
We introduced a novel idea of using temporal information automatically extracted from 
news article text to improve effectiveness of TDT tasks. We compared the proposed 
approach against the previously attempted approach of using publication dates for TDT 
tasks and showed that the extracted time information helps improving effectiveness of 
time-sensitive classification of documents for pre-defined event categories. 

We first described the automatic identification and extraction method based on FSA's 
and a lexicon containing time-revealing words and phrases and heuristic rules for 
converting time expressions into canonicalized representations. Based on our experiments, 
the identification and extraction step was highly accurate with 94% precision and 90% 
recall. Most of the errors were due to the errors in the part-of-speech tagging process. The 
accuracy of the canonicalization step was 93% with most of the errors made in converting 
time intervals expressed in relative terms as opposed to time points or time intervals 
expressed in absolute terms. It was observed that in order to reduce the error rate, the 
reference time to resolve the relatively expressed time should be determined more 
accurately, which can be done only when the meaning of the sentence containing the time 
information is understood. 

For the main contribution of the research, a series of further experiments was 
conducted to see the extent to which the automatically extracted time information can be 
useful for TDT tasks. Compared to the method of using publication dates that were 
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readily available, the extra effort to extract embedded time information gave a 
significantly better result. When the time window was one week, the recall value was 
45% higher while the precision was only 5% lower. As the window was enlarged, the 
increases in recall became lower while those in precision became higher. When the 
window size was three weeks, the precision and recall values were 40% and 17% better 
than those of the method using publication dates only. 

In the current work, the automation process was limited to identifying/extracting and 
canonicalizing the time information embedded in news article text. Based on our error 
analysis of the usefulness experiments, we feel that a further improvement can be made 
by associating time information with a particular event verb [Kim et al. 2003] in the text 
and/or determining which time information is related to which event when there are more 
than one instances of time information. Another direction is to apply the proposed method 
to English TDT collections and run experiments for some of the TDT tasks per se and 
make a direct comparison with other approaches. 
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