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1 Introduction 
 
With the exponential growth of information on the WWW, it is becoming increasingly difficult to 

find and organize relevant documents. Automatic text classification has been considered as a solution to 
the problem with its focus mostly on the subject or content of text [1]. Recently, researchers have realized 
that user information needs are not just based on the subject of a document but also on other properties 
such as patterns of hyperlinks [2] or text genre [3]. Alternatively, document classification can be used as 
part of an information retrieval system to improve its efficiency rather than as an independent system [4].  

This paper rests on the both directions: a new type of text classification and its use for a retrieval 
system. The main thrust of our paper is based on our experience in developing and applying an attribute-
based classification technique, which is in and of itself a new attempt in classification research, in the 
context of an operational “answer set driven” retrieval system.  

Our answer set driven retrieval system, like AskJeeves [5], attempts to provide high quality answer 
documents to user queries by maintaining a knowledge base consisting of expected queries and 
corresponding answer documents. Since it is still considered difficult, if not impossible, to capture 
semantics and pragmatics of sentences in user queries and documents, such systems require knowledge 
bases be built manually so that a certain level of quality is guaranteed. Needless to say, this knowledge 
base construction process is labor-intensive, typically requiring significant and continuous human efforts 
[6]. In order to reduce the cost of manually constructing and maintaining answer sets, we have devised a 
new method of automating the answer document selection process by using the notion of attributed-based 
classification (ABC). 

                                                           
1 This research was partially supported by the Basic Program of Software Research Center, Chungnam 
National University. 

Abstract 
 
The main thrust of our talk will be based on our experience in developing and
applying an attribute-based classification technique in the context of an operational
“answer set driven” retrieval system. To alleviate the difficulty and reduce the cost of
manually constructing and maintaining answer sets, i.e., knowledge base, we have
devised a new method of automating the answer document selection process by using
the notion of attribute-based classification, which is in and of itself novel. We attempt
to explain through experiments how helpful the proposed method is for the
knowledge base construction process. 
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Attributes are defined to exist for concepts corresponding to categories in subject-based 
classification. Documents classified to a concept are considered to possess one or more attributes that 
reveal some characteristics or aspects of a document. Considering attributes as a different type of 
categories, we can define an attribute-based classifier for documents. While we employ the same 
learning-based and rule-based classification techniques for attribute-based classification, we underscore 
the way it is used for automatic knowledge-base construction, together with traditional subject-based 
classification.  

 
2 An Answer Set-Driven Information Retrieval System 
 

2.1 System Overview 
 

A notable trend in information retrieval is to provide more accurate, immediately usable information 
as in question answering systems [7] or in some systems using pre-constructed question/answer document 
pairs [5, 8]. In these systems, it is crucial to devise a method to construct a high-quality knowledge base. 
In our system [8], an answer-set driven information retrieval system, we take a hybrid approach of using a 
human-generated concept hierarchy and automatic classification techniques to make it more feasible to 
build an operational system. 

Our system analyzes a user query to extract concept and attribute terms that can be matched against 
the knowledge base where a set of answer documents can be found. As such, it has three parts: answer set 
construction, answer set search, answer presentation, as illustrated in Figure 1. The answer set search 
part processes a natural language query, extracts concepts and attributes, and maps them to the knowledge 
base so that the answer documents associated with the <concept, attribute> pairs can be retrieve. The 
answer set construction part, which is essential in this paper, employees both manual and automatic 
methods to build the knowledge base. In the answer presentation part, the search result is presented with 
highlighted paragraphs considered to contain the answer to the query.  
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Figure 1. An answer set driven retrieval system 
 
 



2.2 Knowledge Base 
 

Our knowledge base consists of three parts: a concept network, attributes associated with each 
concept, and documents belonging to each <concept, attribute> pair [8]. The concept network contains 
about 50,000 conceptual word2 as in WordNet [9] with 6 lexico-semantic relations that are used to form a 
synset hierarchy. By using the concept network, as already well-know in the WordNet-related research [7], 
a semantic processing of questions becomes possible. Finding a place, i.e. concept node, in the network 
for a query can be construed as understanding the meaning of the query.  

Attributes plays the role of subcategorizing the documents belonging to the concept node. A set of 
attributes chosen for a particular concept specifies various aspects often mentioned in the documents 
bearing the concept and serves as an intermediary between a concept and high-precision answer 
documents. It should be noted that attributes are not inherently associated with a concept, but found in the 
documents addressing the concept. For instance, as in Table 1 and Figure 2, the concept node for “angel 
investment” would have attributes, “problems”, “strategies”, “prospects”, and “warnings”, that are aspects 
or characteristics of “anger investment” often mentioned in relevant documents. The documents under the 
“strategies” attribute are expected to be about not just “angel investments” but also about some 
“strategies” for such investments.  

Figure 2 represents groups of concepts from different levels of the concept network. Table 1 shows 
the distribution of attributes across the groups of concepts based on some document samples, showing 
that some attributes are shared by some concepts while others are unique to a concept. The fact that some 
attributes are shared by all or most of the concepts belonging to a higher level concept allow us to assume 
that related concepts share the same set of attributes. Another assumption we employ is that because of 
the observation that attributes tend to be found in some concept neighborhoods, the training data for a 
particular attribute under a given concept can be used for the same attribute under another concept. In 
other words, an attribute-based classifier trained for one concept can be used for other concepts.  

With these assumptions, we devised a method of minimizing the training data construction efforts 
required for attribute-based classification, which is essential for selecting documents to be associated with 
<concept, attribute> pairs. In order to re-use the training data constructed for a particular <concept, 
attribute> pair, we define α-relation between two concepts. Two concepts are said to have an α- relation 
when the sets of associated attributes are sufficiently similar to each other. A later section describes how 
this relation is used for the knowledge base construction process. 
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Figure 2. Group of concepts in concept network hierarchy 
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Table 1. Attributes under a concept 
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3 Knowledge Base Construction with Attributed-Based Classification 
 

3.1 The Attribute-Based Classification Method 
 
Our attribute-based classification method, at least as it is now, is no different from traditional text 

classification methods in that it uses training documents. However, the task of knowledge base 
construction for the answer set based retrieval system calls for unusual requirements. Whereas categories 
are pretty much fixed in traditional classification systems, the number of attributes (i.e. categories) for a 
given concept may change in our context. Another difference comes from the fact that it is not easy to 
have a sufficient number of training documents for each category since there are so many <concept, 
attribute> pairs that correspond to categories. 

In order to address the issues mentioned above, we decided to add two additional steps to the 
ordinary statistical classification: 

 
- use of pattern rules in conjunction with the usual learning-based classification 
- selective use of words that may not be specific for attributes 
- use of α-relation 

 
While the first was chosen to improve precision of the classifier, the second was devised to widen the 

coverage of <concept, attribute> pairs for which training documents are provided. In other words, the use 
of α-relation allow us to re-use a classifier learned from a set of training documents belonging to a 
concept for the same attribute class under a different concept. 



 
a. Using the pattern rules for attributes 

 
To improve upon accuracy of our attribute-based classifier, we have employed both rule-based and 

learning-based approaches. Unlink the case of subject-based classification, attribute class boundaries are 
sometimes hard to detect if only words are used as features. The attribute classes are distinguished not 
based on the subject content revealed by word statistics, but by the way those content-bearing words are 
used in conjunction with others. As such, we decided to use patterns of word sequences, not just single 
words. 

We have defined rules from train documents, which express the characteristics of a given attribute 
class. Rules may include single words, phrases, sentences, or even paragraphs. The pattern rules are used 
to complement the errors made by the machine learning method. The classification errors incurred by the 
inaccurately calculated centroid can be avoided, and a higher level of effectiveness can be achieved. Since 
rule-based classification does not always work better than machine learning-based approaches, we take 
the approach of a hybrid system combining rule-based classification and learning-based classification. 
Different weights are applied to different attributes.  

 
b. Eliminating indiscriminate words for attributes 
 

When a classifier is learned for a category corresponding to a <concept, attribute> pair, the words 
revealing the concept class may not be a good indicator for the attribute. The fact that a particular word 
appear many times in the training documents for a category (i.e., a <concept, attribute> pair) does not 
necessarily mean that it is a good indicator for the attribute; rather it can be just a good word for the 
concept. If this word appears in other categories under the same concept node, it may blur the distinction 
between the two attributes. Therefore, it is important to eliminate the words that have a high frequency in 
the document set belonging to a concept as well as several document sets belonging to several attributes 
under the same concept. 

 
c. Using the α-relation 
 

Another challenging problem in an operational setting is to define useful attributes to each of the 
concept nodes and collect training documents for each attribute under a concept node. It would be too 
expensive and time-consuming to collect a sufficient number of training documents for all the classes 
represented by <concept, attribute> pairs. Currently the number of classes is more than 250,000 (more 
precisely, 14700*18, the number of concept nodes times the average number of attribute number of 
attributes under each concept)[8]. We need a method by which we can assign an attribute to a new 
document without separate training documents for that particular <concept, attribute> pair. 

Our approach to this problem is to use a special kind of relation, named α-relation, defined over the 
concepts in the network. As defined above, it exists between two concept nodes if the commonality of the 
two respective attribute sets is sufficiently high. Since it is likely that two concepts under the same parent 
concept node have the same set of attributes, they are often α-related. For instance, the concept nodes, 
“incentives”, “hourly wage”, and “basic salary” under the parent node, “wages”, would have many 
common attributes. 

The main idea is to build a classifier for only one concept among the many belonging to an 
equivalence class based on the α-relation, and use it for other concepts. That is, we only need training 
documents for the representative class. The classifier learned from a single set of documents belonging to 
the concept would have the capability of classifying documents to the attribute classes belonging to other 
concepts if the concepts are all α-related. 

We first construct a training document set only for a single concept node representing all those nodes 
with the same attributes so that we can build a classifier for those attributes that manifest themselves in 
the training set. If some documents fail to be assigned to an attribute, they are assigned to one of the 
remaining attributes. If a concept node other than the representative node in the equivalence class needs a 
new attribute, we simply look for training documents for that attribute only. This kind of incremental 
process is based on our assumption that although attributes are associated with individual concept nodes, 



they share the common characteristics regardless of their parent concept nodes. Undoubtedly, however, 
this assumption does not always hold. 

Table 2 shows a distribution of attributes among the concepts in the equivalence class under the 
“wage” concept node. Once the attributes are identified for the first two concepts, “Incentives” and 
“Hourly wage”, and training documents are selected for them, all the attributes except for the last one, 
“negotiation”, can be considered having training documents. If we define attributes up to the third concept, 
“Basic salary”, all the attributes are covered. 

 
Table 2. Distribution of attributes for concepts in an equivalence class 
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3.2 Knowledge Base Construction Process 

 
A knowledge base can be constructed in two stages: the training stage, where a classifier is learned, 

the assigning state, where new documents are assigned to the <concept, attribute> pair classes. The 
training stage consists of the following steps. 

 
Step 1: Manual generation of training data 

Select seed concepts for which training documents are to be collected. Our strategy is to start 
with the most influential concept nodes, i.e., those containing many concepts with the α-relation, 
so that we can minimize the need for collecting documents for all the attributes. We then apply a 
clustering algorithm to identify document groups that are likely to indicate attributes [10]. The 
attribute sets for the selected seed concepts are unioned to form the final set of unique attributes. 
Once attributes are identified, features such as words and phrases representing the attributes are 
extracted manually.  
 

Step 2: Building a classifier based on machine learning 
Using the training set generated in step 1, we build a classifier mC . This classifier is no different 
from traditional ones except that in the feature selection process, those features good for the 
concept but not for the attributes are eliminated. 
 

Step 3: Building a rule-based classifier 
We build a rule-based classifier rC using the human-generated features defined in Step 1. Again, 
those features that may be good for the concept but are not a good discriminator are eliminated. 
 

Step 4: Forming a hybrid classifier 
The learning-based and rule-based classifiers built in steps 2 & 3 are integrated into a single 



hybrid classifier. In other words we form a new classifier using mC  and rC  with α  and 

β as parameters. 
 

,rm CCC ⋅+⋅= βα  
 
Here α  and β  represent the confidence factor for the learning-based and rule-based 
classifiers, respectively. This confidence factors, set based on experiments, turn out to play an 
important role in distinguishing trustable features from those acting as a noise. Currently the 
parameter setting is done based on the classification results using the training documents. 

 
Given the classifier for the attributes generated from the seed concepts, we can start the process of 

assigning documents to the attributes, which is essentially the answer set construction process. All the 
concepts are divided into three sub-sets: one for the seed concepts, another for the concepts α-related with 
the seed concepts, and the rest.  

When a new document comes in, it is compared against the concepts to decide which sub-set needs to 
be triggered. If the first sub-set is chosen, it is classified into one of the identified attributes. If the second 
sub-set is chosen, i.e., the new document is α-related to one of the seed concepts, it is also classified into 
one of the attributes belonging to the particular seed concept since we assume that this concept is likely to 
share the same attributes. If the document cannot be assigned to any of the existing attribute classes, we 
consider if it needs to be assigned to any of the remaining attribute classes that have not been identified so 
far. Finally if the third sub-set is chosen, i.e., the concept is not α-related to any of the seed concepts, the 
only thing we can do is to compare it against the entire set of attributes. The following is the answer set 
construction process. 

 
Step 1: Collect target document set, cD  

Given a concept, collect all relevant documents cD  using a subject (concept) filter. The 
documents in the set are candidates for which attribute classification is to be done. 
 

Step 2: Assign an attribute to each document in cD .  
If a document at hand is categorized into one of the seed concepts or those α-related to a seed 
concept, it is classified into one of the attributes already identified. If not, all the attributes are 
used. As can be seen later, it is not only more effective but also efficient to use pre-selected 
attribute classes rather than using all the possible attribute classes. 

 
Step 3: Iterate step 1 for all the concepts. 

This bootstrapping process allows for attribute categorization of all the concepts in an 
incremental fashion. While the documents belonging to only a small number of seed concept 
nodes are manually assigned, the rest of documents are assigned to the attributes incrementally. 

 
 

4 Experiments 
 

The goals of our experimental work are: 
 

- to understand the effect of the hybrid method of using learning-based and rule-based classifiers 
- to demonstrate the effect of the automatic knowledge base construction method, especially the 

use of α-relations 
 

We used a modified Naïve Bayesian model for our learning-based classification. In order to choose 
features, each term in documents was evaluated using EMIM (Expected Mutual Information Measure) 
[12] that computes the degree to which it discriminates categories.  



Our knowledge base currently consists of 14,700 concepts, 83 unique attributes, and more than one 
million documents in the economy domain. The average number of document under each concept is 43.4, 
the average number of answer document is 25, and the average number of attribute is 18. The answer set 
driven system is in operation with only 10% of the documents. We tested the automatic construction 
method with 4,599 documents, 120 concepts, and 83 attributes. For performance comparisons, we used 
the standard precision, recall, and F-score [13]. 

 
4.1 Performance of the Hybrid Method 

 
The main purpose of this part of the experiment was to establish a ground work for further 

experiments. We used both our learning-based classifier as the baseline and the rule-based classifier. The 
scores for those were compared against variations of the hybrid model, rm CCC ⋅+⋅= βα , that we 
developed in this work. Two notable cases for the hybrid model were compared: one with both α and β 
set 1, and the other with α set 2 and β set 5. Finally, we ran the cases where α and β were set to different 
values depending on attributes. 

 
Table 3. Results for rule-based, learning-based, and hybrid methods 

 
Method Types Precision Recall F-score Improvements 

Only Rule .3502 .3990 .3596 - 30.75% 
Only ML .4580 .5806 .5193 Baseline 

ML + Hybrid (1:1) .4291 .4847 .4569 –12.0% 
ML + Hybrid (2:5) .4941 .6637 .5789 + 11.4% 

ML + Hybrid ( iα : iβ ) .6091 .6865 .6478 +24.7% 

 
 

As expected, we obtained better results progressively as we combined the rule-based and learning-
based methods. As in Table 3, it is clear that the hybrid method (.6478) outperforms the conventional 
method of using rule alone (.3596) or the learning method (.5193). While the improvement was decreased 
when we used the same confidence weights for classifiers (.4569), it became bigger when we used the 
confidence weight 2 for the machine learning classifier and 5 for the rule-based classifier (.5789). That is, 
rules tend to make up for errors made by the machine learning method to result in higher effectiveness.  

On the other hand, the performance is better when all of classifiers have different confidence weights 
for each attribute (.6478) than the case where the same confidence weigh was used for all categories 
(.5789). This difference can be attributed to the fact that rules may have a bigger role for some attributes 
while the machine learning method is good for some other attributes. For instance, rules are more superior 
in classifying for the “Definition” attribute, while the machine learning method works better for assigning 
the “Product” attribute. In this paper, we set the value of iα  and iβ  based on the experimental data 
obtained from the manually constructed training document set. 

 
4.2 Use of the α-Relation for Automatic KB Construction 

 
We were interested in knowing how effective and efficient the proposed knowledge base construction 

method was. That is, we wanted to know the performance increase obtained by using the α-relation. We 
built answer documents using the three methods for new concepts, as in Table 4. First, we classified 
documents into all the possible attributes U. Second, as in our proposed method, we assign documents to 
the attributes set A that were chosen based on the training documents that belong to a concept that is α-
related to the concept for which documents were classified. Finally, the second method is extended to add 
more attributes to the pre-selected ones if some documents are not safely assigned to any of the pre-
selected attributes.  

 



Table 4. Results with different attributes sets used 
 

Attribute sets Target 
attributes

Assigned 
attributes Precision Recall F-score Time

All attributes 
(no α-relations used) 83 42 .5025 .4662 .4835 4 

Pre-selected attributes 
(with α-relation) 21 19 .6020 .6696 .6358 

(+31.4%) 1 

Pre-selected attributes  
(with α-relation) +  

additionally found attributes 
83 29 .5828 .6992 .6410 

(+32.6%) 1.7 

 
 

Table 4 shows that the scores for using α-relation are higher than that of not using the relation. For 
this experiment, we collected answer documents for 9 concepts that were not used for training. The 
manually constructed answer set consists of 21 pre-selected attributes (Set A) and 6 new attributes with 
579 answer documents. While the conventional method ignoring the α relation assigns 42 attributes in U, 
our method assigns 19 attributes in A. We gain a 31.4% increase in F-score and 400% in speed by using 
the knowledge. The potential advantage of using the α-relation is the ability to minimize the efforts not 
only required training set construction but also new answer set construction. On the other hand, a 
disadvantage is that it has a less chance to assign new attributes.  

To solve that problem, we re-assigned an attribute from the remaining attribute set A’ to unlabeled 
documents. As in Table 4, we gained an improvement of 32.6% against the first method, 0.82% against 
the second method while losing 70% speed against the second method. The reason for the small increase 
of effectiveness is because only a few documents fail to be assigned in the second case based on the 
thresholding strategy [14]. In other words, the chance of assigning a new attribute to an unlabeled 
document is quite slim. 
 
5 Conclusion 

 
In the context of answer set-driven text retrieval, it is crucial to construct a knowledge base 

consisting of a concept hierarchy and associated documents. In our case, we attempt to provide more 
accurate answers by attaching attributes to individual concepts. As such, documents need to be assigned 
to attributes under the concept. In order to automate the assignment process, we developed a new method 
for attribute-based classification and its use for automatic knowledge base construction. 

Our proposed method helps reducing human efforts dramatically by using α-relation defined over the 
concepts in the hierarchy and increasing effectiveness of the classifier by integrating rule-based and 
learning-based techniques into a hybrid method. Our experiments show that a 24.7% improvement was 
obtained by using the hybrid classification method. More notably, we obtained 31.4% increase in 
effectiveness while achieving 400% increase in speed by making use of the α-relation. 

While our experiments were designed carefully, and comparisons made thoroughly, it has limitations. 
Our current work depends on the domain of the concept network. It is not clear how the proposed method 
can be extended to other domains. Our assumption of using α-relation needs to be tested further. More 
fundamentally, we need a certain amount of manual work to initially construct the knowledge base such 
as the concept hierarchy and the initial training documents. We will have to see how the initial manual 
process influences the latter processes and what kind of performance degradation occurs when smaller 
efforts are used for the initial construction. 
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