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Abstract 

As WWW grows at an increasing speed, a classifier targeted 
at hypertext has become in high demand. While document 
categorization is quite a mature, the issue of utilizing 
hypertext structure and hyperlinks has been relatively 
unexplored. In this paper, we propose a practical method for 
enhancing both the speed and the quality of hypertext 
categorization using hyperlinks. In comparison against a 
recently proposed technique that appears to be the only one of 
the kind, we obtained up to 18.5% of improvement in 
effectiveness while reducing the processing time dramatically. 
We attempt to explain through experiments what factors 
contribute to the improvement. 

Keyword: Text Categorization 

1. Introduction 

As the Web is expanding, where most Web pages are 
connected with hyperlinks, the role of automatic 
categorization of hypertext is becoming more and more 
important. This is the case especially with the limttation of the 
retrieval engines - too much information to be searched and 
too much information retrieved. By categorizing documents a 
priori, the search space can be reduced dramatically and the 
quality ofad-hoc retrieval improved. Besides, Web users often 
prefer navigating through search directories as in portal sites. 
In this paper, we propose a practical method for automatically 
categorizing hypertext documents using hyperlinks and report 
on our experimental results that include how our method 
compares with a recently developed technique and what 
factors contribute to the improvement. 
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Automatic text categorization can be considered a relatively 
mature area in the realm of IR with a variety of algorithms 
developed [ 15] and large-scale experiments conducted. Given a 
set of topics (i.e. classes or categories) and pre-categorized 
training documents, the task is to assign one or more topics to a 
new document. The training documents can be used by human 
experts to generate categorization rules ([1], [7]) or by a 
program to learn the features indicating different classes ([13], 
[12], [8], [3]). In the case of fully automatic categorization 
without human encoding of categorization rules, the 
performance depends largely on the learning algorithms and 
feature selection methods. 

Hyperlinks in hypertext have been used in ad-hoc retrieval 
settings. For instance, Croft and Turtle [6] developed a method 
by which hyperlinks are regarded as evidence in answering a 
query. Savoy [14] suggested a scheme for including citation 
links in a vector space model to improve overall retrieval 
effectiveness. More recent research proposed a new method of 
combining retrieval evidence from 5 different link types and 
reported on about 45% improvement over existing techniques 
without using hyperlinks [9]. This work was augmented with a 
link destination categorization technique that improves 
efficiency by 70% [i l ] .  Another method was proposed [2] to 
extend a retrieval method based on link connectwity analysis 
[10] with content analysis. About 45% improvement of 
precision at 10 documents was reported over the method that 
uses pure link connectivity analysis only. 

Given the evidence that hyperlinks carry important information 
that helps determining the retrieval status value for hypertext, 
our goal was to devise a practical method for hypertext 
document categorization by exploiting links, a new feature that 
has not been explored extensively. Our premise was that the 
documents in the neighborhood, i.e. those connected by 
hyperlinks, should help revealing the class of the target 
document. Following are the main features of our method that 
ts build on the Bayesian classifier model: 
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By differentiating hyperlinks, we control the negative 
effects of  neighbors. 

The terms in the neighbors connected by hyperlinks are 

used selectively to deal with noise effects. 
The class labels for neighbors are not assumed to be 
always available, but taken into account incrementally as 
they become available in the categorization process. 

We chose to use the Naive Bayesian model as the underlying 

framework because of  its efficiency and our need to compare 

against the HyperClass method [3]. 

2. Exploiting Hyperlinks in a Bayesian Classifier 

The basic idea of a Bayesian classifier is to assign the most 

probable category c to a document d by estimating P(cld) with 
joint probabilities of  terms in the document and the category 

m the training set. More precisely, the basic classifier is 
written as: 

argmax[P(cld)]=c argmax[P(c)P(dlc) L p(d) 
(1) 

Here N(t, ld) and T represent the term frequency in d and the 
total number of terms in the collection, respectively. The 

expression captures the intuition that for a given category, 
P(cld) depends on how frequently the class-revealing terms 
occur m the target document to be categorized. ~. P(c) can be 

estimated by computing how often the category appears m the 

training set. P(t, lc) is estimated by calculating how often t, 
occurs in the training documents belonging to c[5]. 

The Bayesmn classifier model can be extended to include 
features available in hypertext documents-'. Given 

a set of documents A = { 8,,  i = 1,2 . . . . .  n } 

the graph G(A) defined with the documents and directed 
hnks connecting documents, 

the collection of text T = {t, } corresponding A ,  where 
each t, is a sequence /~v I J = 1,2 . . . . .  n, } of terms, and 

Because of  the mulUplicaUon in the expression, however, 
the larger N(t, ld), the smaller P(cld). The discrepancy can be 
removed by altering the expresston with logarithm [5]. 

2 We follow the framework in [3], but introduce a new way of 
estimating key probabilities in the hypertext context. 

- the set of  class assignments C ={c ,}  for individual 

documents in A ,  

the classifier can be written as 

F p(o, r lc)P(c)l 
c, = argmax[P(C l O, T)] : argm - ~x[ p(O,r) ] 

(2) 

where the denominator can be ignored in calculation since it is 

not a function of  C. 

In [3], G is simplified with N, representing the collection of  the 

known class labels of  all the neighbor documents for d,. As a 

result, the classifier finally needs to maximize the following: 

arg max[P(N, , r, I c, )P(c, )] 
c 

= arg max[P(N, I c, )P(r, I c, )P(c, )1 
£ 

(3) 

The classifier directly makes use of  the link/class patterns 
among the documents in the training set. In other words, it takes 

into account what class assignments were made to the 

neighbors of the training documents having c,. More formally, 

P(N, [c,) 

= I I,, . ,  e(c, P(c, Jc,,d, 

(4 )  

where I, and O, represent in-neighbors and out-neighbors 3 

constituting N~. The symbol "--¢' is used for a directional link 
between two documents. This expression means that for 

probability value estimation, the system needs to learn class 

label patterns in the neighbor documents from the training set. 

3. Our Method for Hypertext Categorization 

Based on our preliminary work, we the link/class patterns in 

training documents are not very consistent and are likely to 
vary from collection to collection. This problem appears to be 

due to the fact that hyperlinks are used for a number of  different 

reasons and that the contents of  neighbors are not always 
consistently related. Instead of  using the link/class patterns in 

the traming set, therefore, we opted for using the current 
link/class patterns around the document being categorized. By 
using (2), the expression (1) now becomes: 

3 In-neighbors (out-neighbors) are the class labels of  all the 
documents having a link to (from) the document to be classified. 
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argmax[P(C l G, T)] 
C 

= arg max[p(C I r ) e ( c  I a)]  
C 

(5) 

While P(CIT ) is converted using the Bayes' theorem, P(CIG) 
is estimated by the Neighbor a function calculated directly 

from the neighbors, not from the training data as in (4). It 

basically computes the degree to which the current, class c is 

supported by the neighbors of  the document d. Our current 
implementation uses the following: 

ld Neighbor a (c)= V'/x w L 
La 

(6) 

Here La and l~c) represent the number of  all links from or to d 

and the number of  in-neighbors and out-neighbors having 

class label c, respectively. In addition, w L represents the 
average confidence weight for all the links and indicates to 

what extent the categories of  the neighbor documents are 

known at the time it is computed. This confidence weight, set 
to 0.7 currently, turns out to play an important role in 

distinguishing trustable neighbors from those acting as noise. 

Our use of the function, in place of  link patterns in the training 
set, is based on our belief that the types of  categories and the 

contents of the current neighbors are more important than the 
statistical data showing what classes are found in the 
neighborhood of  a certain class. 

Our categorization algorithm works as follows: 

1. For each document d to be categorized, generate the set A 

of adjacent documents (neighbors) connected by a link 

from or to d as long as they are trustable. By trustable, we 
mean that the neighbor and the target document are 

homogeneous enough, and the links are not likely to act as 
noise for categorizatton. Currently, homogeneity level is 

calculated with the similarity between d and each neighbor. 

2. For all terms tj in d, adjust the term wetght usmg the term 

frequencies in the documents in A so that the content of d 

is influenced by the contents of the neighbors. The weight 

wj for each term tj in d ts incremented using the weight of 
each term in the neighbors in A as follows: 

w, + a-w). w~ .o~ 

where a is used to control the impact of the neighbor. 
documents and determined experimentally 

3. Assign a temporary class to those in A, which have not been 
categorized, using the method in expression (1). 

4. Assign a confidence factor to each of the documents in A, 

which indicates how trustable the class assignment is. For a 

pre-assigned class or a class assigned by this algorithm, the 

maximum value is assigned. Otherwise, a partial confidence 

value is assigned to those having a temporary label. 

5. Calculate the probability value for each class in expression 

(5) using the values computed so far and the Neighbor d 
function in expression (6) to choose the best class. 

Our method conveyed in the algorithm differs from the 
previous work [3] in several ways. 

It makes use of  categorization results incrementally but 

does not repeat the categorization process for mdividual 

documents. This contrasts with HyperClass [4] approach 

where a type of  relaxation labeling scheme is used for 

unknown classes. The scheme assigns classes (labels) to 
documents and repeats the process until the labels become 
stable or consistent. 

Our method differentiates the classes assigned to 

documents in the neighborhood. The neighbors have 

different degrees of  impact on the target document 

depending on how the classes were assigned. A full 
consideration is given to the documents whose classes 
were assigned either manually a priori or by the final step 

of the algorithm, whereas a pamal confidence factor is 
gwen to the documents with temporary classes. This is an 
attempt to minimize over-reliance on classes temporarily 

assigned solely based on document contents while 

avoiding the time-consuming relaxation labehng method. 

Our method discriminates among links or the connected 

documents so that their influence on class assignments is 
controlled. First, the similarity calculation in step 1 of  the 

algorithm can eliminate documents in an entirely different 
domain. An example would be a call-for-paper 
announcement page for a technical area linked to a page 

describing a winery as a candidate place for sightseeing. 

Second, when the content of  a document is changed under 
the influence of  the neighbor documents as in step 2, we 

only change the weights of  existing terms in the target 
document. In other words, we do not introduce new terms 
as in HyperCiass. Our strategy turns out to reduce the 
noise effect while taking into account the neighbor 
document contents. 
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A rather fundamental difference lies in the way P(CIG) in 

(6) is estimated. In the case of HyperClass, the linkage 

structure with respect to a given categorized document in 

the training set is used. In our case, however, we estimate 

the probability directly from the current configuration of  

the linkage structure using the Neighbor function. 

Since automatically assigned classes can take part in 

categorization of other documents in the neighborhood, the 

quality of categorization can depend on the order in which 

documents are categorized. Our strategy is to start with the 

most influential documents, i.e., those containing the largest 

number of  links, so that we can minimize the need for 

computing the temporary classes. This strategy is also based 

on our premise that the link information is helpful for 

categorization. As a result, the influential-document-first 
strategy is likely to minimize the negative impact of  

inaccurate assignments on the future assignments. 

4. Experiments 

The goals of our experimental work were: 

to determine various parameter values that help optimize 

the performance, 

to demonstrate the superiority of  the proposed method 

compared to other methods including the HyperClass 

method[3], and 

to understand what factors contributed to the 
improvement and whether our mdiwdual assumptions 

and strategtes indeed worked favorably. 

Two test collections were used. One is the Reuter-21578 

collection used widely in previous research. Since this 

collection has no link information, however, it was used to 

establish a basts for comparisons with other work. This 

ensures that the basehne performance is comparable with that 

of  previous work. In this way, we can argue that whatever 

Improvements we obtain through the use of  links are on top of 

the performance results from the state-of-art technique. 4 

This collection consists of 21,578 documents and 135 

categories (classes). Since the collectson ts unbalanced m 

terms of the number of documents categorized for each class, 

however, we chose to use a subset consisting of 10,000 

4 We limit our investigatton to a particular learning method, 
Naive Bayestan (NB) model, because the only previous 
categorization work using hnks we are aware of also used the 
same model. Additional work needs to be done in 
comparison with other models such as SVM and KNN 
methods that performed better than the NB method in a recent 
report [ 15}. 

documents coveting 87 classes, excluding the documents 

belonging to more than one classes and the classes not assigned 

to any of  the document subset. 

The other collection is called ETRI-Kyemong consisting of  

articles from an encyclopedia, each of  which belongs to one of  

the 76 low-level categories. Since most documents contain one 

or more hyperlinks to other articles, this collection was deemed 

appropriate for our experimental work. 5 The test collection 

consists of 20,836 textual documents, each of which belongs to 

one of  the 76 categories. The 3,611 documents used for testing, 

as opposed to training, were selected in such a way that they 

contain sufficient link information. There are about 12 links per 

document on the average, with the minimum 2 and maximum 

32 links in the testing document set. 

For performance comparisons, we used the standard precision, 

recall, and F-measure[l 5]. For computing average scores across 

all the categories, we used the micro averaging method that has 

been used more widely than the macro averaging, although we 

show both scores for the initial baseline experiment. 

4.1. The Baseline Results 

The main purpose of  the initial experiment was to establish a 

basehne for further experiments. We ran our categorizer 

tgnoring aU the link-related steps so that we can ensure the bare 

perforrnanee is roughly comparable with those in previous 

research. The results using Reuter-21578 was used for this 

purpose. The ETRI-Kyemong results were used to set the 
basehne performance against which the variations of  link-based 

methods can be compared. In this process, we also obtained 

scores for different training levels 0.e. the proportion of  

training documents) and the number of features (i.e. unique 

terms) used. In order to choose top n features, each term was 

evaluated using EMIM (Expected Mutual Information Measure) 

[12] that computes the degree to which it discriminates 

categories. 

Table 1 shows that the scores for Reuter are higher than those 

found m the literature. Although the numbers are not directly 

comparable because of the differences in the categories and the 

document set, the scores indicate our categorizer works 

reasonably well. The difference between our and the past results 

was greater with the macro average scores because our use of 

more even categories in the collection eliminated the negative 

influence of small categories. 

~ This was the only test collection available to us that contains 
hyperhnks. Other hypertext collections used in [3] were not 
avadable at the ttme of our work. 
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Table 1. Results for us/rig three different numbers of features 

Teit 
collection 

R e u t e r -  

21578 

ETRI- 
Kyemong 

#Features 

500 

I000 

1500 

1000 

1500 

2500 

miR miP miF ~ maF 

.8092 .8901 .8495 ' .6M5 

.8021 ,8842 .8432 .6029 

.8053 .8982 .8507 .6346 

.7451 .7131 

.7867 .7618 

.7880 .7484 
miR: Micro Avg. Recall, miP. Micro'Avg. Precision 

miF M~cro Avg. F-score, maF: Macro F-scoro 

Table 2. Results for different ways of using link information 

Categorizatmn Methods mi. F-score 

Baseline (without using links) .7867 
i 

Using only terms in the 
neighbors .7992 (+1.58%) 

Using Using only classes of the 
hnks neighbors .8814 (+12.04%) 

Using both terms and classes .8927 (+ 13.47%) 

In addition, the table gives us F-scores for different numbers 

of features. Based on the results, we used the set of 1500 

features m the rest of  the experiments. 

4.2. Results with Links 

Having set the baseline with both collections, we evaluated 

the proposed method in several variations. We compared three 

cases: I) when the terms in the neighbors, not their classes, 

were used to reinforce the contents of  the documents to be 

categorized, 2) when the class informatmn of  the neighbors, 

not the terms m them, was used, and 3) when both the terms 

and the class information were used together. The last case is 

exactly the same as the algorithm described m Section 3. 

All the parameters were the same for the three cases and set to 

the best values. For instance, we set the miming level to 80%, 

and used 0.3 as the threshold for similarity between a target 

document and a neighbor in order of links to be used. 

As expected, we obtained progressively better results as we 

used the links more aggressively. While the improvement was 

small when we only used the terms in neighbors in addition to 

those in the target document, it became bzgger when we used 

the class labels of  the neighbors. That is, using macroscopic 

information was more effective than using microscopic one 

when we utilize links. While the magnitude of  the improvement 

may look small because of  the high baseline score, the error rate 

reduction is by almost 50%. With HyperClass, the performance 

dropped when terms from neighbors were used without the 

class labels [3]. We believe that our strategy for link 

discrimination using similarity values makes the difference. 

4.3. Contributing Factors 

The most striking difference from the previous research, and 

hence our contribution, lies in our overall algorithm that uses 

neither the relaxation labeling algorithm nor the link/class 

patterns in the training data. Our strategy for link discrimination 

is another. For direct compariosns, we implemented the 

relaxation labeling algorithm [3] in our experimental setting 

and ran a series of  experiments targeted at singling out 

contributing factors. We report on our analysis for the factors 

together with the experimental results. 

Link Discrimination 
Not all links are of  high quality or connected to semantically 

related documents. Naturally, following links in a non- 

discriminatory fashion to expand the scope of  a document may 

result in an adversary effect for categorization. In previous 

work on link-based ad-hoc retrieval [9], it was found that an 

effective way of extending the retrieval set was to use document 

similarity between the source and destination documents. We 

also obtained a consistent result in the categorization task. The 

F-score for the best case (similarity > 0.3) was dropped 

from .8927 to .8326 (-6.7%) when similarity values were not 

used (i.e. all the neighbors were used blindly). This confirms 

our belief that adding terms blindly from almost unrelated 

documents can only degrade effectiveness. 

Knowledge on Neighbor Classes 
While the class labels for training documents are the only type 

of a priori knowledge for conventional categorization methods, 

knowledge on the class labels on neighbors in the target 

documents is an important factor for link-based categorization. 
They could be assigned by humans or by the algorithm. 

We ran an experiment to see how different levels of  knowledge 

in a training document set and neighbor documents in a target 

document set affect the categorization effectiveness. As in 
Table 3, we used two training levels, 20% and 80%, and 5 

levels for knowledge on neighbor classes. 100% means the 

class labels for all the neighbors of  the target document are 

known a priori, and 0% means none is known. 

268  



Table 3. Results from using different kinds and levels of a priori 
knowledge 

T-Level Baseline 

20 .7308 

80 .7867 

N-Level Link-Based 

0 .8062 
20 .8260 
50 .8410 
80 .8580 
100 .8660 
0 .8337 

20 .8540 
50 .8738 
80 .8848 
100 .8927 

T-level proportion of training documents (%) 

N-level: propomon of known classes for neighbors(%) 

As expected, the performance is better when a higher level of  

knowledge is available for both training documents and 

neighbor documents. At the 20% training level, we obtained 

from 10% (0.8062) to 18.5% (0.8660) improvement. This is a 

more dramatic increase than the case with the 80% training 

level, where the improvement is between 6% (.8337) and 

13.5% (.8927). Even with 0% N-level (i.e. no prior knowledge 

on the class labels for neighbors), our method gives a better 

score (.8062) at the 20% training level than the conventional 

method at the 80% training level (.7867). This difference has a 

practical ramification that the proposed algorithm can improve 

categorization effectiveness with a much smaller amount of  
human efforts required for training set construction. 

Use of Link/Class Patterns in Training Set 

With the reasons explamed in Section 3, our method uses the 

Neighbor function instead of  using the link/class patterns (i.e. 

what class labels are connected to the class of a given 

document through links) available in the training set. In an 

effort to prove our intuttive hypothesis that the link/class 

patterns in the training set do not have much predlchve power, 

we compared two cases, one with the link/class patterns and 

the other without them (our method), while leawng all the 

parameter settings the same. The F-score for the former case 

was .8498, a 4.8% decrease. From the result, we argue that 

link/class patterns m the training data are not consistent 

enough to warrant their use for predicting the class of a given 
document. 

Inclusion of New Terms from Neighbors 
When a "super document" is formed using the terms in the 

neighbors, there are two options. One is to adjust the non-zero 

weights of existing terms in the original vector. The other is to 
bnng in new terms from the neighbors so that the modified 

Table 4. Effectiveness gain with iteration 

N-level With Iteration Without Iteration 

0 .8569 .8337 (- 2.71%) 

20 .8748 .8540 (- 2.38%) 

50 .8784 .8738 (- 0.52%) 

80 .8860 .8848 (-0.14%) 

100 .8986 .8927 (-.0.66%) 

vector will have additional non-zero component. In other words, 

the latter changes the vector more drastically. Based on our 

experiment, we obtained .6793 by brining in new terms from 

neighbors. That is, a 23.9 % decrease in F-score. 

Iteration of Labding Process 
While the relaxation labeling algorithm used in HyperClass 

goes through the labeling process in iteration until the labels do 

not change because of the neighbors, our method does it in one 

pass. The potential advantage of  doing iterations is the ability to 

minimize the negative influence of  the temporary class labels 

that take part in assigning a class label for the target document. 

In an attempt to understand the trade-off between efficiency 

gain and effectiveness loss, we modified our algorithm in such 

a way to simulate iterative labeling process, leaving all other 

condittons the same. 

As in Table 4, the amounts of  improvement vary depending on 
the N-levels but are small, compared to the improvement we 

gain with other factors. Especially when the N-level is greater 

than 50% (i.e. more than a half of the neighbors has a class 

label), the improvement is negligible. We argue that iteration is 

not favorable given the small gain in effectiveness at the 

expense of the significant efficiency loss (to be discussed 
below). 

No iteration means that the labeling process is halted at an 

unstable stage. That is, the resulting class labels depend on the 

order in which the assignments are done. Intuitively, a way of 

making the process stable is to categorize documents in the 

decreasing order of connectivity (i.e. most-links, first-served), 

assuming that link information helps. Therefore, we compared 

two cases: selecting the next target document randomly or 

selecting the target with the largest number of  links among 

those left. Tie-breaking was done randomly. But the difference 
was almost negligible: .8927 (selection based on the numbers of  

links) vs..8897 (random selection). 
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Figure 2. Efficiency for three methods 

increase or a decrease ofF-scores. 

terrns+links(pmposed) 

HyperClass method 

-- j r - -  terms only 

Use of link/class 
patterns in training set 
Use ofhnk fidehty 
(Link discriminaUon) 
A priori knowledge 
on nei~,hbor classes 

Iteration 

I n c l u s i o n  o f  n e w  

t e r m s  f r o m  nei~hborrs  

HyperClass Method 
~Baseline~ 

YES 

NO 

YES 

YES 

YES 

Proposed Method 

NO 

YES 

YES 

NO 

NO 

Individual Contributions towarcl Improvement 
in Our Method 

+ 5.0% 

+6.7% 

+ 6.6 % (Our Method)* 
+ 1.9 % 0-]yperClass)* 

- 0.66 ~ - 2.71% 
( increased time efficiency) 

+ 31.4% 

* Baschnc  the case  wsthout using the knowledge  0 .e . .  N- level  = 0) 

4 .4 .  O v e r a l l  C o m p a r i s o n s  

Here we compare three different methods: the conventional 

method of using only local terms, the HyperClass method, and 

our proposed method. We implemented the HyperClass 

method as in [3] - use of  link/class patterns in the training data 

in order to reflect the class labels in the neighbors, use of  

neighbor terms to expand the original document vector 

representing the target document, and use of  the relaxation 

labeling algorithm. The training level was at 80%, and the 

underlying learning model was the naive Bayesian classifier. 

With the x-axis in Figures 1 and 2 represent different levels of  

knowledge on neighbor classes, we can see how they affect 

effectiveness and efficiency. 

It is clear that the two methods of  using hyperhnks outperform 

the conventional method of  using terms alone sn target 

documents, as already seen in Table 2. Between the 

HyperClass method and the proposed method, the latter 

outperforms at all N-levels, i.e., regardless of  the amount of  a 
priori knowledge on the class labels for netghbors. A 

characteristic difference between the two ~s that the 

HyperClass model is stable in the sense that scores do not 

improve as the amount of  N-knowledge increases. This is 

natural because the algorithm iterates itself until the knowledge 

on neighbors is sufficiently taken into account no matter what 

levels of  knowledge are used. On the other hand, the 

performance of the proposed model becomes higher as the 

amount of  knowledge increases. 

In terms of effictency, the time requirements for the two link- 

based methods change depending on the amount of  a priori 

knowledge on the neighbor classes. The more knowledge on the 

neighbors, the faster the process is. For our method, that 's 

because when the class label for a neighbor is not known, it 

needs to calculate the temporary class assignment. On the other 

hand, the HyperClass model needs to iterate more when there 

are less number of  neighbors whose classes are known. 

However, the time requirement for the proposed models is 

considerably lower because it doesn't  go through any iteration. 

Table 5 summarizes the key differences between the two 
methods and how different factors contribute to an increase or a 

decrease of  F-scores. For instance, the use of  link/class patterns 

270  



in the training set, included in the HyperClass method but not 
in our proposed method, lowered the F-score by 4.8% 
(from .8927 to .8498). By not using them, the increase of F- 
score was by 5.0% as in Table 5. For the second factor, we 
gained a 6.7% increase by using the factor. 

5. Conc lus ion  

Links in hypertext provide new information that has not been 
explored sufficiently in such tasks as information retrieval, 
categorization, and summarization. We developed a new 
categorization method for hypertext documents, ran 
experiments, and analyzed various factors that contributed to 
changes in F-scores. Our method is suitable for Web situation 
since it can flexibly take advantage of the known classes in 
the neighborhood of target documents. We compared our 
method against the conventional method using the same Naive 
Bayesian framework and against the HyperClass method that 
is known to be the only one of the kind (i.e. categorization of 
hypertext documents). Our method showed significant 
improvement over the HyperClass method in terms of both 
effectiveness and efficiency. Our detailed analysis revealed 
what factors individually help making positive contributions. 

While our experiments were designed carefully, and 
comparisons made thoroughly, it has a limitation. Due to 
unavailability of Web data and the test collection used m 
previous research, our work was constrained to a hypertext 
collection consisting of Encyclopedia articles. While the wide 
coverage of subject areas is similar to that of the Web, the 
articles are shorter and more cleaned. We wish a standard 
collection for hypertext document categorization become 
available publicly so that we can make our claims more 
generalizable through repetition of the experiments. 

References 

[1] Chidanand Apt6, Fred Damerau, and Sholom M. Weis, 
"Towards Language Independent Automated Learning 
of Text Categorization models", Proc. of the 17 th annual 
international ACM-SIGIR, 1994. 

[2] Bharat, K., and Henzmger, M., "Improved Algonthms 
for Topic Distillation in a Hyperlinked Environment", 
Proc. of the 2P' annual international ACM S1GIR, 
pages 104-111, Melbourne, Australia, 1998. 

[3] Soumen Chakrabarti, Byron Dora, and Ptotr Indyk, 
"Enhanced Hypertext Categorization using Hyperhnks", 
Proc. of the international Conference on SIGMOD '98, 
1998. 

[4] Soumen Chakrabarth Byron Dom, S. Raw Kumar, 
Prabhakar Raghavan, Sridhan Rajagopalan, Andrew 
Tomkins, David Gibson and Jon Klemberg, "Mining the 

Web's Link Structure'; IEEE Computer, Vol. 32, No. 8, 
August 1999. 

[5] Mark Craven, Dan Di Pasquo, Dayne Freitag, Andrew 
McCaUum, Tom Mitchell, Kamal Nigam, and Sean 
Siattery, "Learning to Extract Knowledge from the World 
Wide Web. Proc. of  the international Workshop on 
AAAI "98, 1998, also in Internal Report, School of 
Computer Science, CMU, CMU-CS-98-122, September 1, 
1998 (http://www.cs.cmu.edu/afs/cs.cmu.edu/proj ect/ 
theo-ll/www/wwkb/overview-aaai98.ps.gz .) 

[6] W.B.  Croft & H. R. Turtle, "Retrieval Strategies for 
Hypertext." Information Processing and Management, 29 
(3), 313-324, 1993. 

[7] P.J. Hayes, P. M. Andersen, I. B. Niernhurg, and L. M. 
Schmandt, "TCS: A Shell for Content-Based Text 
Categorization", Proc. of  the 6 'h IEEE-CAIA '90, 1990. 

[8] Mart A. Hearst, "Support Vector Machines", IEEE 
Information Systems, 13(4):18~28, 1998. 

[9] Won-Kyun Joo 7 Sung-Hyon Myaeng, "Improving 
Retrieval Effectivness with Link Information", Proc. of  
the international Workshop on IRAL '98, 1998. 

[10] Kleinberg, J., "Authoritative sources in a hyperlinked 
environment." Proc. of  9th ACM SIAM Symposium in 
Discrete Algorithms, pages 668-677, San Francisco, 
California, 1998. 

[11] Jeong-Mook Lim, Hyo-Jung Oh, Sung-Hyon Myaeng, 
and Mann-Ho Lee, "Improving Efficiency with 
Document Category Information in Link-based 
Retrieval", Proc. of the international Workshop on 
IRAL "99, 1999. 

[12] David D. Lewis and Marc Ringuette, " A Comparison of 
Two Learning Algorithms for Text Categorization", Proc. 
of the ya Annual Symposium on Document Analysis and 
Information Retreival, 1994. 

[13] Andrew McCallum and Kamal Nigram, "A Comparison 
of Event Models for Naive Bayes Text Classification", 
AAA1 '98 Workshop on Learning for Text Categorization, 
! 998. 

[14] J. Savoy, "An Extended Vector Processing Scheme for 
Searching Information in Hypertext." Information 
Processing and Management, 32 (2), 155- ! 70, 1996. 

[15] Yiming Yang and Xin Liu, "A Re-examination Of Text 
Categorization Methods", Proc. of  the 22 'n annual 
international A CM-SIGIR '99, 1999. 

271 


