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Abstract 

In most information retrieval systems, especially those in the Web, users suffer from too many search results 

force them to go through a long list of document surrogates that may not reveal their contents sufficiently. This 

paper describes our attempt to provide a solution to this problem: a new visual interface for search results and a 

system architecture that supports the visualization technique. The visual interface is evaluated for its efficacy 

with human subjects. Our interface, DART, displays document clustering information and the similarity values 

between individual documents and different sub-queries. With the distinguishing colors and brightness of the 

icons representing documents scattered on a series of concentric circles resembling a dart target, users can make 

intuitive judgment as to which one they want to read next . Based on our experiments, users acquire relevant 

documents more quickly with the DART display than with the conventional document list. 

1. Introduction 

In most information retrieval systems, especially those in the Web, users suffer from too many search 

results. Since the results are often presented as a linear list, only a part of which can be shown at a 

time, the users need to go through a long list of document surrogates until they are satisfied or 

exhausted. In this paper, we describe our attempt to alleviate this problem by proposing a new visual 

interface for search results.  

 

The number of documents or Web pages returned for a query is usually very large in the Web 

environment. Although relevant documents may rank low in the linear list of retrieval result mainly 

due to the imprecise nature of current retrieval techniques, the user may juggle with the first few lists 

of documents only and abandon the current search result. As a result, the user may end up doing one 

or more of the following:  

- quit the search session leaving the relevant information untouched 

- issue additional queries to the same or different search engines, or  

- spend a significant amount of time going through the linear list of the results until s/he wants to 

quit.  



That is, Web users may easily get frustrated with the results from current state-of-the-art retrieval 

engines and waste a lot of time and efforts in finding what they want from the Web. 

The main goal of our visualization scheme is to provide as much information about retrieval results as 

possible on a two-dimensional space without cluttering the limited display space. Our work is based 

on a few observations and hypotheses: 

 

- As claimed in some previous work [Swa98, Hea96], clustering is a useful way of organizing 

retrieval results and hopefully separating relevant documents from others. We propose a new way 

of displaying document clusters. 

- When there are multiple query terms, the user wants to know the degree to which a document 

contains each query component. Supporting this need is important especially when the relationship 

among query terms and their importance are not explicitly known as in most retrieval systems. 

- Related information about a document should be explicitly linked, so that users can make a 

comprehensive judgment with a minimal cognitive effort to aggregate them. 

- Users should not be discouraged from using a new interface because of its complexity and 

unfamiliarity with respect to intuition. This aspect also emphasizes on the “minimal effort” 

principle. Following a previous research finding that 3-D interface is not necessarily effective 

[Com99] in displaying retrieval results, we opt for a 2-D visualization display. 

 

Many visualization techniques for retrieval results have been proposed as an alternative to the 

conventional display of document lists. They can be grouped into two categories [Zam99]: displaying 

additional information about each retrieved document [Heart95, Now96, Ols93] and visualizing inter-

document similarities [Swa98, Hea96, Lin?? – ACM DL conference]. The additional information in 

the former approach can be used to group documents for the effects in the latter approach. 

 

2. Visualization with DART 
Our visual interface for retrieved results is called DART (Display of Abridged Results on a Target). 

As in Figure 1, the user interface is divided into three parts. The top part allows the user to select the 

retrieval server and input a query as a list of terms. The scrolled window on the left is for a ranked list 

of document titles as often found in many other interfaces. The window on the right is our main 

contribution, DART.  

 

There are two types of additional information DART displays: document clustering information and 

the similarity values of individual documents with respect to the whole query or its parts. For 

clustering information, the area covered by the circle representing a document space is divided into 

several pie-shapes, each of which corresponds to one of the clusters resulting from the clustering 

process. In Figure 1, five clusters are shown with their labels chosen automatically from the 



documents belonging to each cluster. 

 

The circular region contains several concentric circles so that the user can easily see the distance of a 

document from the query in the center, as the name of the visual display, DART, symbolizes. In other 

words, we show not only how documents are clustered but also how similar individual documents are 

to the query within each cluster. It should be noted that the number on top of each document icon is 

linked to one of the document titles in the left window so that the user can see the title of the chosen 

document immediately. In addition, the user can see easily which cluster contains top documents most.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: The DART display 

 

The distinguishing colors and brightness of the icons representing documents reinforce the same effect, 

thereby allowing users to make an intuitive judgment as to the relevance of individual documents 

without having to read a significant portion of each document. The brightness and the longitudinal 

position of a document icon within the same “class” (in the same cluster and within the same 

similarity interval) indicate the size of the corresponding document. The darker and the farther apart in 

the clockwise direction the icon is, the longer the document. When an icon is selected, the full content 

of the corresponding document is shown. 

 

An important feature of the DART display is its ability to show the similarity of a document with 

respect to an individual query term or any combination thereof. The tabs attached to the upper edge of 

the rectangular box containing the dart target shape represent different sub-queries and allow the user 

to choose another dart target created for the particular sub-query (one term in Figure 1). By selecting a 

tab, the user can see the changes of document icons in their relative positions from the center. This 

feature helps users quickly figure out which documents have high or low distribution of a certain 



query term. In other words, users can see document ranking from different perspectives. While this 

aspect alone is similar to the VIBE approach [Ols93], DART combines this information with the 

clustering information.  

 

3. Use of an Intermediary Server 
Since any meaningful visual interface would require non-trivial amount of computations, we have 

designed an intermediary server whose major function is to receive retrieval results from a retrieval 

engine, do necessary computation for visualization, and send the results to the client that has the visual 

interface. It relieves the client machine of computational burdens and makes the client thin. 

 

Figure 2 shows the overall architecture of the current intermediary server that is connected to the client 

and some commercial retrieval engines. The server has three main modules: the clustering engine, the 

indexing module, and the search engine adapter. The indexing module extracts indexing terms from 

the document surrogates transmitted from a retrieval server after stripping off tags and stop words. Its 

results are given to the clustering engine that forms a fixed number of clusters and gives the results to 

the client. It currently employs the STC (Suffix Tree Clustering) algorithm [Zam98] mainly because of 

its efficiency. Its time complexity is known to be linear to the number of documents. 

 

 

 

 

Figure 2. The Intermediary server and its environment 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: The intermediary server and its environment 

Intermediary Server   Retrieval Engines 



 

The IR engine adapter uses a search engine catalog in XML, which describes what kind of information 

and format are used by each retrieval engine it supports and processes the information from a retrieval 

engine in such a way that they can be used for visualization. For instance, it parses document 

surrogates, computes their similarity to individual terms, and clusters them. The major contributions of 

the server in this environment are efficient calculations of a large amount of information from the 

search engine and flexibility in handling various types of information from a variety of search engines. 

 

4. Evaluation of the DART display 
Our evaluation is primarily concerned about whether the DART visualization method actually helps 

users find relevant documents more efficiently. We compared three cases: the baseline case with a 

linear list of ranked documents, a simple interface with clustering information, and the case with the 

DART display.  

 

Two groups of human subjects, one with no knowledge on information retrieval and the other (expert 

group) who had taken an information retrieval course, were engaged in search operations. Given a 

query, they were asked to select documents from the retrieval result using one of the interfaces. In 

order to eliminate individual differences, each subject used the three interfaces in sequence for the 

same task, but with one day intermission between tasks so that learning effects can be minimized. To 

avoid over-estimates the proposed display, the subjects were asked to use DART first and then 

conventional list followed by the simple cluster list. Each group performed 90 sessions (i.e. 30 unique 

queries using the three interfaces). Each subject was trained to familiarize themselves with the three 

interfaces before the experimental sessions. 

 

For a given query, a subject was asked to rank-order the 30 documents s/he went through in an effort 

to find as many relevant documents as possible using each interface. The goal of each subject was to 

use the given interface in any way s/he wanted. As a result, three ranked lists for each query in each 

group were generated. At the end of all the sessions, the subjects were asked to provide written 

comments in response to some questions asking for subjective evaluations. 

 

Each rank list was treated as if it came from a retrieval system. That is, the comparison among the 

three interfaces was exactly like comparing retrieval results from three different retrieval systems. The 

relevance judgments were made in 1-5 scale with 1 being irrelevant and 5 being most relevant.  

 

Table 1 shows the comparative results.  The numbers represent the average scores for 30 queries 

when an interface was used. “E” and “N” indicate expert and non-expert groups. 

 

 



 

Display Methods  
Document 

Ranks 
Subject 
Group DART List 

Simple 
clustering 

E 4.36 3.32 4.16 1 ~ 10 
N 4.35 3.34 3.54 
E 3.87 3.3 3.78 

11 ~ 20 
N 3.91 3.21 3.14 

E 3.46 2.92 3.14 
21 ~ 30 

N 3.28 2.97 3.12 

E 3.90 3.18 3.70 Average 
N 3.85 3.17 3.27 

 

Table 1: Evaluation Results 

 

For the expert group, the DART display showed a 22.55% improvement over the conventional list in 

terms of the score, whereas the improvement over the simple clustering display was only 5.52%. This 

seems to indicate that the clustering information was very useful for the experts, but on the contrary, 

the DART visualization method didn’t give much leverage. For the non-expert group, however, the 

improvement over the simple clustering display was much bigger (17.75%) where the improvement 

over the conventional list was similar (21.24%). The DART visualization method gave a significant 

advantage because the clustering information given as a list didn’t improve the score much. 

5. Conclusions 

We propose a novel visual interface for the problem of displaying a large amount of retrieval results 

from Web search engines. While there have been several attempts to provide various visualization 

techniques, each of which has its own drawbacks and advantages. For example, 3 dimensional 

interfaces provides a certain level of excitement to users in general, but they are not shown to be more 

effective than 2-D interfaces [Com99]. Some other visualization techniques may be too complicated 

for casual users or look too cluttered. Still other techniques fall short of the types of information given 

to the users [Vee97, Byr99].  

 

Our visual interface provides cluster information and document relevance in terms of the similarity 

values to the individual query terms as well as to the whole query. We also propose a special-purpose 

intermediary server that supports the visual interface by handling a large amount of computations and 

adaptations to a variety of search engines. 

 

Based on our experimental results, the DART visualization is effective in guiding users to select 

relevant documents among many retrieved ones. Both the expert and non-exert groups performed 

significantly better with the DART display than with the conventional list and the simple list of 



clustering results. However, the pure visualization effect and the similarity values with respect to 

individual terms were not as helpful to the expert group as to the non-expert group. It was because the 

experts having a better understanding of clustering benefit from the cluster information so much 

already that the effects from other aspects of the display was relatively small. This is consistent with 

some of the written comments from the non-experts, which express explicitly that they did not know 

how to use the clustering information. 

There are a number of ways the current work can be improved and extended. The visual interface itself 

can be improved further to take into more realistic situations where the number of documents is much 

bigger than 60, the number used in the current implementation. We are considering a more dynamic 

visualization for a larger number; additional documents can be “squeezed in” to the dart-target-like 

display area while making the existing document icons concentrated toward the center. It will allow 

users to move gradually toward less similar documents if they are not satisfied with those in the 

DART. This type of fan-in and fan-out operation that users can control with a mouse is essential in 

bringing in a large number of documents in user’s sight. This flexibility of brining in any number of 

documents, as opposed to 100 documents, is one of the advantages over our previous approach of 

using the “document map” metaphor [Mya99]. 

 

There should be additional work in experiments to test individual hypotheses as well as different 

factors more thoroughly. For instance, we do not know how effective the idea of providing multiple 

dart targets with labeled tabs are. In addition, it would be also informative to measure the time taken 

by the subjects for a given task. 
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