
Editorial

Information retrieval with Asian languages:

an introduction

1. Background

Information retrieval (IR) has steadily attracted researchers in the United States and Europe

since its early days. But it was not a well-known or well-de®ned ®eld to computer specialists in

most Asian countries until as recent as the 1990's. One of the recent activities that spurred

research in IR with Asian Languages was ARPA's TIPSTER program (ARPA, 1993) that

initiated a major support for research in document detection and extraction using Japanese as

well as English texts. Subsequently, the TREC activities (Harman, 1993), strongly in¯uenced by

the document detection part of the TIPSTER program, attracted a wider variety of researchers

from outside the U.S. and incorporated additional languages.

However, the most in¯uential single factor that contributed to the growth of IR research

with Asian languages as well as others is the advent of the Internet and Web technologies.

Textual data have become more widely and readily available regardless of languages, and the

rapid growth of sharable data in terms of the size and the scope has made IR tools or search

engines as a commodity. As the IR market grows, researchers in Asian countries, who tend to

be motivated often by practical rather than theoretical needs, joined the existing research

community.

The ®rst concerted e�ort to address research issues related to Asian language IR was the

workshop on Information Retrieval with Oriental Languages held in Taejon, Korea, in 1996

(Myaeng, 1996). It was organized with the premise that IR is strongly related to the language

being used and the underlying culture. Many papers presented at the workshop dealt with IR

techniques applied to a particular language and reported their e�cacy. The cultural aspect was

not singled out and addressed explicitly by any of the papers but believed to be part of the

languages. It was also supported by Belkin's keynote address where he stressed that IR is a

process and an interaction between a user and the software system.

The workshop changed its name from the next year by replacing ``Oriental'' with ``Asian'' in

order to extend its scope and encourage participation from researchers dealing with languages

other than Chinese, Japanese, or Korean. While the second workshop (Ishikawa, 1997) held in

Tsukuba, Japan, was similar to the ®rst one in its language scope, it attracted researchers from

additional countries. The third workshop held in Singapore, 1998, included papers dealing with

new languages such as Thai and Malayalam (Leong, 1998), extending its scope as intended.
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Although the call-for-papers for this special issue was publicized world wide, most of the

papers selected were presented at one of the ®rst two workshops and extended for journal

publication.

2. Issues with Asian language IR

With the recent TREC e�orts to evaluate information retrieval systems using a variety of

text corpora and queries (Harman, 1993), researchers have realized that well-known IR

techniques may not be equally e�ective when used in a new environment dealing with di�erent

domains, queries, or text databases. Given that, it is natural to conjecture that this

phenomenon would manifest itself when di�erent languages are used for texts and queries and

when di�erent cultures play a role in relevance judgements and system designs.

While it can be argued that most IR techniques should be re-evaluated for their e�cacy

when they are applied for di�erent languages, indexing is the most often-discussed area in the

context of Asian language IR. This is partly because it is not easy to select index terms from

Chinese, Japanese, and Korean even with a morphological analysis or segmentation step before

any further sophisticated statistical or linguistic processing can be applied at the word level.

Being an agglutinative language, Japanese and Korean include a variety of in¯ectional and

derivational variations of words, requiring a sophisticated morphological analyzer for natural

language processing. While Chinese doesn't share this property, on the other hand, a sentence

in the language is a sequence of ideograms with no space, requiring a segmentation technique.

Similar types of ideograms originated from the Chinese language, called Kanji or Hanja, are

used for Japanese and Korean, respectively, but segmentation is not as di�cult as in Chinese

because they are distinguished by other syllables1 or markers used in sentences.

Nonetheless, segmentation is an important issue for handling compound nouns in Japanese

and Korean because nouns can be compounded with a relative ease in both languages as well

as Chinese. As a result, problems with compound nouns are related not only to segmentation

but also to composition. The composition problem is similar to the phrase recognition problem

in English, but it seems more signi®cant because of higher frequencies of their occurrences.

Nouns can easily be verbalized with additional su�xes attached to the end, and when these

verbs without the su�xes are conjoined with a preceding or following noun, they can be

regarded as compound nouns. Furthermore, relatively free spacing in between component

nouns in Korean makes the compound noun recognition problem even harder.

In addition to these fundamental issue, there are many other issues to be addressed. They

include:

. Because of the ambiguities in determining word boundaries, the role of dictionaries is

important. How can words not appearing in a dictionary be recognized as index terms?

Dealing with foreign words belongs to this category.

1 In Japanese, Kanji is used in conjuction with Hirakana and Katakana. In Korean, Hanja is used either in con-

junction with Hangul or other in parentheses to semantic disambiguation.
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. What are the appropriate input methods for queries in Chinese and Japanese? This issue

stems from the large number of Chinese ideograms that can't be composed easily from a

computer keyboard. Solutions may need to deal with spoken or hand-written queries.

. How do noisy data e�ect retrieval e�ectiveness? This question is directed toward misspelled

words that are often found in regular texts and more so in OCR'ed texts. Answers are

expected to depend on language characteristics.

. What kind of impact would various natural language processing techniques make on the

retrieval performance? A variety of techniques such as sense disambiguation, part-of-speech

tagging, parsing, and terminology recognition need to be tested for their values in improving

retrieval e�ectiveness.

. What are the issues in cross-language IR involving Asian languages? Not only pure linguistic

issues but also more cultural ones, such as the way documents are created and written, need

to be addressed. In particular, the issue of displaying Asian fonts is an important one.

. How can the techniques and systems be evaluated in the context of Asian language IR? An

important task is the construction of test collections for di�erent languages. While the

experiences with TREC should be exploited, some cultural aspects in evaluation should be

taken into account. A related question is how to compare evaluations of the same techniques

in di�erent language contexts.

. Are the IR models and techniques developed for English equally applicable to Asian

language IR? Should there be new models and techniques more appropriate for di�erent

language characteristics? How about the techniques developed for slightly varied applications

such as categorization, ®ltering, summarization and event detection?

While the last one is a ``catch-all'' type of question, the list is not complete by any means.

As we continue our endeavour along this line of research and expand it further for additional

languages, new issues will surface.

3. Addressing the issues

The eight articles in this special issue take on some of the questions and provide solutions.

While they do not cover the entire spectrum of the research done in this area, a special

attention was given to make a balance among the languages, the kind of problems, and the

approaches. There are two articles dealing with basic indexing methods for Chinese and two

for Korean. Although there is only one article for indexing in Japanese, it covers di�erent

approaches. The other articles deal with more speci®c problems: foreign word handling,

clustering, and cross-language IR. It is our hope that they collectively raise awareness of the

language-speci®c problems and the technology developed for the language users.

The ®rst three articles provide a basis for other articles in this special issue as well as future

research, in that they compare relatively simple retrieval techniques for Korean, Chinese and

Japanese texts, respectively. Lee et al. gives a clear introduction to and comparisons among

three di�erent approaches in indexing: word-based, morpheme-based, and n-gram-based

approaches. They provide reasons why an n-gram-based approach performs well, on the

contrary to the general belief that it is not as good as word-based methods in English.
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The article by Nie and Ren provides a good introduction to Chinese IR and pros and cons

of word vs. n-gram approaches for the language. It is interesting to note that their claim about

the di�erences of the approaches is di�erent from the authors of the ®rst article; they argue

that the two approaches gave comparable performance, but prefer the word-based approach

with several reasons including the possibility of additional improvements.

Ogawa and Matsuda propose a new segmentation method for statistical indexing of

Japanese documents, having observed that word-based indexing by using a dictionary is

usually limited and that n-gram methods give poor performance with relatively low retrieval

e�ectiveness and with a large storage requirement. They prove the superiority of their

statistical method and suggest an overlapping segmentation strategy.

Yun et al. tackle more speci®c problems than those already addressed by the above three

articles. Their concern is the problem of mismatches between the same concepts having

di�erent surface forms of noun phrases in Korean. They propose a method that combines

statistical segmentation and phrase normalization based on dependency relations and a

retrieval technique that considers partial matching. This article is unique in that it addresses

the problem of phrase construction, as well as segmentation, which requires language-speci®c

knowledge.

Like the previous article, Chien's article deals with the problem of extracting key phrases,

not in Korean but in Chinese. It consists of two parts: one is an algorithm for lexical pattern

extraction, and the other is an implementation method using the PAT tree. The extraction

algorithm takes the approach of using statistical information from the given corpus and of

considering contextual information to identify complete phrases ®rst and choose more

meaningful ones for indexing purposes.

The article by Jeong et al. addresses the problem of handling foreign words for IR, whose

frequency is quite high in the area of science and engineering. Their approach is to identify,

extract, and back-translate foreign words so that index term normalization can be achieved.

While their approach was motivated by and tested with Korean texts, its statistical nature

allows for applications across di�erent languages.

Tanaka et al. proposes a new document clustering method that can be used for an article

browser. It can reveal an overall structure of a set of documents by means of a set of keywords

called as ``topic binders''. A combination of the keywords can actually explain the nature of

the cluster, since they are used to progressively partition the document collection. In addition

to its unique characteristics in comparison with agglomerative clustering methods, the authors

demonstrate its superiority in terms of time and space e�ciency. This article represents a

language-independent technique to handle Japanese texts.

Finally the article by Kim et al. describes an implementation of a cross-language IR system

that integrates a machine translation engine. It proposes a new query translation scheme for

cross-language IR, which uses a category tree and a corpus together to resolve ambiguities.

The system, developed to be used in the Web environment, includes two translation modules:

English-to-Korean and Japanese-to-Korean. The authors tested their query translation

algorithm against the monolingual case.

The new techniques and solutions in this issue are valuable in their own right. Some of them

solve unique problems in their languages whereas others have a potential to be applied to other

Asian languages or even non-Asian languages. Some techniques are at their early stages and
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require additional research for fuller development. However, we hope that they can all provide

new insights and perspectives for the IR problems in general and can be applied more widely.
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