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Overview 

DR-LINK is a multi-stage document detection system (see Figure 1) being developed under the auspices of 
DARPA's TIPSTER Project. DR-LINK's overall goal is to simultaneously focus the flow of texts through 
the system by selecting a sub-set of texts on the basis of subject content and then high-lighting those sub- 
parts of a document which are likely spots of relevant text while enriching the semantic representation 
of text content by: 1) delineating each text's discourse-level structure; 2) detecting relations among 
concepts; 3) expanding lexical representation with semantically-related terms, and; 4) representing 
concepts and relations in Conceptual Graphs. 

Subiect Field Coder 

The first component in our system, the Subject Field Coder, focuses the flow of documents by selecting a 
subset of documents on the basis of their subject content. Later components in DR-LINK, which are more 
computationally expensive, enable us to do fine-grained representation and matching. However, fine- 
grained analysis is not needed in order for a system to determine, for instance, that a document on AIDS is 
unlikely to be relevant to a query on terrorism. Therefore, we use our Subject Field Coder to produce an 
initial focusing on those documents which have real potential for matching a query. Because the Subject 
Field Coder is based on the intrinsic semantics of words in the text, it offers an opportunity to successfully 
eliminate clearly non-relevant documents during a preliminary stage without the risks run by other 
filtering approaches that are based on the orthographic form of words, not the semantics of words. 

The Subject Field Coder uses an established semantic coding scheme from the machine-readable Lonamans 
Dictionary of Contemporary Enalish (LDOCE) to produce a subject-based vector representation of each 
document's contents. The Subject Field Codes (SFC) are a classification scheme of 124 broad fields and 
cover a wide range of subject domains (e. g. Education, Business, Gambling, Law, Economics, Hand 
Weapons, Drugs, etc). Using the Subject Field Coder, each sentence, paragraph, and document can be 
represented as a vector of the normalized frequencies of the SFCs for that unit's constituent words. This 
would be a very straight-forward procedure, were it not that many words function as more than one part 
of speech and many words have multiple senses and therefore multiple SFCs in LDOCE. To handle this 
problem we have developed a psycholinguistically motivated sense disambiguator tO select only one SFC for 
each word. 

The Subject Field Coder first runs the documents through POST, a probabilistic part-of-speech tagger 
(loaned to us by BBN) for the purpose of limiting the SFCs of a word to those of the appropriate syntactic 
category. The system then retrieves SFCs for all content-bearing words' correct part of speech from the 
lexical database. Next, sense disambiguation is begun, using sentence-level context-heuristics. To select a 
single SFC for each word in a sentence, the disambiguator first evaluates all words in a sentence to 
determine whether any words have only one SFC assigned to all senses of the word (Unique SFC) and the 
SFC which is most frequently assigned across all words in the sentence (Most-Frequent SFC). Next, the 
system scans the SFCs of each remaining word to determine whether the Unique SFC and/or Most-Frequent 
SFC occur amongst the multiple SFCs assigned to that word and if so, selects that locally-determined SFC. 
For those words which cannot be disambiguated using sentence-level heuristics, the system consults two 
global knowledge sources to complete the disambiguation task. The main source is a 122 x 122 correlation 
matrix computed from the SFC frequencies of 442,059 words that occurred in 977 WSJ articles and so 
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reflects stable estimates of SFCs which co-occur within WSJ documents. Our second source is the order in 
which the senses of a word are listed in LDOCE, which reflects frequency of use in the English language. The 
algorithm for combining these two global knowledge sources is based on psycholinguistic principles. The SFC 
disambiguator has been empirically tested on a sample of 1638 words from the WSJ and selected the 
correct SFC 89% of the time. 

Having selected a single SFC for each word, the Subject Field Coder produces a vector of normalized SFCs 
which are then used by DR-LINK in two ways: 1) to filter the flow of incoming documents so that only 
those documents with a reasonable subject-based similarity to the standing queries are passed along to 
later stages of processing, and; 2) as a means of clustering the document database so that retrospective 
queries can be matched to just the SFC vector of the cluster prototypes. Only documents in those clusters 
whose prototype exhibits high-level similarity to the retrospective query would be further matched using 
more precise techniques. 

The Subject Field Coder is fully implemented and empirically tested with quite reasonable results. We have 
plans to improve the component in several ways: 1) add a Proper Name SFCoder to improve the precision of 
both the clustering and the matching; 2) develop a fuzzy clustering program for organizing the document 
database, and; 3) machine-learning of SFCs for LDOCE entries which have not been assigned an SFC. 

Text Structurer 

The purpose of the Text Structuring component is to delineate the discourse-level organization of 
documents' contents in order to focus the search for particular types of information at later stages in DR- 
LINK. The Text Structurer produces enriched representations of documents by decomposing them into 
smaller, conceptually labelled components. Operationally, DR-LINK will use Structure-Revealing Formulae 
to evaluate each sentence in the input text, compare it to the known characteristics of the typical sentence 
of each component of the text-type model, and then assign a component label to the sentence. 

We took as the starting point in our research, the newspaper text-model proposed by van Dijk and added 
new components to account for observed text components not covered by the original model. In addition, 
our news schema exhibits a more dynamic perspective as it is geared towards capturing the temporal 
characteristic of news texts. Sample components are Main Event, Verbal Reaction, Expectation, Evaluation, 
Previous Event. The Text Structurer uses six types of evidence which were compiled during the consensus 
coding of a sample of WSJ articles and which were translated into computationaily recognizable text 
characteristics of all the properties that guided the intellectual analysis. 

Likelihood of Comoonent Occurring - probabilities based on the observed frequency of each component 
in our coded sample set of 149 WSJ articles, using the sentence as the unit Of analysis. 

Order of Comoonents - the tendency of components to occur in a particular, relative order based on 
coded files of the sample documents. The results are contained in two 19 by 19 matrices (one for 
probability of which component follows a given component and one for probability of which component 
precedes a given component). The matrices are used separately when only the component of the 
preceding or following sentence is known and are used in conjunction when there is an uncoded 
sentence between two sentences which have already been coded as a component. 

Lexical Clues - a set of one, two and three word phrases for each component selected on the basis of 
sufficient occurrences, statistically-skewed frequency of occurrence in a particular component, and 
semantic indication of the role or purpose of each component. 

Syntactic Sources two types of syntactic evidence: 1) typical sentence length as measured in 
average number of words per sentence for each component; 2) individual part-of-speech distribution 
based on the output of the part-of-speech tagging of each document. This evidence helps to recognize 
those components which, because of their nature, tend to have a disproportionate number of words of 
a particular part of speech. 
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Tense Distribution - some components tend to contain verbs of a particular tense more than verbs of 
other tenses. The verb tense frequency distribution tables are based on the detailed tagging of verbs 
by POST using six tenses. Results support the purported nature of the various components. 

Continuation Clues lexical clues revealing various conjunctive relations which occur in a sentence- 
initial position which were observed in our coded sample data to predictably indicate either that the 
current sentence continues the same component, as the prior sentence (e.g. And or In addition) or that 
there is a change in the component (e.g. However or Thus). 

This range of computationally recognizable text characteristics extracted from our coded WSJ sample is 
combined using the Dempster-Shafer (D-S) Theory of Plausible Inference as a means for dealing with the 
multiple sources of evidence. D-S Theory allows us to compute for two or more belief functions over the 
same set, a new set called their orthogonal set. In the Text Structurer, each source of evidence will assign 
a value indicating the degree of support that evidence source provides to the belief that a sentence is a 
particular component. 

The Text Structurer is fully implemented and preliminary evaluation results are promising. Further testing 
will suggest how to maximize the Text Structurer's capabilities by adjustments in the procedures for 
combining and weighting the various sources of evidence. 

Relation-Conceot Detector 

Relations are important in that they contextually bind concepts that otherwise would be treated as if they 
were independent from each other. Given a text database, our system will extract important relations as 
well as identify concepts from text by relying on relation-revealing formulae (RRF) that are basically 
patterns of linguistic (lexical, syntactic, and semantic) clues by which particular relations are detected. 
For example, a relation REASON can be extracted from phrases like "because of, "as a result of', and "due 
to'. It should be noted that the RRF we are developing are domain-independent since they are based on fairly 
universal linguistic clues rather than a domain model. 

There are several types of RRF derived from a variety of linguistic constructs including verb-oriented 
thematic roles, complex nominals, proper noun appositions, nominalized verbs, adverbs, prepositional 
phrases, and some other ad hoc patterns revealing relations that are expected to be suitable for IR 
purposes. We are currently conducting intellectual analyses of text with the aid of some tools to facilitate 
the pattern recognition process and developing RRF of these several types. 

With different types of RRF stored in a knowledge-base and text preprocessed by a part-of-speech tagger 
and a relatively simple noun-phrase bracketer, the RRF applier component of the system selectively 
detects implicit relations as well as concepts being connected by focusing on occurrences of patterns of 
interest and bypassing portions of text irrelevant to the relation extraction tasks. The output of the 
component is a set of concept-relation-concept triples. 

Conceotual Graoh Generator 

In an attempt to meet the need for processing semantic information beyond isolated keywords, we use 
Conceptual Graphs (CG) as the underlying representation language for both documents and topic statements. 
CGs are directed, bipartite graphs with concept and relation nodes and are a variation of semantic networks 
with many features useful for IR. While CG theory provides a framework in which IR entities can be 
represented adequately, much of the representation task involves intellectual analysis of topic statements 
and documents so that we capture and store concepts and relations that are ontologically adequate for IR. 
For example, it is essential to choose, organize and classify a restricted set of relations in such a way that 
they facilitate matching and inferencing with two CGs representing a document and a topic statement. 
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Given the triples generated by applying various types of RRF, the next step is to merge them to form a 
complete CG for a sentence, paragraph, or a SRF component. The resulting CGs consist not only of concepts 
and relations but also of instantiations or referents of concepts, which can be another CG, thereby allowing 
for nested CGs. The CG generator component is being developed along with the RRF applier whose completion 
will determine the final shape of the CG generator. 

While this process of extracting relations and constructing CGs is applied both to documents and topic 
statements, the latter require additional processing to capture unique features of information needs as well 
as bypass content-less phrases often found in the government-provided training data set. Accordingly, CGs 
generated from topic statements have such additional features as importance weights on concept and 
relation nodes and ways of indicating whether an instantiation of a concept must exist in relevant 
documents. This specialized processing, in comparison with document processing, is accomplished by 
treating topic statements as a sub-language and building a model for them. 

Conceotual Graoh Mat#her 

Given a topic statement CG and a store of document CGs, from which a subset of potentially relevant 
documents have been chosen by the SFC component and the documents have been structured by the SRF 
component, the CG matcher embodies the final retrieval task and produces a set of ranked documents as the 
final output of the DR-LINK system. The main function of the CG matching component is to determine the 
degree to which two CGs share a common structure and score each document with respect to the topic 
statement. This is accomplished by employing techniques necessary to model plausible inferences with CGs. 

In order to allow for approximate matching between concept nodes or relation nodes, we have developed a 
matrix that represents similarities among relations being used in CG representation, and have been 
attempting to develop a concept type hierarchy from which the similarity value between two concept nodes 
can be obtained. Upon realization that it is not straightforward either to use existing lexical resources (e.g. 
WordNet, Roget's International Thesaurus, or LDOCE) or to automatically construct a concept type 
hierarchy based on a corpus, we have developed a scheme that simulates the process of consulting a type 
hierarchy. A concept in a topic statement CG, taken directly from the topic statement sentences, is first 
expanded with a set of semantically related candidate concepts before matching is performed. These 
concept candidates are used as keys to document CGs that will participate in the final matching. 

For CG matching, we first developed and implemented a base algorithm that is flexible enough to allow for 
various types of partial matching between two CGs and ran experiments to test its practicality. While the 
general subgraph isomorphism problem is known to be computationally intractable, matching CGs containing 
conceptual information (i.e. labels on nodes) appears to be practical. With improved understanding of the 
nature of RRF and the exact features of the representation of documents and topic statements, we have 
developed and implemented heuristics for scoring documents for their relevancy with respect to a given 
topic statement, and added them to the base algorithm. With the rich representation of topic statements and 
documents, the expanded matching component currently is capable of discriminating documents based on the 
availability of rather unusual information needs specified in a topic statement, such as a certain status of 
an event or a need to contain a specific entity (e.g. company name) satisfying a certain condition. Also it 
facilitates the process of reliably identifying "hot spots' in retrieved documents. 

Summary 

DR-LINK's innovativeness lies in its use of SFCs for text-content representation; use of discourse-level 
structure of text for focusing the system's processing; extraction of relations amongst concepts as well as 
the concepts themselves, and; structural, plausible matching using Conceptual Graphs. DR-LINK is 
completely domain independent and the methodological approaches to its development are language 
independent and would be reasonably replicated in other languages. 
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